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Many thanks to all.
Begin 2013 wou ik gaan doctoreren dus ik was op zoek naar een
onderwerp. Op mijn verlanglijstje van indertijd stonden vier kernwoorden:
‘systeemniveau’, ‘maatschappelijke relevantie’, ‘iets innovatief/nieuw’ en
‘niet: laatste % optimaliseren’. Ik was al eens bij Lieve langs geweest voor
beschikbare onderwerpen, maar dat was niet meteen raak. Rond die periode
was ik binnen mijn masterproef bij Tine beginnen knoeien met MPC, geweldig
voor een computernerd als ik (destijds..). Toen Lieve wat later een nieuw
onderwerp voorstelde waar ik in feite hetzelfde (‘iets innovatief, niet: laatste
% optimaliseren’) kon blijven doen, maar dan op een gebouw met veel toeters
en bellen (‘systeemniveau’), in samenwerking met een vooruitstrevend bedrijf
(‘maatschappelijke relevantie’) en beter betaald (bonus!), was de keuze snel
gemaakt. Vier jaar en een kokosnoot later ligt het boekje er. Ik heb er stevig
mijn tijd in gestoken, maar desondanks is dit werk zeker niet enkel mijn
verdienste. Ik wil daarom een aantal mensen bedanken.
In de eerste plaats Lieve en Wim, om mij de kans gegeven te hebben om dit
doctoraatsonderzoek uit te voeren in deze warme onderzoeksgroep. Jullie
hebben de krijtlijnen van het onderwerp uitgezet vanuit jullie expertise, maar
me ook de vrijheid gegeven om dit verder uit te werken en in te vullen op basis
van mijn eigen inzichten en intuitie. Op een gegeven moment liep ik mede
hierdoor pakweg twee jaar achter op mijn oorspronkelijke planning. Lichtjes
frustrerend, maar druk om door te doen heb ik nooit ervaren. Integendeel,
ik kreeg altijd begrip, weloverwogen advies en constructieve feedback. Mijn
eerste echte MPC-optimalisatie draaide uiteindelijk pas midden 2017, pakweg
een maand nadat jullie me overtuigd hebben om nog twee maanden langer
door te doen. Nog eens drie maanden later was alles klaar. Zonder jullie
steun, begrip en vertrouwen had het resultaat er dus heel anders uit kunnen
zien. Samengevat heb ik kunnen werken op een enorm relevant onderwerp
en dankzij twee toppromotoren ook in een heel aangename sfeer. Bijgevolg
heb ik me dan ook vier jaar goed geamuseerd. Voor jullie ligt het resultaat
van een mooie samenwerking. Ik ben blij dat het jullie namen zijn die ik bij
op dit boek mag zetten, het eerste volume van een samenwerking waarmee ik
met veel goesting verder ga!
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Many thanks to all.

Griet, ik heb vele avonden doorgewerkt toen bleek dat ik mijn model na
de eerste drie maanden niet op tijd klaar zou hebben. Een model is echter
nooit klaar en bijgevolg is dat avondwerken niet echt gebeterd. Je hebt me
desondanks altijd gesteund wanneer het eens tegenstak. Dit doctoraat ligt er
mede dankzij jou, bedankt!
Mama en papa, jullie steunen me ook al heel mijn leven, behalve misschien
die keer dat ik een straalmotor wou bouwen in de achtertuin. Maar goed,
af en toe kan ik wel een reality-check gebruiken! Desondanks heb ik ook
veel kansen gekregen en zijn er ook zotte ideeën die jullie wel steunden. =)
Bijvoorbeeld, mijn eerste computer zelf samenstellen en monteren, inclusief
waterkoeling, en er dan tot een kot in de nacht op los gamen. Dit heeft een
interesse voor computers gewekt zonder dewelke dit doctoraat er heel anders
uit had gezien.
Ik wil mijn collega’s en The SySi’s in het bijzonder bedanken voor de
samenwerking van de voorbije jaren, de tweedaagsen, weekends en andere
leuke momenten. Nooit was er ruzie of waren er spanningen en bijgevolg
heb ik me altijd goed gevoeld op TME en in 01.58. Bij Damien kon ik altijd
terecht voor een brainstorm, oprechte feedback en een helpende hand. Onze
samenwerking rond de linearisatie-toolchain en IDEAS vormt een hoeksteen
van ook mijn doctoraat. Het was ook leuk om met jullie op conferentie te gaan,
met name India en Purdue zijn me bijgebleven. Similarly, I had a great time
at all the Annex 60 meetings. At first I did not think that I would become so
involved in the Modelica development, but while doing so I had the pleasure
to get to know many of you better. Especially ‘the Germans’, always in for
a party! Michael, thank you for leading the Annex and IBPSA project 1,
and for welcoming me at Berkeley for a research visit. I learned a lot about
Modelica and your tendency to point out the weak spots and shortcomings
in the occasional careless pull request has kept me engaged throughout the
years. Roel and Ruben, you have built the foundations of IDEAS and the
collaboration within Annex 60. This has been instrumental for my work.
Thank you all!
Schuler, PROgroup et DRC m’ont aussi aidé pour le développement du modèle
de Solarwind. En particulier, Xavier et Jean-Marie ont pris le temps de me
fournir les données nécessaires et de m’expliquer le fonctionnement de la
gestion technique du bâtiment. Kurt, je volgde vanuit boydens engineering
mijn onderzoek actief mee op tijdens de eerste maanden van mijn doctoraat.
Ik had nogal wat gegevens nodig die niet altijd gemakkelijk vast te krijgen
waren, bedankt om hier tijd voor te maken. Johan, ik herinner me nog de
eerste keer dat ik om meer uitleg kwam vragen over de Menerga units. Ik
wist toen niet goed wat verwachten, maar je hebt meermaals de tijd genomen
om mij de werking zo goed mogelijk en op een open manier uit te leggen.
Dit heeft geleid tot mijn eerste publicatie, maar vooral: een model waar ik
best wel trots op ben. Bedankt voor jouw bijdrage tot dit werk! Joris, bedankt
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om meermaals de tijd te nemen om mij te ondersteunen bij het gebruik van
CasADi. Dit heeft uiteindelijk tot een paar grootte ordes snelheidswinst geleid
waarzonder dit doctoraat ook anders uitgedraaid zou zijn. I hereby also want
to thank the open-source community in general and developers of JModelica,
CasADi, IPOPT and HSL specifically for the development and maintenance of
many open-source tools.
Mijn doctoraat werd gefinancieerd met overheidsgeld, via het IWT (Instituut
voor Innovatie door Wetenschap en Technologie, nu Vlaio). Ik vind
het bijgevolg maar gepast om het IWT, en bij uitbreiding de Vlaamse
belastingbetaler, te bedanken voor hun financiering, welke overigens
gekenmerkt gaat met een lage administratieve overhead. Het ontbreken
van excessief rapporteren laat toe om uw weg te zoeken en al eens een risico te
nemen, wat niet onbelangrijk was. Best wel luxe-financiering dus! InnoEnergy
has also supported me by funding my participation in the InnoEnergy PhD
school, for which I would like to thank them.
Finally, I would like to thank the members of the examination committee for
taking the time to review my work and to provide feedback on this not-socompact manuscript.

Many thanks to all,
and happy reading!

Filip

Abstract
A large potential exists to improve the current practice of HVAC design
and operation of buildings with respect to occupant comfort, energy use
or energy cost, and investment costs for design and construction. More
specifically, design and control processes can be improved through the use
of contemporary optimisation algorithms such as Model Predictive Control
(MPC). Numerous papers have demonstrated the value of MPC using both
simulation and demonstration projects. Practical implementation of MPC in
industry is however hampered by the expert knowledge and time investment
that is required for developing MPC controller models and algorithms. An
MPC development methodology that is both practical and scalable to large
problem sizes has not been demonstrated to date. Moreover, design studies
typically do not take into account the interaction between control and design.
This PhD thesis therefore proposes a user-friendly, object-oriented methodology for integrated optimal control and design of buildings. For this
methodology, modelling experts develop generic, detailed, but easy to use
component models for optimal control problems using the object-oriented
modelling language Modelica. Users without expert knowledge combine
these models into system diagrams through the use of simple connections
and physically interpretable model parameters. Computer algorithms then
infer the problem structure and equations from the connected components,
and automatically generate efficient code for solving the equations and for
minimizing a user-defined cost function, while also satisfying technical and
comfort constraints. This methodology for optimal control can be applied
to many designs automatically such that the optimal design, when using an
optimal controller, is identified for a user-defined set of design variables.
Whereas the use of detailed component models typically leads to large
computation times, efficient algorithms and methodologies are proposed
such that such convenient models can be used nonetheless.
Following contributions to 1) simulation, 2) optimal control and 3) optimal
design have been made to implement the outlined methodology:
The IDEAS, Annex 60 and IBPSA Modelica libraries have been developed
further such that their models are sufficiently detailed for building energy
simulations. These libraries have also been modified such that they lead
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Abstract

to more efficient and more robust simulations and new models have been
added. Furthermore, generic guidelines are presented for the development
and efficient use of these models. The accuracy and numerical efficiency of
the models is demonstrated through the implementation of the simulation
model of a 32-zones, well-insulated office building, Solarwind. Computation
speed increases of about three orders of magnitude are obtained relative to a
case where the guidelines are not applied.
The IDEAS and IBPSA libraries have been modified or extended to allow
optimisation using the same, or slightly modified, models: derivative-based
optimisation algorithms require that the cost function and constraints are twice
continuously differentiable (C2 ) with respect to the optimisation variables.
A Toolchain for Automated Control and Optimisation (TACO) is presented
based on the open-source software JModelica. TACO automatically translates
the Modelica code for one specific building design into an MPC problem.
The resulting problem is optimised using the open-source derivative-based
optimisation algorithm IPOPT. The optimisation problem is formulated
efficiently using CasADi, such that the computation speed is much higher than
the state-of-the-art. TACO is applied to the case study model to demonstrate
the usability and scalability of the approach. Moreover, for this case study,
the MPC uses 82 % less electrical energy than a state-of-the-art rule based
controller, at comparable thermal comfort levels. However, the thermal balance
of the borefield is not maintained for this case study, meaning the energy
savings may decrease after a few years. This can be resolved in future research.
The achievable energy savings depend on the building and the reference that
is compared with.
An integrated optimal control and design methodology is presented that
generates designs for which the operational and investment cost are computed
using TACO. The methodology is applied to the Solarwind case, where the
net present value of the operational cost and investment for the optimised design
variables is reduced by 65 %.

Beknopte samenvatting
De huidige praktijk op het gebied van de regeling en ontwerp van de
verwarming, koeling en ventilatie in gebouwen kan sterk verbeterd worden
op het vlak van energiegebruik, energiekost en investeringskosten voor
ontwerp en bouw. Ontwerp- en regelprocessen kunnen bijvoorbeeld verbeterd
worden door het gebruik van optimalisatiealgoritmes zoals modelgebaseerde
voorspellende regeling (Model Predictive Control – MPC). De waarde
van MPC werd reeds gedemonstreerd in meerdere artikels, zowel met
praktijkdemonstraties als met computersimulaties. De uitrol van MPC in
de praktijk wordt evenwel verhinderd door de expertise en tijdsinvestering
die vereist is voor de ontwikkeling van MPC regelaarmodellen en algoritmes.
Een ontwikkelingsmethodologie voor MPC die zowel gemakkelijk inzetbaar
is, als schaalbaar is naar grote problemen, werd nog niet gedemonstreerd.
Bovendien nemen ontwerpstudies de interactie tussen regeling en ontwerp
typisch niet in rekening.
Deze doctoraatsthesis ontwikkelt daarom een gebruiksvriendelijke, objectgeoriënteerde methodologie voor geïntegreerde optimale regeling en ontwerp van
gebouwen. Bij deze methodologie ontwikkelen modelleerexperts generische,
gedetailleerde en gemakkelijk bruikbare componentmodellen voor optimale
regelproblemen op basis van de objectgeoriënteerde modelleertaal Modelica.
Gebruikers zonder expertise op het vlak van modellering en optimalisatie
kunnen deze modellen combineren in systeemdiagramma’s door het gebruik
van fysisch interpreteerbare connecties en parameters. Computeralgoritmen
analyseren dan de probleemstructuur en -vergelijkingen van de componenten
en genereren automatisch efficiënte code die de vergelijkingen oplost en
een kostfunctie minimaliseert terwijl ook comfortbeperkingen en technische
beperkingen in acht genomen worden. Deze methodologie voor optimale
regeling kan automatisch toegepast worden voor meerdere verschillende
ontwerpen. Het optimaal ontwerp voor een reeks gebruikergedefinieerde
ontwerpvariabelen, mits inzet van een optimale regelaar, kan zo bepaald
worden. Omdat het gebruik van gedetailleerde modellen typisch leidt tot
(te) lange rekentijden, worden efficiente algoritmes ontwikkeld zodat deze
gebruiksvriendelijke modellen toch ingezet kunnen worden.
Volgende bijdragen werden gemaakt op het vlak van 1) simulatie, 2)
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optimale regeling en 3) optimaal ontwerp om de beschreven methodologie te
implementeren:
De IDEAS, Annex 60 en IBPSA Modelica bibliotheken werden verder ontwikkeld zodat hun modellen voldoende gedetailleerd zijn voor gebouwsimulaties.
Deze bibliotheken zijn ook aangepast, wat leidt tot efficientere en robuustere
simulaties. Bovendien werden ook nieuwe modellen toegevoegd. Verder
worden generische richtlijnen gepresenteerd voor de ontwikkeling en het
efficient gebruik van deze modellen. De nauwkeurigheid en efficientie van
deze modellen wordt gedemonstreerd met de implementatie en validatie van
een simulatiemodel van een goed geïsoleerd kantoorgebouw met 32 zones,
Solarwind. De rekensnelheid verhoogt voor dit model met drie grootte ordes
vergeleken met wanneer deze richtlijnen niet toegepast worden.
De IDEAS en IBPSA bibliotheken werden aangepast en uitgebreid om
optimalisaties toe te laten met dezelfde, of licht aangepaste, modellen:
afgeleidegebaseerde optimalisatiealgoritmen vereisen immers dat de kostfunctie en de begrenzingen twee keer continu afleidbaar zijn naar de
optimalisatievariabelen. Een Toolchain for Automated Control and Optimisation
(TACO) is ontwikkeld op basis van de open-source software JModelica.
TACO vertaalt een gebouwmodel, gegeven een specifiek gebouwontwerp,
automatisch naar een MPC regelprobleem. Het resulterende probleem wordt
geoptimaliseerd gebruikmakend van het open-source optimalisatiealgoritme
IPOPT. Het optimalisatieprobleem is efficient geformuleerd met CasADi, zodat
de rekentijd ook hier veel hoger is dan in de stand der techniek. TACO is
toegepast op het gevalstudiemodel om de bruikbaarheid en schaalbaarheid
van de aanpak te demonstreren. Bovendien leidt het gebruik van MPC voor
deze gevalstudie tot een verminderd elektriciteitsgebruik van 82 % ten opzichte
van een klassieke regelgebaseerde regelaar, met een vergelijkbaar thermisch
comfort. De thermische balans in het boorveld is echter niet gegarandeerd
voor deze gevalstudie zodat het energiegebruik na enkele jaren kan stijgen.
Dit kan opgelost worden in toekomstig onderzoek. De haalbare besparing
is natuurlijk gebouwafhankelijk en hangt ook af van de referentie waarmee
vergeleken wordt.
De ontwikkelde methodologie voor geïntegreerd optimaal ontwerp en regeling
genereert verschillende ontwerpen waarvoor de operationele en investeringskosten automatisch berekend worden met TACO. De methodologie wordt
toegepast op Solarwind, waar de net present value van de operationele kosten
en investeringskosten voor de geoptimaliseerde ontwerpvariabelen gereduceerd
wordt met 65 %.
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Chapter 1
Introduction
The building sector consumes over 30 % of the total final energy consumption 67 and the associated CO2 emissions have a negative impact on our climate.
The use of contemporary technology for optimal design and control of building
systems can result in considerably reduced emissions, while also achieving
cost savings and increased thermal comfort. This PhD thesis presents an
integrated methodology for implementing this in practice.
This introduction further motivates the goal of this thesis, and how it is
achieved. The problem statement first identifies shortcomings in current
engineering practice, based on which the goal is formulated. A discussion
of relevant technologies then explains shortcomings of the state-of-the-art to
implement this goal. Taking into account practical constraints, a methodology
for implementing our goal is presented and implementation challenges are
identified. Finally, the outline discusses how these challenges are mapped to
the chapters of this thesis.

Problem statement
We now summarise challenges in current engineering practice with respect to
1) the control and 2) the design of buildings. Based on this discussion, two
main objectives are presented, which are later combined into the goal of this
thesis.
Optimal control Recent building codes enforce stricter standards on the
insulation levels of buildings and their energy performance in general,
which reduces the final and primary energy demands. Energy-efficient heat
conversion technologies such as heat pumps, potentially combined with lowtemperature heat emission systems, allow the heat conversion efficiency to
increase, which further reduces the primary energy demand. Furthermore,
low-temperature emission systems such as floor heating or concrete core
activation increase the thermal mass of buildings. The increased thermal
mass and insulation levels increase the thermal time constants of buildings.
Due to the resulting time delays of the emission systems and the building
envelope, new buildings can be harder to control using existing Rule Based
Controllers (RBC), which typically do not take into account such dynamic
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aspects. Moreover, rule based controllers typically do not anticipate the
impact of future disturbances on the current control action, or the impact
of the current control action on the future system state and therefore on the
future system control action. This implies an efficiency loss since thermal
loads could be shifted to times when production is either more efficient or
when a different (renewable) heat source can be used.
Furthermore, contemporary buildings typically have more complex thermal
systems, which have many degrees of freedom such as valve or damper
openings and pump or fan speeds. A single degree of freedom often affects
many zones of such buildings and coordinating between these different
interests is hard for an RBC. Conservative set points may be used in order
to satisfy the zone that needs the largest control action, which can lead to an
excessive control action for other zones. Backup (or supplementary) systems
may automatically compensate for this, which can e.g. lead to simultaneous
heating and cooling of the same zone. In addition to an increase of the primary
energy use of such buildings, thermal comfort may not be achieved, e.g. due
to overheating caused by solar gains, or by insufficient backup capacity to
compensate for an excessive control action of the primary system. Such
problems can cause an uncomfortable environment in buildings in general,
and a loss of productivity in office buildings, which has indirect financial
implications 136,139 .
Rule based controllers are implemented using best practices in industry. One
of these best-practices is the use of a heating curve 121 based on the running
mean average outdoor temperature. For well insulated buildings, the outdoor
temperature however has a limited impact on the building heat demand,
while internal heat gains offset the heat demand and can therefore play a
more important role. This is typically not taken into account and can therefore
result in bad performance.
Furthermore, badly performing RBCs can lead to long commissioning periods
where control rules such as heating curves are implicitly tuned to boundary
conditions such as the internal heat gains, which may however change
throughout the years. Such flawed commissioning can possibly even lead
to the installation of additional backup systems. This further increases the
total cost of ownership of a building, and can even lead to energy-efficient
devices being switched off in favour of backup systems. Also, a malfunction
of the energy-efficient device or the controller may go unnoticed if the backup
device then takes over.
This illustrates that state-of-the-art RBCs are not always capable of coping with
the complexity of thermal systems in buildings, which ultimately results in a
loss of welfare. The first objective is therefore to develop a practical methodology
for optimal control of thermal systems in buildings using contemporary
technologies, as opposed to the use of existing RBCs.
Optimal design Building codes become stricter and stricter in order to reduce
the CO2 emissions of the building stock. This typically leads to an increased
use of thermal insulation, highly insulating glazing systems and air-tight
buildings. Due to the increased insulation levels, buildings require more
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cooling during summer, for which additional cooling systems and/or solar
shading devices may need to be installed. Fortunately, cooling can be
provided at low operational cost, e.g. through the use of geothermal borefields.
Renewable energy sources such as solar collectors can provide heat at low
operational cost. All these measures however cause additional investment
costs. From an economic point of view, the building design should be
optimised such that the investment cost is minimised given maximum allowed
CO2 emissions, or conversely, the CO2 emissions should be minimised given
an available budget. Ideally, such optimisation occurs nation-wide or even
globally. However, due to practical constraints the optimisation of large
buildings is more likely to occur at the building level. Evaluating the cost of a
design is however non-trivial.
This is related to the interaction between design and control. The building system
design determines what HVAC systems are present and thus what control
actions are physically possible, while the building envelope design determines
what heat or cooling loads exist and thus what control actions are required.
The operational costs associated with a specific design thus depend directly
on the design, but also on how the controller operates the building given
the possible control actions. For complex buildings, the development of welltuned building controllers is a labour-intensive process such that building
controllers are often idealised during the design process. This can lead
to a sub-optimal, conservative design, where the systems are oversized, or
an inadequate design where the system is undersized. A systematic design
methodology for complex buildings should thus take into account the building
controller. The second objective is therefore to develop an integrated optimal
control and design methodology for buildings.
Finally, we note that every building is different such that controllers and
designs of large buildings are often custom developed. The involved designers
will ultimately have to use the methodologies that we propose. Given the
current business models of the involved companies, this is a heterogeneous
group of people, with various levels of training, experience and motivation.
The complexity of our methodology is preferably tailored to this group of
people. Furthermore, the methodologies should also be economically viable
for the involved companies such that the complexity and overhead of the
presented methodologies should be limited.

Goal
The goal of this PhD thesis is thus to develop a methodology - and its
practical implementation in a user-friendly toolchain - for the integrated
optimal design and control of thermal systems in buildings. The toolchain
facilitates the automated development of optimal controllers, which allow
objective comparison of various design options. The toolchain should be
highly flexible in terms of the designs that can be modelled, and of how their
relative quality is quantified. Furthermore, it should be scalable to large,
complex models, the development of the required models should be quick,
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and computation time should be limited. The optimal controller code should
be exportable, such that the implementation of the building, including its
controller, is practically feasiblea .
To show the feasibility and scalability of the presented methodologies, they
are applied to a case study, Solarwind. Solarwind is a highly insulated office
building of 10 000 m2 in Luxembourg that has a hybrid energy production
and emission system and uses multiple renewable energy sources.

Background
We now present a collection of technologies that are used to achieve this
goal, after which the state-of-the-art and limitations of these technologies with
respect to our goal are presented.
Modelica is an equation based, object-oriented modelling language for
modelling complex physical systems 99 . Modelica can be used both for
simulation and optimisation purposes. However, Modelica models only
specify what equations need to be solved, and not how they are solved.
Hence Modelica tools, such as the commercial simulation software Dymola,
or open-source simulation and optimisation softwares OpenModelica 50 and
JModelica 3 are required to solve the model equations. These tools first convert
the structured, object-oriented Modelica model into a non-structured flat
representation of the model equations. All equations are then sorted, such
that equations or groups of equations can be solved sequentially. Depending
on the mathematical structure, equation groups are then either inverted
analytically, or they are solved using numerical solvers. Usually, efficient
C-code is generated and compiled that contains the resulting equations and
algorithms for solving them. Finally, the resulting executable evaluates the
time derivatives of the model, after which a numerical integrator is used to
compute the model results as a function of time.
In this translation process, the Modelica equations and the time integrator
(solver) are clearly separated. This means that many different solvers can
be used to solve the same set of equations. This is particularly useful for
optimisation purposes, where the use of classical integration algorithms leads
to computationally expensive problems. Moreover, since the equations are
available in a structured way during the translation process, efficient derivativebased optimisation techniques can be used. Modelica is not constrained in
the type of components or systems that can be modelled. Simulation and
optimisation of multi-disciplinary problems is thus possible.
This is in strong contrast with many existing Building Energy Simulation (BES)
tools, which tightly integrate equations and algorithms for solving them into
the same code 150,143,149 . This makes these codes more difficult to maintain and
to extend. Furthermore, the type, the level of detail and configuration of the
models that can be used is limited to what is available in the respective tool.
a Note that we present the optimal control methodology as part of the larger integrated optimal
design and control methodology, while in fact the optimal control methodology itself is perhaps a
bigger achievement since it is more likely to be used in the short term.
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This often does not include detailed aspects such as pressure-driven flows and
the fast response of control loops. Custom models can in theory be developed,
but such development is 5 to 10 times faster when using Modelica 145 .
Due to its described advantages, the Modelica language and tools are used in
this work to perform simulations and optimisations. Despite the numerous
advantages, there are three main limitations in the state of the art with respect
to our goal.
1. Even though the Modelica tool automatically generates code that solves
and integrates the model equations, there can be a large impact of the
equation structure on the performance of these solvers, with respect to
robustness and computation time. How Modelica users and developers
can deal with this, is not yet well understood in the field of building
energy simulation.
2. There is only a limited set of building energy system models available
in the existing Modelica libraries.
3. No solvers have been demonstrated for the simulation or optimisation
of models with the targeted size and complexity using Modelica.
These problems are addressed in this thesis.
IDEAS, Annex 60, IBPSA and Buildings are Modelica libraries. The Annex 60
library was developed within the International Energy Agency (IEA) Energy in
Buildings and Communities (EBC) Annex 60 project 146 in the period 2012-2017
and started as a subset of the Modelica models contained by the Buildings
library 147 . The library contains a large collection of models that primarily
focus on the simulation of hydronic and ventilation systems. The library
development was migrated to the IBPSA library in 2017, and is continued as
part of IBPSA project 1 (period 2017-2022).
The IDEAS library 16,33 is developed by KU Leuven and 3E. Its development
started in 2010, when its goal was to perform Integrated District Energy
Assessments by Simulation (IDEAS). E.g., Baetens et al. 17 simulated an
integrated model of a district containing simplified models for 33 dwellings.
This version of IDEAS, which is considered the state of the art in this
discussion, was not designed for the simulation of highly detailed models
of individual buildings, as a result of which its computational performance
was poor. Moreover, the library lacked a user-friendly interface and it lacked
support for detailed hydronic and ventilation models that include pressuredriven flow, speed-dependent fan and pump efficiencies and internal pressure
drops in air handling units. A modelling approach for these ventilation
and hydronic systems thus had to be developed, both for simulation and
optimisation purposes.
Model Predictive Control (MPC) is a type of controller that is fundamentally
different from RBC, and which has the potential to solve many, if not all, of
the explained shortcomings of RBC. MPC is a control strategy that optimises
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a system’s control inputs using a set of optimisation variables o (t) as a
function of time t and using a computer model of the system such that
the integral of a cost function integrand J (·) is minimised. Constraints g(·) are
enforced to constrain the allowed solution space of the optimisation problem.
Mathematically this can be expressed in a simplified way as
min
o (t)

s.t.

Z t
inf
0

J (o (t))d t

(1.1)

o (t) ≤ o (t) ≤ ō (t)

(1.2)

g(o (t)) ≤ 0,

(1.3)

where o (t) and ō (t) are the lower and upper bounds of the optimisation
variables. Integrand J (·) and constraints g(·) are computed from the
optimisation variables using a mathematical model, the controller model.
MPC can be applied to building control problems. It then typically minimises
the energy use or energy cost of the building, while enforcing constraints such
as technical constraints and comfort constraints. MPC has been demonstrated
for building applications in numerous simulation studies, where various
degrees of controller model complexities, solver types and energy savings
are reported. Real life implementations of MPC have demonstrated energy
savings of 17% in a Swiss office building 127,129 , 17% in a Belgian office building
in Hasselt 135 , more than 30% in a Belgian office building in Brussels 34 , 19%
and 27% in two Australian office buildings 141 , and 15%-28% in a Czech
building 122,114,27 . These studies report comparable or better thermal comfort
when using MPC. Hilliard et al. 61 present a review of recent MPC strategies.
Clearly, there is a large potential for using MPC, although the potential
depends on the building type and the reference compared with 27 . Despite
numerous demonstrations of MPC in buildings, commercially exploiting this
potential is difficult due to the large amount of work incurred by setting up
the controller model 128,27,60 , which thus needs to be addressed.
For our work we need an MPC development methodology that can be
automated and which is scalable to large problem sizes. This has not been
demonstrated to date. Sturzenegger et al. 126 ,128 presented Building ResistanceCapacitance Modelling (BRCM), a Matlab toolbox for setting up bilinear
building envelope MPC controller models and input data using basic building
construction data contained in an EnergyPlus input file. The toolbox however
does not provide a generic way for modelling building HVAC equipment.
De Coninck et al. 35 presented a toolbox for identifying the parameters of
low-order grey-box building models using building measurement data. This
approach however requires measurement data, which does not exist when
generating arbitrary designs. Building HVAC equipment is also not considered
in detail.
JModelica 3 allows derivative-based optimisation of Modelica models. JModelica however uses general-purpose solvers and algorithms. This reduces
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computation speed and therefore scalability. De Coninck and Helsen 34 used
JModelica for the optimisation of a reduced-order single-zone building model.
The computation time of this controller is a few secondsb . When scaling the
problem sizec by two orders of magnitude, the computation time is expected
to rise by more than two orders of magnitude, which can lead to optimisations
that are slower than real-time. Moreover, data readers and if-then-else
expressions are not supported by the optimisation back-end of JModelica,
which constrains the use of JModelica to simple models.
MPCPy 21 is a recent initiative for the development of an open-source software
framework that has a similar goal as this PhD thesis. It uses JModelica
and grey-box models and therefore inherits the limitations of these two
technologies.
To our best knowledge there does not exist a convenient, automated framework
for automatically generating MPCs for buildings based on a structured model,
including detailed hydronic and ventilation models. In fact, we are not aware
of any MPC implementation for buildings with the targeted controller model
size and complexity, regardless of the degree of automation, flexibility or
user-friendliness of the used framework, or models. Therefore, it is also
unclear what mathematical formulation should be used to implement such
optimisations.
White-box models refer to a class of physics-based models, while black-box
models rely on measurement data to train a model. Grey-box models are a
hybrid form where the parameters of - typically low-order - physics-based
equations are trained using measurement data. Several grey-box 35 and blackbox 115 model types and algorithms for training these models exist, and they
have been widely applied. White-box modelling is used less frequently in
MPC since these models typically have a higher level of detail, which can lead
to significantly increased computation times.
Each of these model types can be used as an MPC controller model. In our
work we however cannot rely on measurement data to train the model, when
looking into different designs. Simulation data could be used to train the
model, but this would imply the development of a white-box model to train a
grey-box or black-box model, which inevitably implies a loss of accuracy.
Direct optimisation of the white-box model is therefore more appealing.
Moreover, reliable and automated grey-box or black-box model identification
for multi-zone models has not been demonstrated to date for a large number
of zones, and training these models is not trivial, e.g. because high-quality
measurement data is required 137 . Finally, it is unclear how multiple grey-box
or black-box component models should be coupled to systematically model
HVAC systems, and what level of detail such models should have.
Optimisation algorithms. Heuristic optimisation algorithms are a class of
optimisation algorithms that minimise one or more objective functions over
b Based
c The

on personal communication with the main author.
number of state variables, the number of control variables and the number of constraints.
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an allowed solution space of optimisation variables using some heuristic
algorithm. As part of the algorithm, the objective function is evaluated
multiple times, which can consist of running a simulation model for each
objective function evaluation. This is computationally expensive.
Derivative-based optimisation is an alternative to heuristic optimisation, which
computes a search direction based on the sensitivities of the objective function
with respect to the optimisation variables. The required sensitivities can
be computed using finite differences, which is computationally expensive,
or using more efficient differentiation techniques such as Algorithmic
Differentiation (AD).
Heuristic optimisation algorithms are often used for optimal design
applications 44 since they are more suited to find a global optimum for such
problems, which can be highly non-linear and non-convex, and because the
sensitivities required for derivative-based optimisation may not be available,
depending on the used tools.
Heuristic optimisation algorithms have been applied for integrated optimal
design and control of buildings 45,152 . These applications use a heuristic
optimisation algorithm to optimise the design and control simultaneously.
In our case, an optimisation spanning over one year could then contain in
the order of one million optimisation variables. The computation time of
one function evaluation is in the order of one hour, which clearly shows
the infeasibility of this approach such that an alternative approach must be
developed.

Methodology
We now set out a set of requirements that ensure the practical relevance and
applicability of our work. We then present a methodology for achieving
our goal and meeting these requirements, based on the discussion of the
background.
A first set of key requirements of our methodology is that it should be 1)
user-friendly and 2) generic with respect to the type of modelled buildings
and HVAC systems that are supported. We therefore postulate that interaction
with the user should be through object-oriented models that encapsulate the
complexity of a simulation or optimisation problem in logical entities (objects)
that correspond to physical reality. I.e. it should be possible to combine these
objects into system models where the components of the physical system are
mapped to component models on a one-to-one basis, with parameters that are
physically interpretable by the user. Only library developers, not users, then
need to understand the complexity of simulation and optimisation problems.
Individual components can, but need not be, combined into templates for
further facilitating the usability and model consistency.
A second set of key requirements of our methodology is that it should be
1) scalable to large models and 2) computationally efficient. Our earlier
discussion of computation times illustrates that highly efficient algorithms
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will need to be used, which still need to be developed. Therefore, the used
technologies should allow custom changes, manipulation and automated
interpretation of model equations and prototyping of various solvers and
problem formulations.
Moreover, we choose to use a single modelling environment to avoid duplicate
model development work, which is error-prone and can cause significant
overhead when coupling tools. Due to these requirements, Modelica and its
associated open-source tools are considered the only existing feasible option
for implementing the proposed methodology that is now presented.
We summarise our methodology as follows. A detailed building simulation
model is created using Modelica. A white-box optimisation model is then
created based on the simulation model, with only a limited set of modifications.
A model predictive controller is then generated automatically from the
optimisation model and coupled to the simulation model such that its
performance can be evaluated. Both the simulation and the optimisation
models are parametrised with respect to the building design variables
such that a heuristic optimisation algorithm can optimise the design while
incorporating the nested optimal control loop.

Challenges
The outlined methodology is a structured and straightforward approach to
reaching our goal. Developing the methodology itself is thus not the main
challenge. The challenge lies in its implementation.
- The required models and model libraries need to be developed. They
must be scalable, physics-based, and validated when possible.
- The component models need to be combined in a single, integrated
building model.
- A framework needs to be developed that automatically interprets these
detailed, object-oriented models and converts them into a format that
can be solved by an optimisation solver.
- The framework should be extremely robust, since any bug in the model
or solver code can cause the solver to fail. The user then has to resolve
the bug, if at all within his power, and restart the algorithm.
- Finally, the resulting code should run sufficiently fast such that the
framework is practically usable.
The use of generic, and thus detailed, models and object-orientation results in
models that have many, complex equations. Our initial results showed that the
simulation models need to be about three orders of magnitude faster than what
was achieved by using the initial model formulation and implicit Ordinary
Differential Equation (ODE) solvers. More specifically, the computation time
of implicit ODE solvers does not scale well for models with large building
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envelopes (many state variables) and fast control loops (small time constants
and equations that cause events). Optimal control problems of buildings with
the demonstrated size and complexity had not been demonstrated. However,
similar computation speed improvement requirements are expected for such
optimisation codes. Computational aspects are therefore an essential part of
the discussions in this thesis.
These challenges predominantly appear for large, complex models. Therefore
Solarwind is used as a case study to demonstrate the three main parts of our
methodology: simulation, optimisation and integrated optimal design and
control. We emphasize that the contribution of this PhD is a set of component
models and algorithms, and their mutually compatible implementations,
which are presented as an integrated toolchain. The Solarwind case study
is first and foremost a demonstration that the toolchain works as intended.
Nonetheless, we also compare the performance of the MPC controller relative
to the existing RBC controller to reconfirm the potential of MPC in general.

Outline
Our methodology is only fully implemented by Chapter 11. The remaining
chapters present the developed models, algorithms and methodologies that are
required to implement the integrated optimal control and design methodology.
The main chapters are grouped into three parts.
Chapter 2, explains all relevant features of the Solarwind building envelope,
HVAC and control systems such that the simulation model extent and level
of detail are clear. This includes a discussion of the rule based controller, to
which the MPC controller is compared in Chapter 10.
Part I consists of the simulation related Chapters 3 to 8 and includes simulation
related methodologies, component model implementations and validations.
This part is structured in such a way that the complexity builds up gradually.
Most chapters present a piece of the Solarwind model as part of the discussion
of a broader topic. The remaining model pieces are discussed in the Chapter 8.
More specifically, Chapter 3 presents basic Modelica background information
and discusses in general terms how the speed and robustness of Modelica
models can be improved. These guidelines are applied to simple models,
which show that the simulation speed can be improved by several orders of
magnitude. This chapter forms the basis for subsequent chapters where these
guidelines are applied to library components and groups of models.
Chapter 4 contains an updated state of the IDEAS library with respect to
Baetens et al. 18 , De Coninck 33 . These updates include integration of the
IBPSA project 1 library, improved usability aspects and the general guidelines
of Chapter 3 were applied. This leads to models for which computation time
scales linearly with model size. Moreover, these basic models were verified
using several methods. The basic building components of the Solarwind
building envelope are thus presented as part of this chapter.
Chapter 5 presents a methodology for simplifying hydronic flow networks
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such that they are computationally efficient and robust. The discussion relies
on Chapter 3, but further extends the discussion towards complex groups
of models. The methodology is applied to the hydronic system model of
Solarwind, which is thus included in this chapter.
Chapter 6 presents the detailed, validated air handling unit model of
Solarwind. The model includes pressure-driven flows and detailed fan models,
which are crucial to correctly computing the electrical power use of Solarwind,
which is the main cost term in the objective function of the model predictive
controller.
Chapter 7 contains a methodology for estimating the occupancy of a building,
using CO2 concentration measurements and an air flow model. This chapter
includes the variable air volume model and air flow network model of
Solarwind.
Chapter 8 presents the remaining component models and a detailed validation
using measurement data.
Part II consists of Chapters 9 and 10 and presents optimal control related
aspects of this thesis. This part develops an MPC based on the simulation
model of Solarwind.
Chapter 9 presents TACO, a Toolchain for Automated Control and Optimisation. TACO uses an efficient mathematical formulation, and implementation,
of the optimisation problem, which exploits the optimisation model structure.
The model predictive controller is generated automatically and is exportable.
Benchmarks and verification results are included that show the scalability of
the toolchain.
Chapter 10 applies TACO to the Solarwind model. Appendix A includes
changes to some component models or groups of models that are required
before the model can be translated using the underlying JModelica toolchain.
The MPC objective and constraints are discussed in detail and results are
presented that demonstrate that TACO functions as intended.
Part III consists of Chapter 11, which presents the implementation of our
toolchain for integrated design and control. The methodology is applied to
the Solarwind case study. Detailed results are included in Appendix B.
After part III, conclusions and suggestions for future work are presented in
Chapter 12 and Chapter 13. Finally, Appendices A and B are included.

Notation
We use the following notation and conventions based on the Modelica
specification. Variables whose values do not change throughout the simulation
or optimisation problem are called ‘parameters’ or ‘constants’. The remaining,
time-dependent variables are explicitly denoted as such. This makes it easier
to differentiate between equations that are linear or non-linear in variables
that depend on time, which is important in discussions about algebraic
loops. Continuous state variables, which are computed directly from a
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d x (t)

differential equation such as d t = a(t) + b(t), are denoted as x. Algebraic
variables are denote as z and are computed from an algebraic equation, e.g.
z(t) = a(t) + b(t). In general, inputs are variables that depend on time, but
not on state variables. However, in the discussion about algebraic loops, we
sometimes refer to inputs as variables that do not depend on the variables
computed within the algebraic loop. Inputs are denoted as u. Control variables
of e.g. valves, pumps and dampers are denoted as y. Optimisation variables
are denoted as o. For other symbols we refer to the list of symbols.
Lower case variables are either scalars or vectors and matrix variables are only
denoted using capital letters. When this distinction may not be sufficiently
clear, we explicitly define the sets to which variables belong.

Chapter 2
Solarwind case description
This chapter describes the Solarwind building, which is used as a
demonstration case study for the methodologies that are presented in this
thesis. This chapter therefore presents the building envelope, Heating
Ventilation and Air Conditioning (HVAC) and the existing building Rule Based
Controller (RBC). The model implementations and component specifications
of these building parts will be discussed in subsequent chapters.
This chapter is based on the supplementary material of:
F. Jorissen, W. Boydens, and L. Helsen. Implementation and Validation
of the Integrated Envelope, HVAC and Controller Model of the Solarwind
Office Building in Modelica. Journal of Building Performance Simulation, 2018.
Submitted

2.1

Introduction

Solarwind is located at 11 – 13 rue de l’industrie, 8399 Windhof, Luxembourg.
It consists of six floors above ground and of three more underground floors
that contain Heating Ventilation and Air Conditioning (HVAC) equipment
and parking space. The building was designed to be an examplary showcase
towards the Luxembourg and European design and construction industry
of a holistic and integrated operation and design sustainability approach
for future oriented office buildings. It is an initiative of ‘In der Laey’, with
PROgroup (project management and environmental assessors) and Schuler
(project developer) as building owners and opened in November 2012.
The approach was driven by the 4 P philosophy: 1) Integration of dedicated
water-, waste- and cradle to cradle management, minimal energy use starting
from a passive building envelope, maximizing renewable energy by simulation
based evaluation in the design phase. (Planet) 2) Providing state of the art
comfort such as indoor environmental quality and services for the tenants.
(People) 3) Setting an economically feasible example, reducing costs and
improving productivity. (Profit) 4) Visibly sharing the building technologies
and operation experiences, integrating a conference centre, creating an
educational tour for schools as well as for other visitors, and partnering
with relevant research. (Pedagogy, French for education)
13
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Figure 2.1: Aerial photograph of Solarwind and its surroundings. The PV
panel shading on the south façade, green roof, green façade and solar thermal
collectors are clearly visible. At the east façade one of the boxes is visible.
Courtesy of PROgroup.
A triple certified environmental impact assessment (BREEAM, HQE, DGNB)
has been carried out to ensure the low impact targets set for the lifecycle of
the Solarwind building. The behaviour of the building (energy use, control,
comfort) has been fine tuned during the first years of operation and has been
followed up since then.
This section provides a qualitative description of the building envelope, its
HVAC systems and the HVAC controller. Note that only the four main floors
of the building and corresponding systems were modelled.

2.2

Building envelope

Solarwind is an L-shaped office building that consists of six conditioned
floors. Figure 2.1 shows an aerial picture of the building and its immediate
surroundings.
The four middle floors have a very similar geometry and are denoted using
numbers 0 through 3. The floor plan of floor 0 is included in Figure 2.2.
These floors consist of offices and furthermore contain two stairways and
two restrooms. The area around the building is subsided relative to street
level such that floor -1 is also visible in Figure 2.1. Floor -1 consists of a
creche, a restaurant, a gym, offices, stairways, restrooms and a room for waste
disposal. Floor 4 has only one third of the surface area of the other floors and
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is located centrally on the roof of floor 3. It consists of 8 meeting rooms and is
surrounded by a green roof, solar thermal collectors, a terrace and technical
rooms containing HVAC equipment. Solarwind is situated at the edge of an
industrial park. The short leg of the ‘L’ points south-west, at an angle of 27
degrees relative to south. The east façade is shaded by a parallel building at
a distance of 16 m and with a height of about 9.2 m a . The south façade has
limited shading by a building at a distance of about 50 m. The west and north
façades have little shading since they are surrounded by farmland and low
growing bushes or trees.
The building structure consists of 25 cm thick concrete floors that are
supported by concrete columns. The region around the stairways, restrooms
and elevators contains walls of solid concrete that also provide structural
support. Zone separating walls consist mostly of solid concrete, or of 14 cm
thick concrete blocks with a gypsum finish. Zones are usually further
separated into individual rooms using light walls that consist of 10 cm of
insulation material and 1.25 cm of plasterboard. The main façade consists of a
wooden skeleton that is inflated with wood fibre (40 cm). The interior finish
consists of plasterboard. The total wall thickness is 51 cm and its combined
U value is 0.08 W/m2 K. Floor -1 and floor 4 have other wall types, including
cellular concrete and insulated concrete walls. Schüco AWS 90.SI+ frames
with a U f -value of 1.0 W/m2 K are used containing one of multiple triple
glazing types with Ug values of 0.5 W/m2 K or 0.6 W/m2 K. The glazing
systems consist of clear glazing sheets of various thicknesses. A small number
of windows is laminated. The two outer sheets are coated using coatings,
among them: Guardian SunGuard Top Selective 60/28, Guardian Climaguard
Premium, Guardian Sunguard HS SuperNeutral 62/34 and Glas Fandel TermoBit Premium. The glazing systems use an argon filling with 10 % air. The
north façade has glazing with a g-value of 30.7 % and no further solar shading.
The other façades have glazing with a g-value of 49.4 %. The building uses
two types of solar shading. Photovoltaic solar panels provide passive shading
on the south façade. A controllable exterior screen shades the east and west
façades. Photovoltaic solar panel overhangs provide passive shading on the
south façade. Controllable exterior screens shade the east and the west façades.
At the east and west sides of the building floors 1, 2 and 3 have one box that
protrudes from the building. The box is 1.3 m deep and 5.45 m wide, and
contains a window with a width of 2.5 m. The north side of floors 1, 2 and
3 each have two glazed boxes, of 2.9 m deep and 5 m wide, that protrude
from the building. Its concrete floor and ceiling are insulated using 25 cm of
insulation. The floor plate of floor -1 is insulated with 17.5 cm of insulation.
The 29 cm thick concrete ceiling of floor 3 is insulated with 41 cm of insulation.
Only floors 0 – 3 are modelled in the main model. Additionally, a model
including floor -1 is included in one of the validations. Floor 4 consists of
meeting rooms and is not modelled.
a Surrounding building height and distances were estimated based on satellite images from
Google maps. The shade cast by surrounding building was compared to the shade cast by
Solarwind. Using the known height of Solarwind, the height of the other building was computed.
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Figure 2.2: Ground plan of floor 0 with zones indicated in color. Courtesy of
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2.3

Chapter 2: Solarwind case description

Heating, ventilation and air conditioning systems

Solarwind has the following heat sources: four geothermal heat pumps, solar
collectors and a pellet furnace. Outdoor air and the borefield can be used for
passive cooling. A chiller is used for active cooling of a data center. These heat
and cold sources are coupled to CCA slabs, heating coils, radiators, chilled
ceilings, VAVs, and domestic hot water tanks. Furthermore, various pumps,
pipes, valves, heat exchangers and storage tanks are used.
Tables 2.1 – 2.3 summarise what HVAC equipment is used for each floor, what
their design sizes are and what connections exist between the components
of the HVAC equipment. Moreover these tables summarize what parts of
the building and HVAC are not modelled. More specifically, all components
related to the chilled water circuit are not modelled since they are only used
to cool the building data center, which is not of interest for our research. No
data is included for the 7th AHU since it is not included in the model and
the data was unavailable to us. Figure 2.3 shows the hydronic systems of
Solarwind, design sizes and temperatures and types of important valves and
pumps. Further details are provided below.
Floors 0 – 3 are each cooled or heated using both a ventilation system and
Concrete Core Activation (CCA). The CCA consists of concrete slabs with a
thickness of 25 cm or 29 cm and Uponor Contec modules of various sizes that
are embedded in the middle of the slab. The modules consist of 20 × 2.3 mm
PE tubes with a core to core spacing of 15 cm. The CCA supply temperature
of the north and south parts of the building are each controlled individually
using three-way valves. A pump with a fixed head of 12 m supplies pressure
to the two CCA circuits. The mass flow rates of each of the three north and
the three south oriented zones of each floor are controlled individually using
two-way valves. Nominal flow rates are in the order of 10 kgh−1 m−2 . The two
CCA circuits and the chilled ceiling circuit of floor 4 are connected to a central
collector that is either supplied by chilled water from the borefield (passive
cooling) or warm water from the geothermal heat pumps.
Passive cooling is supplied using a geothermal borefield that consists of 99
boreholes. 22 boreholes are located next to the building and have a depth of
39 m. The remaining 77 boreholes are located underneath the building and
have a depth of 27 m. The borehole radius is 15 cm and PE100 double U tubes
with a diameter of 2.5 cm and a thickness of 2.3 mm are used.
Four Viessmann geothermal heat pumps supply heat to the CCA and VAV
heating coils. Two have a nominal thermal power of 29 kW. The two others
have a nominal thermal power of 45 kW. The heat pumps draw heat from the
borefield and the chilled water system. The used refrigerant is R410A.
Supply air enters the building through a ducted Underfloor Air Distribution
(UFAD) system, which is connected to the main ventilation shafts in the center
of the east and the west wings of the building. Return air leaves the zone
through vents in each zone corridor. The supply and return air flow rates of
each zone are controlled using 1, 2 or 3 individually controlled sets of Variable
Air Volume (VAV) units. The VAVs have a nominal flow rate of 900 m3 h−1 .
The control knobs on the unit are configured such that the lower and upper
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bounds of the flow rate are 30 % and 65 %, such that the effective nominal
flow rate is 580 m3 h−1 per VAV. Each supply VAV has a Heating Coil (HC)
that uses heat from the heat pumps. Its flow rate is controlled using Siemens
VDN115 valves. The west and east wings of floors 0 – 3 each have a dedicated
Menerga Adsolair type 58 Air Handling Unit (AHU) that each supply and
extract air to or from six VAVs per floor through the main supply and return
air ducts. Moreover, air is extracted from the restrooms in the east and west
wing using Trox VSR 125 Constant Air Volume (CAV) units with nominal
flow rates of 150 m3 h−1 . The heat recovering AHUs can cool passively using
a bypass, or cool actively using an Indirect Evaporative Heat exchanger (IEH),
or a modulating chiller. The AHU supply air is heated using a heating coil
that uses hot water from a Hot Water Storage Tank (HWST) of 20 m3 . During
winter a second heating coil can pre-heat the outdoor air that enters the AHU,
which extracts heat from a data center inside of the building.
Hot water for the stratified HWST is produced using 62 m2 of solar collectors
or using a wood pellet furnace of 100 kW. Cooler water from the tank bottom
first passes through the solar collector circuit if it is enabled, which heats
up the water, and then passes through the pellet furnace, which can heat
the water further or serves as a backup during winter. A Belimo R240P-164
pressure-independent valve, which is not indicated in Figure 2.3, is used to
control the flow rate through pump 11, which controls the flow rate of the
circuit that connects the HWST, the solar collectors and the pellet furnace.
Hot water is further used to charge three Domestic Hot Water (DHW) storage
tanks of 0.5 m3 with an internal heat exchanger. Water from these three tanks
is available in the building through insulated circulation pipes.

2.4

Building control

The building HVAC systems are controlled using SBC PCD3 programmable
controllers that are interfaced through BACnet to a central Building
Management System (BMS) developed by the company DRC. The BMS is
used to change control set points and other parameters. These changes are
logged but the logs are unavailable to us.
The BMS considers subcircuits to which a mode is associated. Building
measurements, outdoor measurements and the modes of other subsystems
determine what mode is active. The active mode determines what parts of
low-level controllers are activated and how their set-points are computed and
tracked. The controllers include low-level PI(D) controllers, heating curves,
delays, flip flopsb , hysteresis controllers and boolean logic, but also more
advanced, proprietary algorithms or rules such as the on-off control sequence
of the heat pumps.
This section describes only the parts of the control strategy that are modelled.
The control strategy of the active cooling circuit is therefore omitted, as is
a discussion of the controllable screens. This discussion is based on the
interpretation of a pdf export of the block schematics of the PCD3 controllers.
bA

flip flop is a basic logical element in electronics.
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Main function
Meeting rooms
Offices
Offices
Offices
Offices
Offices, gym, creche, restaurant

Surface area
623 m2
2151 m2
2151 m2
2151 m2
2151 m2
2091 m2

AHU
5
1;2
1;2
1;2
1;2;7
3;4;6

Terminal unit
VAV - HC - SD
VAV - HC - UFAD
VAV - HC - UFAD
VAV - HC - UFAD
VAV - HC - UFAD
VAV - HC

Cooling
CC
CCA1 + CCA2
CCA1 + CCA2
CCA1 + CCA2
CCA1 + CCA2
CCA1 + CCA2

Heating
CC
CCA1 + CCA2
CCA1 + CCA2
CCA1 + CCA2
CCA1 + CCA2
CCA1 + CCA2

Modelled
no
yes
yes
yes
yes
no

Table 2.1: Summary of main floor properties. Used symbols and codes are defined in Table 2.2 and Table 2.3 and in the
nomenclature.
Floor
4
3
2
1
0
-1

Type
Adsolair 58 19 01
Adsolair 58 19 01
Adsolair 57 44 01
Adsolair 57 53 01
Adsolair 58 10 01
Adsolair 57 53 01

Nom. flow rate
14200 m3 /h
14200 m3 /h
3000 m3 /h
4000 m3 /h
7100 m3 /h
4000 m3 /h

IEH
49.5 kW
49.5 kW
10.2 kW
13.4 kW
24.6 kW
13.4 kW

Chiller
40 kW
40 kW
8.5 kW
10.6 kW
18.8 kW
16.6 kW

Heating coils - heat source
67 kW - HWST, 18 kW - HEX5 *
67 kW - HWST, 18 kW - HEX5 *
14 kW - HWST
19 kW - HWST
20 kW - HWST
12 kW - HWST

Humidifier
FA6-85 *
FA6-85 *
/
/
FA6-85 *
FA6-85 *

Air source
Outdoor
Outdoor
Canadian well *
Outdoor
Outdoor
Canadian well *

Modelled
yes
yes
no
no
no
no

Table 2.2: Summary of air handling unit types, nominal properties and configuration. Unmodelled AHU components are
indicated using *
AHU
1
2
3
4
5
6

ID
VAV
CCA1
CCA2
CC
HP1
HP2
HP3
HP4
HEX1
HEX2
BF
HWST
HEX3
HEX4
SOL
PEL
DHW1
DHW2
DHW3
RAD
IT
CWST
CH
HEX5

Description
Variable air volume
CCA north
CCA south
Chilled ceiling
Heat pump
Heat pump
Heat pump
Heat pump
Heat exchanger
Heat exchanger
Borefield
Hot water storage tank
Heat exchanger
Heat exchanger
Solar collector
Pellet furnace
Domestic hot water
Domestic hot water
Domestic hot water
Radiators entrance
Cooling data center
Chilled water storage tank
Chiller
Heat exchanger
Alfa laval
Alfa laval
Viessmann
Fröling
Viessmann
Viessmann
Viessmann
Zehnder
/
/
Menerga
Alfa laval

Manufacturer
Trox
Uponor
Uponor
/
Viessmann
Viessmann
Viessmann
Viessmann
Alfa laval
Alfa laval
Moors ecoforage

Type
TVA/TVZ 160 easy
Contec
Contec
/
Vitocal 300G BW301.A29
Vitocal 300G BW301.A29
Vitocal 300G BW301.A45
Vitocal 300G BW301.A45
M10-MFM
M10-MFM
25mm double U
Stratified
CB20
CB30
Vitosol 200T
TMC 100
Vitocell 100C
Vitocell 100C
Vitocell 100C
/
/
/
Hybritemp 97 10 01
CB76

Size
580 m3 /h
/
/
/
29 kW
29 kW
45 kW
45 kW
110 kW
240 kW
2937 m
21 m3
60 kW
100 kW
62 m2
100 kW
500 l
500 l
500 l
7 kW
86 kW
1000 l
88 kW
86 kW

Heat/cold source
HPx
HPx or HEX1
HPx or HEX1
HPx or HEX1
HEX2
HEX2
HEX2
HEX2
BF
BF
thermal mass
HEX3 and HEX4
SOL
PEL
sun
wood pellets
HWST
HWST
HWST
HWST
CWST
CH
outdoor air
AHU1 and AHU2

Modelled
yes
yes
yes
no
yes
yes
yes
yes
yes
yes
yes
yes
yes
yes
yes
yes
yes
yes
yes
no
no
no
no
no

Table 2.3: Summary of HVAC equipment types, nominal properties and configuration. Unmodelled equipment components
are indicated with *
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Table 2.4: Summary of the CCA, borefield and solar collector controller
subsystem modes. Other modes are discussed later.
Ic
Ib
Is

CCA coll.
Borefield
Solar

1
cooling
off
off

2
transition
heating
solar

3
off
cooling
sol. + furn.

4
transition
heating alarm
Tmax

5
heating
cooling alarm
charge

Parameter values and fixed offsets such as safety margins that are added to
variable comparisons are generally not discussed to maintain readability of the
text. Hysteresis controllers are used for all less or greater than comparisons
of real variables. Whenever appropriate, we first discuss how the controller
modes are computed and then how these modes determine valve and pump
control signals.

2.4.1

Concrete core activation

Hysteresis controllers compare the Running Mean Average Outdoor Temperature (RMAOT) of the last three hours and the last three days against
thresholds associated with circuits CCA1, CCA2 and Chilled Ceilings (CC).
The hysteresis controller output determines for each circuit whether cooling,
heating, or neither of the two is requested. The majority of such requests
determines whether heat or cold is requested from the collector. When the
number of heating requests is the same as the number of cooling requests,
heating has priority. When a switch to heat or cold demand occurs, it is
maintained for a minimum duration of 1 hour. The request determines the
collector mode. Its possible values are summarised in Table 2.4. The collector
mode Ic changes value to
Ic,next = min(5, max(1, Ic + ∆Ic ))

(2.1)

Ic,next 6= Ic

(2.2)

∆Ic = if Ic == 3 then 0 else sign(3 − Ic )

(2.3)

when
has been true for 240 consecutive seconds and where ∆Ic equals +1 when heat
is demanded, -1 when cooling is demanded and otherwise

such that mode evolves towards Ic = 3.
The CCA circulation pump of a circuit is enabled when Ic ∈ {1, 2, 4, 5} and
heating or cooling is requested for that circuit. A cooling mode cooling curve
and a heating mode heating curve based on the RMAOT for each of the
CCA and the CC circuits, determine the supply temperature set point for the
respective circuit. The value of Ic determines which of the two heating curves
is used. This temperature set point is tracked using a PI controller and a threeway valve. When no heating or cooling is requested, the valve output equals
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zero. To ensure that the temperature set point can be maintained, supply
temperatures Treq,cca1 and Treq,cca2 are requested from the heat production
controller. A similar temperature is requested for the chilled ceiling of floor 4.
This temperature is omitted from the rest of the discussion since the fourth
floor is not modelled in the main model.
Each individual CCA section has a two-way valve and a PI controller that
control the flow rate of that section such that the return water temperature set
point for that section is obtained, when possible. The return water temperature
set point equals the sum of the temperature set point Tset,i of zone i and an
offset. The offset is computed using the cooling curve and heating curve,
respectively in cooling and heating mode. Both curves depend on the RMAOT.
The PI controller output has a lower bound larger than zero to ensure that
water is always flowing, such that the return water temperature is measured
correctly. Heating/cooling curve shapes and the PI controller minimum
output value can be changed individually for each CCA section.

2.4.2

Variable air volume units

Each VAV has a room temperature set point that equals the sum of the userdetermined set point Tset,i and an offset that is computed using a heating
curve based on the RMAOT. A PI controller compares the temperature set
point with the mean of the VAV return air temperature and a wall-mounted
temperature sensor. The PI controller output is mapped linearly to Tset,vav,i ,
which is a supply air temperature set point between 16 ◦ C and 26 ◦ C. A
second PI controller tracks Tset,vav,i by controlling the heating coil supply
water two-way valve. The resulting valve opening is upper bounded by a
third PI controller that limits the heating coil return water temperature to 35
◦ C. The VAV control signal y
vav,i equals the maximum of the outputs of a
fourth and fifth PI controller, which track the CO2 concentration set point of
1000 ppm and the room temperature set point.
Heating coil valves are enabled only when the RMAOT crosses a threshold.
A heating curve based on the RMAOT then determines the supply water
temperature set point, which is tracked using a PI controller and a three-way
valve. Two more PI controllers ensure that the return water temperature does
not exceed 40 ◦ C or drops below 10 ◦ C. A second heating curve determines
what temperature Treq,vav is requested from the heat production system. When
all valve openings are less than 15 % then Treq,vav is set to 15 ◦ C. The VAV
heating coil supply water pump, pump 7 in Figure 2.3, is enabled if a RMAOT
threshold is crossed and the maximum valve opening of the VAV heating coils
exceeds 5 %.

2.4.3

Air handling units

AHU1 and AHU2 each have a supply and return duct pressure set point, a
supply air temperature set point, a supply air absolute humidity set point and
an on/off control signal.
Each AHU controller has a mode that determines the on/off signal of the AHU.
The control logic that defines this mode could however not be interpreted
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due to an incomplete export of the control strategy. Therefore, the measured
on/off signal of the AHUs is used in the simulations. The fixed duct pressure
set points are configured using the BMS. Each of their values is 270 Pa during
the validation period. The humidifiers are not modelled and therefore their
control strategy is not discussed. The supply air temperature set point of an
AHU equals
Tset,AHU = if min(Tset,vav ) > TRMAOT then min(Tset,vav ) else mean(Tset,vav )
(2.4)
where Tset,vav is the set of supply temperature set points of VAVs that are
connected to the AHU and TRMAOT is the running mean average outdoor
temperature.
Each AHU heating coil pump is enabled when the heating coil valve is opened
for more than 5 % between 6:00 and 20:00 on weekdays. The heating coil valve
is controlled using a PI controller that tracks the supply temperature set point
of the AHU. The PI controller is only enabled when the dampers are fully
closed or fully opened and when both the chiller and adiabatic cooling are
disabled.
A pump supplies water from the HWST to the AHU heating coil pumps.
Similar to the VAV heating coil circuit, the supply temperature set point
Tset,ahu is computed from the RMAOT using a heating curve and the pump is
enabled when a RMAOT threshold is crossed and one of the three-way valve
openings yahu is at least 5 % . The supply temperature set point is tracked
using a PI controller and a three-way valve. The PI controller output is upper
bounded by a PI controller that ensures a maximum return water temperature
of 35 ◦ C and lower bounded by a PI controller that ensures a minimum return
water temperature of 10 ◦ C. Temperature
Treq,ahu = if yahu > 0.2 then Tset,ahu else 0

(2.5)

is requested from the heating system.
Treq,rad is a similar temperature request for the radiators. Since the radiators
are not modelled due to their relatively low nominal thermal power of 7 kW,
this is not discussed further.
The internal control strategy of the AHUs is explained in Chapter 6.

2.4.4

Geothermal borefield and heat pumps

The geothermal borefield mode Ib has five possible values that are summarised
in Table 2.4. The two alarm modes are not implemented and are therefore
not discussed. The geothermal borefield mode is determined using the CCA
collector mode. It is in heating mode when Ic == 5, it is in cooling mode
when Ic == 1 and otherwise it is off.
The heat pump control system is enabled (sHP = True) if sHP ≡ Ib ∈ {2, 3, 4, 5}.
The heat pumps are controlled using a cascade of 9 PI controllers that
compare the heat pump supply temperature set point Tset,HP with the supply
temperature Tsup . The next PI controller in the sequence is enabled when the
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previous PI controller reaches an output of 1. The number of activated PI
controllers determines the heating stage and determines which combination
of heat pumps is active, i.e. whether status variables sHP1 , sHP2 , sHP3 and sHP4
are True or False. Tset,HP is computed from the maximum of the requested
supply temperatures as
Tset,HP = if Ic ∈ {5} then max( Treq,vav , Treq,cca1 , Treq,cca2 ) else Treq,vav . (2.6)
Tsup equals the measured supply temperature of the circuit that determines
Tset,HP . Moreover, the three-way valve of the circuit that determines the
requested temperature is opened fully. This ensures that heat from the heat
pump is not rejected, e.g. if all four collector three-way valves are closed.
When a heat pump is activated, a cascade is triggered that first opens the heat
pump evaporator two-way valve. One minute later, the evaporator pump and
another minute later the condenser pump and the condenser three-way valve
PI controller are enabled. One more minute later the heat pump is activated.
When the heat pump is deactivated, the reverse cascade is executed. The threeway valve PI controllers ensure that the condenser inlet temperatures are larger
than 15 ◦ C and output a control signal of 0 when they are off. Furthermore,
the heat pump control system reduces the heating stage when the return water
temperature is higher than 40 ◦ C or when Thex,HP , the winter heat exchanger
outlet temperature at the borefield side (see Figure 2.3 ‘Echangeur Hiver’), is
lower than 3 ◦ C.
The frequency controlled borefield circulation pump is enabled if
Ib ∈ {3, 4, 5} ∨ (s HP ∧ (sHP1 ∨ sHP2 ∨ sHP3 ∨ sHP4 ))

(2.7)

where sHP1 , sHP2 , sHP3 and sHP4 are the on/off control signals of the four
heat pumps. The pump speed equals the maximum of the pump speeds
requested by the heat pumps yreq,HP , and by the CCA cooling system yreq,cca .
yreq,HP equals the minimum of two PI controller outputs that try to maintain a
temperature of 15 ◦ C for Thex,HP and a temperature difference of 2 K between
the winter heat exchanger primary (borefield side) inlet temperature and its
secondary (heat pump side) outlet temperature. Variable yreq,cca equals the
output of a PI controller that tracks a summer heat exchanger (see Figure 2.3
‘Echangeur Eté’) supply temperature of 17 ◦ C. This heat exchanger supplies
chilled water to the CCA collector through a pump and a two-way valve that
controls the amount of recirculation through a bypass (see Figure 2.3 pump
‘17’ and valve ‘U’). The pump is enabled if Ib ∈ {3, 4, 5} and its frequency
controller and the valve are controlled such that the mass flow rate through
the bypass is minimised, based on temperature measurements.

2.4.5

Domestic Hot Water (DHW) storage tanks

Three storage tanks of 500 l with integrated heat exchangers supply domestic
hot water to the building. They each have a temperature set point of 45 ◦ C or
55 ◦ C depending on a time schedule. A tank charging state becomes active
when the measured tank temperature is lower than the set point, or when one
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of the other boiler charging states becomes active. While the state is active, the
set of heat request temperatures Treq,DHW equals the temperature set points
plus 10 K. Whether heat delivery is requested, is indicated by
sreq,DHW = Treq,DHW > 20◦ C.

(2.8)

If the main Hot Water Storage Tank (HWST) top temperature THWST is smaller
than any element of Treq,DHW for which heat delivery is requested, then heat
production is requested such that sreq,DHW,pro = true. Otherwise sreq,DHW,pro =
f alse.
The DHW three-way valves are closed when the charging state is not active,
or when the inlet temperature is lower than the DHW tank temperature.
Otherwise the valve is fully opened if the DHW HEX return water temperature
is smaller than THWST . Otherwise a common PI controller determines the
three valve openings such that the temperature of the water that enters the
HWST equals THWST . The three-way valve pump is enabled when the valve
control signal is larger than 2 %. The DHW tanks are charged further than
their set point up to a temperature of 70 ◦ C, if excess heat from the solar
collector or furnace is available, which is the case when the HWST is in mode
7, 9 or 10.
The tank temperature set points are increased using a time schedule to avoid
the development of legionalla pneumophila. This is not modelled.

2.4.6

Hot Water Storage Tank (HWST)

The 21 m3 HWST mode Ih can have 10 values based on
- the measured HWST temperatures,
- a request to allow heat production from the solar collectors or the pellet
furnace,
- a request for heat delivery to the AHU heating coils, radiators (not
modelled) or DHW tanks,
- and at what temperature this heat is requested.
We now describe when each mode is activated in order of decreasing priority.
The controller first checks whether heat production is requested by the AHU
or radiators using
sreq,col = max( Treq,ahu , Treq,rad ) > 20◦ C ∧ max( Treq,ahu , Treq,rad ) > THWST
(2.9)
and for the DHW tanks using
0
sreq,DHW
= sreq,DHW,pro ∧ (1 ∈ sreq,DHW ).

(2.10)

0
0
If sreq,DHW
and not sreq,col then the mode is 8. If sreq,DHW
or sreq,col and the
pellet furnace or solar collectors request hot water production then the mode
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0
is 4. If sreq,DHW
or sreq,col , then the mode is 3. If the solar collectors request
hot water production then the mode is 7. If the furnace has not completed its
minimum on period then the mode is 5 or 10 depending on the previous value
of the mode. If the furnace requests hot water production then the mode is 6
or 9 depending on the previous value of the mode. If 1 ∈ sreq,DHW then the
mode is 2, otherwise it is 1.
The ten modes Ih can be summarised as follows:

1. Hot water is available for the radiators and AHUs.
2. Hot water is used by the DHW tanks and is available for the radiators
and AHUs.
3. Hot water is produced because of a request from the load.
4. Hot water is produced because of a request from the load and the
production.
5. Hot water is produced because the furnace has not completed its
minimum on period.
6. Hot water is produced because of a request from the furnace.
7. Hot water is produced because of a request from the solar collectors.
8. Hot water is produced because of a request from the DHW tanks only.
9. Hot water is produced, after a period of mode (8), because of a request
from the furnace.
10. Hot water is produced, after a period of mode (8), because the furnace
has not completed its minimum on period.
Based on these modes the positions of three two-way valves, denoted using α,
β, γ in Figure 2.3, are determined. All valves are closed in mode 1 such that
water can be drawn from the HWST by the AHU heating coil and radiator
pumps without inducing a flow in the unused parts of the circuit. When
the DHW tanks are charged, i.e. Ih ∈ {2, 8, 9, 10}, valve γ is opened such
that the return water from the DHW tanks flows towards the HWST or to
the solar collectors. Valves α and β are opened and the circulation pump is
enabled when any of the production devices is enabled, i.e. Ih 6∈ {1, 2}. A PI
controller tracks the hot water supply temperature set point Tset,sup using the
pressure-independent valve that is connected in series with pump 11. Tset,sup
is determined using Ih , max(Treq,DHW ) and Treq,hwst , the temperature that the
AHU controller and the radiator controller request to be available in the tank.
The described control strategy causes valves β and γ to be opened
simultaneously when Ih ∈ {8, 9, 10}. The hot water flow can then pass through
the two opened valves or through the hot water storage tank, and their relative
flow rate depends on the flow friction of the two paths, which is unknown.
From a discussion with the engineering firm that designed the HVAC system,
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the reason for allowing two flow paths could not be identified. In the model
we therefore altered the control strategy such that there is only one possible
flow path in each mode. I.e. in mode 9 only valve β is opened since the
relatively low discharge thermal power and the therefore also relatively low
circuit flow rate would cause a large flow rate to be drawn from the HWST
top by the DHW tank pumps. In modes 8 and 10 the furnace is at full power
and charging the DHW tanks. The DHW tank outlet temperature is then
connected to the furnace inlet pipe by opening valve γ.

2.4.7

Solar collector

The solar collector mode Is is determined using Ih , the solar heat exchanger
secondary outlet temperature Thex,sol , the HWST top and bottom temperatures
and the solar collector temperature.
When the solar collector temperature exceeds 55 ◦ C, a flip-flop is set to true,
which enables mode 5, which is the charging mode. When Thex,sol exceeds
Treq,hwst the solar controller requests that it may produce hot water, which
affects Ih . If Ih ∈ {7}, then mode 2 is activated. If Ih ∈ {4, 5, 8} and the flipflop output equals true and Thex,sol is larger than Tsol,in , the inlet temperature
of the solar circuit, then the solar collector is in mode 3 or 4. In these modes
the solar collector and furnace are enabled simultaneously. If the supply
temperature is sufficiently high such that Thex,sol > Treq,hwst then the mode is
4. The flip-flop is reset when Thex,sol drops below min( Tsol,th , Tsol,in ).
Both solar collector pumps are activated when Is ∈ {2, 3, 4, 5}. The three-way
valve is only opened when Is ∈ {2, 3, 4}. Its valve opening is computed
using two PI controllers. The first PI controller tries to control the flow rate
such that it equals the flow rate of the HWST pump, based on temperature
measurements. This output is upper bounded by the second PI controller that
maintains a temperature difference of at least 5 K between Thex,sol and Tsol,in .

2.4.8

Pellet furnace

The pellet furnace mode I f can have 9 values that are summarised here in
order of decreasing priority. Mode 2 is activated if Ih ∈ {3}, which starts
heat production. Modes 3 or 7 are activated if Ih ∈ {4, 8}, when heat is being
produced. If the furnace has not yet completed its minimum on period or if
Ih ∈ {5, 10} then the mode is 4 or 8. Otherwise the mode is 5 or 9 if Ih ∈ {6, 9}
or if the furnace heat exchanger secondary supply temperature exceeds 70 ◦ C.
In these latter modes, residual heat from the furnace is discharged into the
circuit. If none of the above modes are selected then the furnace is off and
the mode is 1. Mode 6 is unused. Whether mode 3 or 7, 4 or 8 and 5 or 9 are
active, depends on the same condition; the former mode is active unless i) the
furnace three-way valve opening exceeds 70% or Ih ∈ {4, 8}, and ii) the heat
exchanger secondary supply water temperature Thex,pel exceeds the requested
tank temperature Treq,hwst . Modes 7, 8 and 9 are the ‘Tmax’ modes, which
indicate that a temperature Treq,hwst can be produced by the furnace. The PI
controller that controls the pressure-independent valve of pump 11 is only
activated when this condition is satisfied, or when the solar collector is able to
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supply the requested temperature, i.e. Is ∈ {2, 4}.
The modes can be interpreted as follows:
1. The furnace is off.
2. The furnace is enabled, hot water production is starting.
3. The furnace is enabled and hot water is being produced.
4. Hot water production is not required, but the furnace has not completed
its minimum on period.
5. The furnace is off and residual heat is being discharged.
6. Mode 2 + Tmax: the pump of the main circuit is enabled
7. Mode 3 + Tmax: the pump of the main circuit is enabled
8. Mode 4 + Tmax: the pump of the main circuit is enabled
9. Mode 5 + Tmax: the pump of the main circuit is enabled
The furnace is enabled when I f ∈ {2, 3, 7}. It then stays on for at least 2
hours. During this period a flag is sent to the HWST controller indicating
that the minimum on time has not completed. The furnace pump is activated
while the measured furnace temperature exceeds 70 ◦ C or when the furnace’s
integrated controller requests the pump to be on. The heat exchanger pump
is activated when I f ∈ {3, 4, 5, 7, 8, 9}. The three-way valve control signal is
determined using three PI controllers. The first PI controller tries to control
the flow rate such that it equals the flow rate of the HWST pump, based on
temperature measurements. Its output value is upper bounded by two other
PI controllers that ensure a furnace inlet temperature of at least 62 ◦ C and a
temperature difference of at least 5 K between the water that enters and leaves
the furnace subcircuit. While the furnace pump is on, a request is sent to the
HWST controller to allow the furnace to supply heat to the system.

2.5

Building measurements

The BMS uses many sensors that can be deployed for validation and debugging
purposes. The installed sensors are summarised here.
Each VAV has a supply air temperature sensor, a return air temperature,
relative humidity and CO2 sensor. Zones have a wall-mounted temperature
sensor. The VAV heating coil return water temperature is measured. Moreover,
the return water temperature and concrete core temperature of most CCA
slabs are measured. A Davis instrument Vantage pro 2 weather station on the
roof monitors the outdoor temperature and humidity, barometric pressure,
wind speed and direction and solar irradation on a vertical west, south and
east oriented surface. The AHU supply and return volumetric flow rates,
thermal properties and duct pressures are measured. Furthermore various
types of temperature sensors and heat/cold meters are installed throughout
the hydronic system and the electrical power use for lighting and appliances is
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measured per zone. Additional electrical power meters are installed for large
loads such as the heat pumps and AHUs. The sensor types and accuracies
are summarised in Table 2.5. For more information we refer the reader to the
respective data sheets.
Many, but not all of these sensors are logged. In addition to the sensor
readings, some of the BMS control signals and internal variables such as the
RMOAT, are logged. Throughout this chapter, sensor measurements and
these control signals are both referred to as measurements. Due to hardware
constraints the maximum number of measurements that can be logged
simultaneously is limited. At the time of writing about 1300 measurements
are logged. By default, each measurement is stored together with a MySQL
timestamp when a preconfigured threshold value relative to the previously
stored value is exceeded. For a description of the post-processing of this
data we refer to Section 7.2. In addition to this earlier description, discrete
measurements, such as boolean or integer BMS variables, are not resampled
and are interpolated using zero order hold.
Since not all variables can be logged, a selection had to be made. Therefore,
some partly redundant sensors are not logged. For instance, some zones have
three VAVs that each extract return air at the same point in the zone. Therefore
the return air temperature is the same for the three extractions and since the
temperature set point is also the same, the VAV control signal and heater valve
openings are often as well the same since they operate using very similar
inputs. Therefore only one of the three VAV measurements is logged. In the
validations we assume that all three control signals have the same value.

2.6

Conclusion

This chapter presents the Solarwind case study. The building envelope, HVAC
equipment and RBC implementation are discussed. Chapters 3-8 (Part I) will
develop models and methodologies for simulating Solarwind using Modelica.
An optimal control methodology using MPC will be implemented in Chapter 910 (Part II) and the design of Solarwind will be optimised in Chapter 11
(Part III).

Manufacturer
Sosomec
Sosomec
Kamstrup
Kamstrup
S+S Regeltech.
Siemens
Siemens
Siemens
Siemens
Davis

Type
Countis E33
Diris A20
Multical 402
Multical 601
Thermasgard ETF
QAA20 series
QAE21 series
QFM21 series
QPM21 series
Vantage pro

Description
Electrical power
Electrical power
Heat meter
Heat meter
Immersion temp.
Wall-mounted T
Immersion temp.
Air T, RH
Air CO2
Weather station

Accuracy
Location, comments
IEC 62053-21 - class 1 AHU, Electrical power of lighting and appliances
0.5 % [W]
Heat pump, circulation pumps
1.15 % [W]
Heating coil AHU, CCA, Solar, Furnace, Boilers
1.15 % [W]
Heat pump, borefield
± 0.4 K
Hydronics
± 0.4 K
Wall-mounted zone temperature
± 0.7 K
Hydronics
5 % RH, 0.8 K
Air sensor
50 ppm ± 2 %
Air sensor, drift of ≈ 20 ppm/year
3 % RH, 5% W/m2 , 0.5 K, max(3 km/h, 5%), 3 ◦ [wind direction]

Table 2.5: Summary of the installed sensors.
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Chapter 3
Technical background and computation time analysis
This chapter is the first chapter in the simulation related part, which
implements a dynamic simulation model of Solarwind using Modelica. For
the development of this model, specific aspects of the Modelica language were
found to have a large influence on the computation time and robustness of
our model. Therefore this introductory chapter summarises important aspects
that will be applied in subsequent chapters to improve the robustness and
computation speed of our model.
This chapter is based on the publication:
F. Jorissen, M. Wetter, and L. Helsen. Simulation Speed Analysis and
Improvements of Modelica Models for Building Energy Simulation. In
11th International Modelica Conference, pages 59–69, Paris, 2015. doi: 10.3384/
ecp1511859
The PhD candidate is the primary author of this paper and performed all
analyses and implementations described in the paper.

3.1

Introduction

The Modelica language allows simulations of multidisciplinary problems.
Combining multiple disciplines can lead to models that quickly grow in size
and complexity. Consider for instance building energy modelling where
building envelope, HVAC systems and controls are integrated in a single
model. The building envelope’s thermal response typically has relatively slow
dynamics, and heat transfer can be modelled using mostly linear equations.
Building HVAC systems however contain a lot of non-linearities, performance
curves and performance tables and typically have faster dynamics. Building
control contains less dynamic components but contains a lot of discrete
variables. Simulation of these types of systems can become very time
consuming, limiting the applicability of these models.
Existing literature does not provide a lot of insight into what determines
computation speed and what Modelica users and library developers can do
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to speed up models. Chapter 14 of Tiller 131 provides some hints on ways
to improve computation performance such as using equations instead of
algorithms, avoiding events, providing Jacobians of functions, selecting good
solvers and tolerances and eliminating intermediate variables. The Dymola
manual, section 5.7, suggests to limit overhead for writing results and to avoid
chattering, and to use options such as inline integration and parallelisation 32 .
While the provided tips can be valuable, they are still high-level and often
do not provide a lot of insight and consequently can be difficult to apply in
practice. Also, a lot of potential for code optimisation remains untouched.
Related research focuses on creating efficient solvers such as Quantized
State System (QSS) solvers, using fast Jacobian evaluation techniques and
using efficient parallelisation strategies. These methods can be useful and
complementary, but are outside the scope of this work.
This chapter provides insight in approaches to increase computation
performance of models, specifically targeted at Modelica users and Modelica
library developers. These approaches are applied throughout the other
chapters.
Firstly, some technical background about Modelica is given to allow easier
interpretation of the discussion. Secondly, relatively small examples are
used to demonstrate how Modelica code and models can be improved in
Dymola and OpenModelica. These examples are based on the IEA-EBC
Annex 60 (IBPSA) Modelica library 148,146 and are available online. Finally,
these code improvements are applied to the Solarwind model, demonstrating
the potential impact of these changes on a larger model. Chapter 4, Chapter 5
and Chapter 8 explain the practical changes that were made to individual
component models in order to achieve these results.

3.2

Technical background

The goal of this section is to provide the technical background required
for understanding the analysis performed in this chapter, and subsequent
chapters.

3.2.1

Governing equations

A typical Modelica model can be expressed mathematically as an implicit
system of Ordinary Differential Equations (ODE) of the form


d x (t)
F
, x (t), u(t) = 0,
(3.1)
dt
with initial conditions x (0) = x0 , where F : Rn × Rn × Rm → Rn , for some
n, m ∈ N, t is time, x (t) is the vector of state variables and u(t) are inputs. For
simplicity we omit discrete variables in this discussion. Often the equations
can be manipulated analytically such that this system of equations can be
expressed as an explicit ODE of the form
d x (t)
= F̃ ( x (t), u(t)).
dt

(3.2)
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However, if the system of ODEs is coupled to algebraic equations, as is
common in building simulation, such a formulation is often not possible.
In this case, the problem is defined by a system of Differential Algebraic
Equations (DAE) of the form
d x (t)
= f ( x (t), z(t), u(t)),
dt

(3.3)

0 = g( x (t), z(t), u(t)),

(3.4)

with initial conditions x (0) = x0 , where algebraic variables z(t) ∈ R p and
functions f : Rn × R p × Rm → Rn , g : Rn × R p × Rm → R p , for some p ∈ N.
This DAE can be solved by first solving (3.4) for z and then using z to compute
d x (t)
d t . For example, consider a perfectly mixed volume with thermal capacity
C and a pump that provides a constant pressure head ∆p = u1 . Suppose
that the pump provides water to the mixing volume with temperature u2
and that the water mass flow rate ṁ(t) = z(t) is defined
by a simplified
p
pressure p
drop equation describing a pipe as ṁ(t) = k ∆p(t) or, equivalently,
z(t) = k u1 (t). Equations (3.3) and (3.4) are then
c p z(t) [u2 (t) − x (t)]
d x (t)
=
,
dt
C
q
0 = z ( t ) − k u1 ( t ),

(3.5)
(3.6)

where c p is the specific heat capacity of water and k is a constant.

3.2.2

Solution of algebraic systems

At time t, equation (3.4) is solved for algebraic variables z(t). Note that g(·, ·, ·)
consists of p equations 0 = gi (·, ·, ·). Ideally, these can be reformulated using
computer algebra and block-lower triangularization such that z(t) can be
computed explicitly.
However, such a reformulation is not always possible. In our example, the
solution is still relatively easy since ṁ(t) can be calculated directly from ∆p(t),
which is a known input. ∆p(t) may however be a function of an algebraic
variable ṁ(t), for instance if a proportional controller is tracking a set-point for
the mass flow rate. In this case an algebraic loop is created, with two equations
needing to be solved simultaneously:
q
0 = ṁ(t) − k(t) ∆p(t),
(3.7)
0 = k p [ṁ(t) − ṁset (t)] − ∆p(t),

(3.8)

where k p is the proportional gain of the P controller. Note that non-linear
algebraic loops are typically more expensive to solve than linear algebraic
loops. Dymola will try to manipulate algebraic loops to limit the amount of
work required for solving them. Information about the sizes of these linear or
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non-linear systems before and after manipulation can be found in Dymola in
the Translation tab under ‘Statistics’.

3.2.3

Time integration

For simplicity, we explain the consequences of selecting explicit versus implicit
time integration algorithms based on the Euler integration algorithm. Let
the index i denote the current time step and consider a fixed step-size Euler
integration method. The explicit Euler integration method computes
xi+1 = xi + ∆t

d xi ( t )
= xi + ∆t f ( xi , zi , ui ),
dt

(3.9)

whereas the implicit Euler integration algorithm computes
xi+1 = xi + ∆t

d x i +1 ( t )
= xi + ∆t f ( xi+1 , zi+1 , ui+1 ).
dt

(3.10)

Hence, for the implicit Euler algorithm, if f (·, ·, ·) cannot be solved
symbolically for xi+1 , an iterative solution is required to obtain xi+1 . This
system of equations is large if there are many state variables. Solving it
typically involves the calculation of the Jacobian and can require multiple
iterations before convergence is achieved. This may lead to more work per
time step, but it also allows large time steps being taken.
The Radau IIa integration is an implicit Runge-Kutta method. This method
is a single-step method, meaning that the solution at the current time step is
only affected by information from the previous time step. Integrators such
as DASSL 107 and Lsodar 108,63 are multi-step methods 32 . Multi-step methods
use more than one previous value of the integrator’s solution to approximate
the new solution. For a more detailed discussion on integrators we refer to
Cellier and Kofman 26 and Hairer and Wanner 54 .

3.2.4

Simulation procedure

The simulation of a Modelica model typically proceeds as follows. First,
the state variables are initialized based on the initial equations and start
values of the Modelica model. Then continuous time integration starts and
results are saved at regular time intervals. At certain points in time, time
or state events may occur, which need to be handled by the integrator. The
equations f (·, ·, ·) and g(·, ·, ·) that are solved can be found in the Dymola
output file dsmodel.mof in the working directory. Output of this file can be
enabled in the Translation tab. Note that no distinction between equations
of f (·, ·, ·) and g(·, ·, ·) is made in this file. The file may contain different
sections that determine when the contained code is executed, such as the Initial
section, Output section, Dynamics section, Accepted section and Conditionally
accepted section. A description of these sections can be found in Dassault
Systèmes 32 . Using dsmodel.mof and sometimes also the translated C-codea in
dsmodel.c can be important for debugging model stability and performance.
a Dymola translates the Modelica code into C-code, which is then compiled into an executable,
before the model can be simulated.
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Analysis of computation overhead

This section builds upon the basic simulation procedure detailed above
to provide further insight into reducing computing time using illustrative
examples. All numbered examples are available at https://github.com/ieaannex60/modelica-annex60, commit e9e247d, or at the master branch of
the IBPSA library at https://github.com/ibpsa/modelica-ibpsa, in the
Modelica package Fluid.Examples.Performance. Presented results are based
on Dymola 2015 FD01 and OpenModelica 1.9.3+dev (r25881) installed on
Ubuntu 14.04 64 bit running on a virtual machine (Parallels 9.0.24251) on
OS X Yosemite. Since we are most familiar with Dymola, all analyses are
performed using Dymola, unless stated otherwise. A selection of results have
been verified using OpenModelica to test their generality. Models that could
not be translated by OpenModelica, because of its limited support of the
Modelica specification for the tested version, were not verified.
The CPU time required for performing a simulation can be approximated by


t = O tinit + nfg tfg + nint tint + ndata tdata ,
(3.11)
where t are the computation times of various steps, n are the number of
times these steps are evaluated, and tinit is the time required to solve the
initialization problem. The indices fg, int, data refer, respectively, to the
evaluation of functions f (·, ·, ·) and g(·, ·, ·), the overhead for the integrator
and the data storage.
The total computation overhead can be reduced by addressing any of these
components. Knowing their relative magnitudes provides an important hint
for where computing time can be reduced. These values can be estimated
from the Dymola simulation output. Setting Advanced.GenerateBlockTimers
= true in Dymola generates the required output. Based on our interpretation,
the parameter nfg in (3.11) equals the last column of the block timers. The
value of tfg equals the sum of column ‘Mean’ of rows ‘OutputSection’ and
‘DynamicsSection’. Row ‘Outside of model’ contains the overhead of the
integrator, and possibly other overhead as well. nint equals the ‘Number of
(succesful) steps’. ndata is determined by the settings in the ‘General’ and
‘Output’ tabs of the simulation settings.
Decreasing any of these factors will result in a lower simulation time. However
it is not always clear how this should be achieved. A measure for decreasing
one factor may also cause an increase in another. The following sections
provide more insight into how to influence these different factors. Firstly the
overhead for each function evaluation tfg is discussed. Secondly the number of
evaluations nfg is discussed. Whenever possible, example models are provided
based on the IBPSA library. Finally a methodology is proposed for increasing
the simulation speed of large building models.
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3.3.1

Overhead per evaluation

Evaluation of f (·, ·, ·) and g(·, ·, ·) involves the evaluation of sequential code,
algorithms, linear and non-linear algebraic loops, etc. We discuss how the
overhead for this code can be reduced.
3.3.1.1

Algebraic loops

When multiple equations are interdependent, an algebraic loop is formed.
Depending on the type of equations, the algebraic loop can be linear or
non-linear. Solving non-linear algebraic loops requires iterative solutions
such as encountered in a Newton-Raphson algorithm and is therefore more
expensive. The user should therefore try to simplify or remove these systems
where possible, while preserving accuracy. We present some examples that
demonstrate how this can be approached.
Algebraic loops iterating on enthalpy Consider Example 1 shown in Figure 3.1.
The presented hydraulic system contains a heater, a three-way valve and a
pump setting the mass flow rate. The pump is connected to nRes.k parallel
pressure drop components res. The only two states are the temperatures
of the heater and of the pump with a time constant of 10 and 1 seconds,
respectively. A pulsed signal sets the mass flow rate of the pump and the
outlet temperature of the heater. The valve opening is set to 50%. The results
are generated for nRes.k = 20 unless stated otherwise.
For the given configuration Dymola generates the following algebraic loops:
Sizes nonlinear systems of equations
Sizes after manipulation

{6,
{1,

21,
19,

46}
22}

Based on the C-code generated by OpenModelica, the following algebraic
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loops are generated:
Sizes nonlinear systems of equations
Sizes after manipulation

{7,
{1,

41,
20,

47}
23}

In Dymola, these algebraic loops can be analysed using the dsmodel.mof file.
The first system solves for the mass flow rate in the left part of the fluid loop.
The second system solves for the mass flow rate in the right part of the fluid
loop. The third system solves for the enthalpies of the components in the right
part of the fluid loop.
Dymola’s BlockTimers generate the following output for the system dynamics:
Name of block,
Block, CPU[s],
DynamicsSection:
14, 0.200, ...
Dynamics 2 eq:
15, 0.000, ...
Dynamics code:
16, 0.000, ...
Nonlin sys(1):
17, 0.007, ...
Dynamics code:
18, 0.000, ...
Dynamics 20 eq:
19, 0.066, ...
Dynamics code:
20, 0.002, ...
Nonlin sys(22):
21, 0.122, ...
Dynamics code:
22, 0.001, ...
Blocks 17, 19 and 21 clearly dominate the total computation cost (see block 14)
of this example. The Dymola file dsmodel.c shows that these block numbers
correspond to the three non-linear systems. We explain how these systems
can be simplified or removed.
The third system is created because there are no enthalpy states in the right
circuit except in the pump. In general, the fluid can flow in both directions.
Therefore the inlet and outlet enthalpies of all res components can be a
function of all other res components, depending on the flow direction. This
causes an algebraic loop since all enthalpy values depend on each other.
A common approach for decoupling algebraic loops is adding additional
states 157 . However, this can introduce fast dynamics, necessitating short time
steps during parts of the simulation. The values of the state variables are
solved by the integration algorithm, and hence they reduce the size of the
algebraic loops. A simple example is shown in Figure 3.2 where a system of
two linear equations is generated when the heat capacitor is unconnected. This
system is decoupled when a heat capacitor is added, since the temperatures at
the ports connecting the two conductances are then equal to the state variable
of this heat capacitor and need no longer be obtained by solving an algebraic
loop.
The enthalpy calculation of Example 1 can be simplified in a similar way by
adding nRes.k mixing volumes at the location of the blue dot in Figure 3.1,
introducing a state in the flow path. In this example we use a time constant
for the enthalpy of 10 s. The state variables for the enthalpy cause the system
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Figure 3.2: Example generating linear system of 2 equations

N: Initial model
N: Enthalpy state
N: No flow reversal
A: Enthalpy state
A: No flow reversal

Succesful
steps
55
54
55
54
55

Jac.
evals.
21
20
21
20
20

nfg

States

647
1448
647
547
557

2
22
2
22
2

Mean time
dyn. sec. [µs]
310
103
109
137
116

Total time
dyn. sec. [s]
0.200
0.150
0.071
0.075
0.065

Table 3.1: Computation times and other solver output for 3 configurations of
Example 1 (Figure 3.1), with nRes.k = 20 and analytic (A) or numeric (N)
Jacobian
to become decoupled. The system size is now reduced from 46/47 to 4/7
before the manipulation, and from 22/23 to 1/3 after the manipulation for
Dymola/OpenModelica, regardless of the value of nRes.k. Note that adding
states also changes the simulation results, which may or may not be physical.
In this example, a second approach is possible. We know that the fluid will
always flow from the pump into the resistance. Therefore the inflow enthalpy
of the resistances is always equal to the enthalpy leaving the pump. This
knowledge can be passed on to the model by setting allowFlowReversal =
false in the components where no flow reversal occurs. This causes the min
and max attributes of the m_flow variable of the fluid ports to be set to zero.
Dymola utilizes this and simplifies equations such as
H_out = semiLinear ( port_a . m_flow ,
inStream ( port_a . h_outflow ) ,
1.0

initial model
enthalpy state
allowFlowReversal = False

0.6

CPUtime [s]

CPUtime [s]
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(a) numeric Jacobian
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(b) analytic Jacobian

Figure 3.3: Simulation time for three variants of Example 1
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port_a . h_outflow )

into
H_out = port_a . m_flow * inStream ( port_a . h_outflow )

or
H_out = port_a . m_flow * port_a . h_outflow .

It can conduct this simplification because the solver can now take into account
that the mass flow rate will never become negative (or positive). Due to the
simplified structure of the problem, the solver is able to sort the enthalpy
equations in such a way that no algebraic loop is formed: the solver can
evaluate the equations sequentially, following the fluid downstream starting
from known values of state variables. This causes the equations to be solved
explicitly. OpenModelica does not make this simplification and consequently
the algebraic loop size remains unchanged.
A different approach can be taken to break algebraic loops without relying on
the solver to make simplifications. Many fluid components contain equations
such as
port_a . h_outflow = inStream ( port_b . h_outflow ) ;
port_b . h_outflow = inStream ( port_a . h_outflow ) ;

which may be simplified into
port_a . h_outflow = if a l l o w F l o w R e v e r s a l
then inStream ( port_b . h_outflow )
else Medium . h_default ;
port_b . h_outflow = inStream ( port_a . h_outflow ) ;

because the value of port_a.h_outflow should never be required for
calculations upstream of port_a. Therefore it does not matter what its value
is. Choosing a fixed value has the advantage that it allows breaking algebraic
loops. Note that when the flow does reverse, the model equations will be
wrong, which can cause unstable dynamics. Therefore many models verify
that the flow indeed does not reverse.
Figure 3.3a shows the influence of these two modifications on the simulation
time. Adding enthalpy states only reduces the computing time for nRes.k >
20. However, setting allowFlowReversal = false leads to faster simulations.
Note that the speed increase for the first case depends on the time constants
of the new states. Larger time constants in general lead to faster simulations,
but may introduce non-physical dynamics.
The first three rows of Table 3.1 allow analysing the results in further detail.
Both modifications allow reducing the computation work for each evaluation
of f and g in the dynamics section from 310 µs to ∼ 106 µs. The overall
speed when using allowFlowReversal = false is however better due to the
lower number of function evaluations that is required: 647 instead of 1448. The
increased number of function evaluations is caused by the increased number
of states in the model. It turns out that the higher number of state variables
leads to significantly more function evaluations, probably because by default,
Dymola computes a numerical approximation to the Jacobian based on numeric
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differentiation.
Due to the performance penalty for approximating the Jacobian, the simulations are repeated using an analytic Jacobian, which can be done in Dymola by
setting Advanced.GenerateAnalyticJacobian=true. In OpenModelica, an option
for this exists in the simulation setup. Results are shown in Figure 3.3b and in
Table 3.1. The penalty for adding new states is almost completely removed
when using an analytic Jacobian. Somehow the average execution time for
the dynamics section increased slightly, even though the equations did not
change. The reason for this is unclear.
From this analysis we conclude that the user should be cautious when
adding states for decoupling algebraic loops. If they are added, setting
Advanced.GenerateAnalyticJacobian = true may reduce computing time.
An alternative approach is to use physical insight to simplify the equations
where possible, in a way similar to setting allowFlowReversal=false. Also,
it may be beneficial to remove the states that are added by default in three-way
valves and other components containing mixing volumes. This can be done by
setting energyDynamics = massDynamics = SteadyState. This change can
create larger systems of equations, but often these can be simplified using the
approach explained above.
Algebraic loops iterating on mass flow rates and pressures When setting
allowFlowReversal=false, the remaining computation time is almost entirely
used for computing the mass flow rates and pressures. We now focus on
reducing this computing time further.
The pressure drop equations in this non-linear system can be written either
as ṁ(t) = M (∆p(t), k(t), ṁt ) or as ∆p(t) = M−1 (ṁ(t), k (t), ṁt ) for some
function M(·, ·, ·) or its inverse M−1 (·, ·, ·), where k(t) is a flow coefficient
and ṁt is the mass flow rate where turbulence occurs. The value of the
parameter res.from_dp will pick one or the other formulation. If from_dp =
false, then the system has sizes 21/22 before and 19/20 after manipulation,
otherwise it has sizes 21/22 and 1/1 in Dymola/OpenModelica. This can be
explained as follows. When from_dp = true, the mass flow rate is computed
as a function of the pressure difference ∆p(t). Therefore ∆p(t) is chosen
as an iteration variable. The symbolic processing algorithm detects that
all resistances are in parallel and hence must have the same pressure drop.
Therefore, they can all use the same iteration variable, leading to a much
smaller system. This leads to a significant speed improvement, as shown in
Figure 3.4.
Example 1 uses a pump that sets the mass flow rate to an input value and
which is connected to nRes.k parallel pressure drop components. The solver
can exploit the system structure by selecting the common pressure drop as
an iteration variable. The “dual” problem (Example 2) could be to consider a
pump which takes the pressure drop as an input value and which is connected
to nRes.k pressure drop components connected in series. In this case, it is
advantageous to set from_dp=false since Dymola and OpenModelica then
select the common mass flow rate as the iteration variable, as illustrated in
Figure 3.5.
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Figure 3.4: Example 1 illustrating computation time for solving mass flow
rates through parallel resistances
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Figure 3.5: Example 2 illustrating computation time for solving mass flow
rates through resistances in series
These are fairly simple problems. In practice, combinations of parallel and
series connections are used, making the choice of the parameter from_dp
difficult. However, it is often possible to aggregate multiple pressure drop
components that are connected in series. If all components have the same
nominal mass flow rate m_flow_nominal, then the nominal pressure drops
dp_nominal can be added into one component, reducing the series branch into
a single pressure drop equation. Otherwise dp_nominal needs to be rescaled.
This approach can also be used when a valve is connected in series to the
pressure drop components. The valve parameter dpFixed_nominal should
then be used.
Figure 3.6a shows Example 3 where nRes.k parallel instances of a series
connection of two resistances are simulated. The simulation time for this
example is shown in Figure 3.6b. The parameter mergeDp indicates whether the
two resistances are merged into one. Merging the two resistances gives much
better results, especially when combined with from_dp = true. However
when the two resistances are not merged, it is better to set from_dp=false.
Model design for avoiding algebraic loops Developers should avoid coupling
systems of equations that are only weakly dependent. Consider for instance
the model of a condensing heat exchanger. Such a model contains equations
for the pressure drop, heat flow rate and water vapour condensation. One
should try to avoid coupling these equations into one algebraic loop.
Example 4 in Figure 3.7 shows a simple condensing heat exchanger model.
Along the top flow path, air first cools in the heat exchanger hex, then
condensate is extracted from the stream in vol (steady state) and finally the
remaining mass is sent through a pressure drop component. Ideally, the solver
can first compute the mass flow rate based on the pressure drop characteristic.
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Figure 3.7: Example 4 illustration
Using this mass flow rate, the heat flow rate can be computed since it only
depends on inlet temperatures and mass flow rates. Finally moisture can
be extracted such that the air stream becomes saturated. In practice, this
sequential calculation is not possible since removing water vapour from the
air affects its mass flow rate and therefore also the pressure drop. As a
consequence the equations for the mass flow rate, heat flow rate and moisture
balance are coupled into a single system of 12/10 non-linear equations before
manipulation in Dymola/OpenModelica.
As a simplification one could argue that the impact of the water vapour mass
flow rate on the pressure drop is very small, since its value is small compared
to the total air mass flow rate, and that it could therefore be removed from the
mass conservation equation ∑ ṁ = 0. This physical approximation decouples
the equations in the algebraic loop such that in both simulation tools the
equations can be solved sequentially.
We conclude from this discussion that the model developer should consider to
approximate equations if such approximations allow decoupling large systems
of equations while maintaining the accuracy required by the application.

Part I. Simulation
Chapter 3: Technical background and computation time analysis

44

In some cases analytical solutions to nonlinear system of equations may
exist. Especially linear system of equations can often be solved analytically.
To enable this, the solver needs to be able to establish whether a system
is linear. When using a Modelica function in a system of equations, it is
therefore important that annotation(Inline=true) is used. When using
this annotation, the model developer suggests to the symbolic processor to
substitute the function call with the body of the Modelica function, thereby
allowing the symbolic processor to detect the linearity. This allows symbolic
manipulation, such that algebraic loops can be simplified.
Setting in Dymola the option Evaluate=true may also cause analytical
solutions to be found, especially for linear algebraic loops. However, this leads
to parameter values to be evaluated during translation, and hence they can no
longer be changed without translating the model again.
3.3.1.2

Overhead due to inefficient code

In general, every implemented equation and mathematical operation is
evaluated. Simulation tools are able to perform certain code simplifications
such as detection of alias variables, but the level of optimisation is not
exhaustive. Therefore the developer should be aware of how the solver
treats equations. Here we illustrate some important aspects.
Inlining functions Modelica function declarations are usually translated
directly into C-functions. Inlining these functions may allow better symbolic
processing. It can also lower the function evaluation time, probably because
overhead for calling a C-function is avoided. We recommend to set
Inline=true by default for all functions, unless their body is large and the
function is called in many models.
Model parameters Consider Example 5 shown in the code listing below:
model Example5
parameter Boolean efficient = false ;
parameter Real [ 3 ] a = 1 : 3;
parameter Real b = sum ( a ) ;
Real c ;
equation
der ( c ) = sin ( time ) * ( if efficient then b else sum ( a ) ) ;
end Example5 ;

The corresponding code in dsmodel.c is
helpvar [ 0 ] = sin ( Time ) ;
F_ [ 0 ] = helpvar [ 0 ] * ( IF DP_ [ 0 ] THEN W_ [ 0 ] ELSE DP_ [ 1 ] + DP_ [ 2 ] + DP_ [ 3 ] ) ;

adding annotation(Evaluate=true) to the definition of efficient results in
helpvar [ 0 ] = sin ( Time ) ;
F_ [ 0 ] = helpvar [ 0 ] * ( DP_ [ 0 ] + DP_ [ 1 ] + DP_ [ 2 ] ) ;

This can be further improved by setting efficient=true
helpvar [ 0 ] = sin ( Time ) ;
F_ [ 0 ] = helpvar [ 0 ] * W_ [ 1 ] ;

The new code contains less operations, even though the implementation is
mathematically identical. Taking this into account allows implementing more
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efficient models.
Obsolete model variables In some cases it may be wise to eliminate model
variables. Consider for instance variables a, b and c where b = 2a and c = 2b.
If b is not used in any other equation, then it is better to write c = 4a and
remove b.
It may be important to analyse the effects of such changes in detail. Consider
for instance the model of a discretised wall. The model consists of a series of
temperature states with an adiabatic boundary condition on one side and a
sinusoidal temperature on the other side. Typically, this will be modelled using
thermal capacitances C and thermal resistors R. A Modelica implementation
could be as presented by Example 6.
model Example6
parameter Integer nTem = 500;
parameter Real R = 0.001;
parameter Real C = 1000;
Real [ nTem ] T ;
Real [ nTem + 1 ] Q_flow ;
equation
Q_flow [ 1 ] = ( ( 273.15 + sin ( time ) ) -T [ 1 ] ) / R ;
der ( T [ 1 ] ) = ( Q_flow [ 1 ] - Q_flow [ 2 ] ) / C ;
for i in 2 : nTem loop
Q_flow [ i ] = ( T [ i -1 ] - T [ i ] ) / R ;
der ( T [ i ] ) = ( Q_flow [ i ] - Q_flow [ i + 1 ] ) / C ;
end for ;
Q_flow [ nTem + 1 ] = 0;
end Example6 ;

In this model, variables Q_flow are computed, which is not really required.
These variables can be eliminated as illustrated in Example 7.
model Example7
parameter Integer nTem = 500;
parameter Real R = 0.001;
parameter Real C = 1000;
parameter Real tauInv = 1/ ( R * C ) ;
Real [ nTem ] T ;
equation
der ( T [ 1 ] ) = ( ( 273.15 + sin ( time ) ) -2 * T [ 1 ] + T [ 2 ] )
* tauInv ;
for i in 2 : nTem -1 loop
der ( T [ i ] ) = ( T [ i -1 ] -2 * T [ i ] + T [ i + 1 ] ) * tauInv ;
end for ;
der ( T [ nTem ] ) = ( T [ nTem -1 ] -T [ nTem ] ) * tauInv ;
end Example7 ;

Comparing Example 7 to Example 6 a variable has been eliminated but the
number of operations within the for loop remains the same. In particular, there
are two additions and two divisions in Example 6, and two additions and two
multiplications in Example 7. However, Example 7 is ∼ 83% faster in Dymola
(2.83 s → 0.49 s) and OpenModelica (9.2 s → 1.6 s). It turns out that this
is mostly because a division generates more overhead than a multiplication,
probably because of guarding against division by zero. This performance
penalty can be reduced significantly by adding annotation(Evaluate=true)
to parameters R and C, or by creating a dummy parameter similar to tauInv
and by multiplying with this parameter. This reduces simulation time to 0.65 s
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> 0.49 s in Dymola and 2.39 s > 1.6 s in OpenModelica.b The reason for the
remaining performance difference is unclear but may be explained by the
extra variables Q_flow, which may generate overhead.
From this analysis we conclude that there exists unexploited code optimisation
potential in popular Modelica tools. Certain variables can be eliminated and
dummy parameters can be introduced to avoid parameter divisions during
each time step. Model users and developers can avoid such performance
penalties by taking into account these limitations by reformulating models.
Duplicate code The developer should avoid making models that generate
duplicate code. A good example is a window model, which requires the solar
irradiance to be computed. Since this computation is influenced by window
parameters such as the orientation and inclination angle, the developer may
choose to include these equations in the window model. If multiple windows
have the same orientation and inclination, then this means that the same
calculation is repeated multiple times. This is not necessarily a problem if the
overhead is small. However, in the case of a window model, the computation
involves many trigonometrical calculations and it would be better to perform
this calculation once in a separate model. An example implementation of this
problem can be found in the IDEAS library 78 .
An illustration of common subexpression elimination is given by Example 8.
model Example8
Real a = sin ( time + 1) ;
Real b = sin ( time + 1) ;
end Example8 ;

The Dymola C-code evaluates the sine and addition only once:
W_ [ 0 ] = sin ( Time + 1) ;
W_ [ 1 ] = W_ [ 0 ] ;

This simplification is not made in OpenModelica. It evaluates the sin(·)
function once for a and once for b.
Still, more complicated common subexpressions such as in IDEAS are not
detected by both tools. Therefore, improving the common subexpression
elimination would allow further performance improvements.

3.3.2

Number of evaluations

The previous section focussed on how to reduce the computation overhead for
each evaluation of f (·, ·, ·) and g(·, ·, ·). The current section focusses on how
to reduce the number of evaluations. Important aspects are the time constants
of the system, the system stability, the number of events and the integrator
choice.
System time constants When a system has fast dynamics, then the solver
has to track these dynamics using small step sizes. In general, systems
with large time constants have shorter calculation times. It may therefore be
advantageous to make certain dynamics slower, especially the fastest dynamics
b These CPU times are based on the total Dynamics section time in Dymola and the ‘simulation’
timer in the Statistics output of OpenModelica when performing 100 000 Euler integration steps
of Example 6 and Example 7.
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in the system. Dymola option “Which states that dominate error” may be used
to identify these states. Changing the dynamics may however be non-physical
or introduce instability in feedback control loops. In this case a different
option may be to remove the fast dynamics completely and simulate the
system as a steady state system. Note, however, that this may increase the size
of the algebraic system of equations.
The latter approach may be very effective when considering air flow networks.
If air is modelled as compressible, pressure states are created in instances of
MixingVolume, unless massDynamics = SteadyState. These states however
introduce small time constants if part of a building air flow network. It may
therefore be better to remove them. Again, this may create larger systems of
equations.
System stability If a feedback control loop is tuned badly, oscillatory behaviour
can occur. A variable time step integrator may track these oscillations, leading
to a major decrease in simulation speed. Note that it may be difficult to see
these oscillations in the model results when the output interval is set too large.
Number of events Events require the time integration to stop and restart,
typically with a lower order method and with smaller time steps. In addition,
for state events, typical ODE solvers require an iterative solution to find the
time when the event happens.
Computing the Jacobian Some integrators require the Jacobian to be calculated.
Having more states leads to a larger Jacobian, as was illustrated in Example 1.
Since by default, Dymola and OpenModelica use numeric differentiation to
approximate the Jacobian, a lot of finite differences need to be calculated.
Integrator choice Many integrators use an implicit integration scheme. This
typically requires the computation of a Jacobian and requires iterations to
be performed before reaching convergence. This can lead to more function
evaluations.

3.3.3

Analysis of large problems

In the previous sections, computing time was analysed using small models.
In building simulation, models can however become considerably larger and
analysing the computation speed can be difficult since it depends on a lot of
factors, including the unknown solver implementation. Still, we predict some
trends for the computation time, based on the size of the model.
Consider a model of a district energy system, including building models
and an electrical grid. When doubling the size of the district, ideally the
computation time would double as well, such that computation time scales
linearly with problem size. Let us analyse this further based on Equation
3.11. Ideally tfg scales linearly with the problem size. In practice this is not
necessarily the case. The electrical grid of the district typically results in a large
non-linear system of equations since all electrical components have very fast
transients and are therefore modelled as steady state components. Doubling
the size of the model therefore also doubles the number of equations in the
algebraic loop. Example 1 has shown that computation time for algebraic
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Table 3.2: Example building model statistics for various integrators and
tolerance options. Results are the solution statistics (when available, else ‘NA’)
and the relative error of Eel
Tol
CPU Dynamics Outside of Function State
Jac.
Eel
or ∆t time [s] section [s] model [s] evals. nfg events evals.
[error]
Dassl
1 E-6
4261
3538
476
787341
41 1235 -4.35 E-6
Dassl
1 E-4
3088
2759
327
546326
36
862 3.17 E-3
Radau IIa 1 E-6
4042
2400
1416
453073
37
347 1.64 E-3
Lsodar
1 E-6
3450
2666
547
679486
44 1047 -4.35 E-6
Lsodar
1 E-4
2073
1435
515
347018
41
537 -2.25 E-5
Lsodar
1 E-2
1655
1152
406
256458
38
399 4.51 E-3
Dopri45
1 E-6
194
159
17.0
41166
39
0 4.68 E-4
Dopri45
1 E-8
199
162
18.3
42017
39
0 1.96 E-6
Rkfix4
20 s
15.4
11.3
1.1
2717
39
NA 1.34 E-2
Rkfix4
5s
50.6
42.9
1.5
10233
43
NA 2.52 E-3
Rkfix4
1s
224
202
3.2
50211
38
NA 1.28 E-3
Euler
5s
24.0
18.2
1.7
4271
50
NA -2.00 E-3
Euler
0.25 s
446
389
12.8
80233
41
NA -4.22 E-4
Integrator

loops does not scale linearly with size and therefore larger models will
become computationally slow. Equations outside algebraic loops can be
solved sequentially. Therefore their computation time does scale linearly.
Because tfg scales, at best, linearly with size, nfg should remain constant if
we want to obtain overall linear scaling of the computation time. However,
firstly, generally nfg also grows with problem size, for example because
larger problems have more controllers that may trigger events. If the amount
of buildings doubles, then the amount of state events may double, which
causes a performance penalty. Secondly, when a numeric Jacobian needs
to be computed, then nfg will increase since the number of states increases
linearly with the problem size. The number of operations for an implicit
integrator typically does not scale linearly either. Solving dense implicit
systems typically requires O(n3 ) operations 54 . Building model Jacobians are
however very sparse. It is not clear how well this is exploited by Dymola. An
integrator such as Rkfix4 can have an operation count that is linear with the
problem size, unless the fixed time step is changed. For certain large problems
that do not require event handling, it can therefore be advantageous to use
these simple integrators, also because they do not require a Jacobian to be
calculated.
3.3.3.1

Parallelisation

Dymola supports parallelisation for the calculation of f (·, ·, ·) and g(·, ·, ·) 32
and analytic Jacobian (see Advanced.ParallelizeAnalyticJacobian). However parallelisation generates overhead for synchronization and communication. We have not been able to gain notable improvements in simulation speed
in building applications by using parallelisation in Dymola 2015 FD01.
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Example of large building model

The approach explained in this chapter was applied to an old version of the
Solarwind model, of which the latest version is presented in Chapter 8. We
already present these results here to prove the importance of the proposed
changes for larger models, as this is important for the discussion of the
following chapters. The model had 2468 continuous time states and 28342
time-varying variables.
Special care was taken to make sure that the smallest time constants are in
the order of 30 s. Therefore air ducts are steady state, pumps and valves have
no opening delay or filter and pipes are lumped into only a few states per
circuit branch, thereby allowing to increase the time constant. Temperature
sensors are assumed to have a time constant in the order of one minute. Using
dynamic sensors avoids coupling the thermal equations with the control
equations into a single algebraic loop.
This model was simulated for tend − tstart = 10 000 s using various implicit
integrators, with numeric Jacobians and explicit integrator Dopri45. The total
amount of function evaluations exceeds 40 000 in each case. This is on average
one function evaluation every 0.25 s, while the smallest time constant of
the system is ∼ 30 s. Therefore it makes sense to use an explicit fixed step
integrator. Table 3.2 shows the results, including fixed step explicit integrators
Rkfix4 and Euler. It contains statistics and the error on one simulation result
that is of interest, i.e. the integrated electrical power consumption of the
building Eel . The relative error was calculated using Dassl with a tolerance of
10−8 , which produced a result of 4.591880 kWh.
From these results and Figure 3.8 it is clear that implicit integrators are very
slow compared to explicit integrators for this problem. Fixed step methods
are especially fast when high accuracy is not required, allowing a simulation
speed 500 times faster than real time, which is more than 100 times faster
than Dassl. For higher accuracies, Dopri45 can be used. Lsodar is the fastest
implicit integrator that was tested. The fact that Euler is faster than Rkfix4
may be unexpected from a theoretical point of view. This may however be
related to implementation details of the two integration algorithms in Dymola.
Note that the simulation can easily be made faster by using a larger step size,
at the cost of accuracy. Also, using larger step sizes will eventually lead to
numerical instabilities. The user may therefore want to adjust the dynamics of
the system, or set certain dynamics to steady state. It is thus important that
models expose these parameters and allow easy configuration.
The achieved speed increase is considerable. However, the model still required
about 18 hours for a one-year simulation. Further optimisations after these
preliminary results have however reduced the computation time to about
two hours on a computer with an Intel Xeon E5-1650 v4 processor. These
optimisations rely on the basic principles outlined in this Chapter, but are
applied to specific models and are therefore presented as part of Chapter 4,
Chapter 5 and Chapter 8.
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Figure 3.8: Relative errors of Eel for various solvers and tolerances or fixed
time step sizes

3.4

Conclusion

We conclude that the analysis of algebraic loops, the optimisation of Modelica
code and the application of physical insight can lead to significant simulation
time improvements. Analysis of the model time constants, avoiding system
instabilities, using analytic Jacobians and proper integrator choice can also be
important. These modifications were applied to our case study model where
removal of all ‘fast’ dynamics allowed explicit integrators to perform well.
Fixed step integrators can also be used if simulation results do not need to be
very accurate. Euler integration performs very well in terms of computation
time.
Further optimisations allow reducing the computation time to about two
hours for one year, which is three orders of magnitude faster than one of the
first revisions of our model. These optimisations rely on the basic principles
outlined in this chapter, but they are applied to specific component models
and are therefore presented as part of Chapter 4, Chapter 5 and Chapter 8.

Chapter 4
Library development: IDEAS et al.
The simulation model that is developed uses various component models from
various libraries. This chapter summarises our contributions to these libraries
during the course of the PhD work and presents relevant implementations,
computational aspects and verifications.
Our library development work involves contributions to the IDEAS, IBPSA
(Annex 60) and Buildings libraries, and the Modelica Standard Library
(MSL). Our contributions to the IBPSA and Buildings library increase model
robustness and computation speed, and improve usability. New component
models and didactic examples have been added. Over a period of four years,
89 pull requests have been made for the IBPSA (Annex 60) library and 26
for the Buildings library. For more details we refer the reader to the Github
repositories of respective libraries. Moreover, foura accepted bugs have been
reported to the MSL. These most notably lead to a speed increase of several
orders of magnitude when loadingb large (measurement) data files using
CombiTimeTables. The remainder of this chapter gives an overview of the
IDEAS library and summarises the main development work that has been
performed in collaboration with Damien Picard, Glenn Reynders and Ruben
Baetens.
This chapter is based on the publication:
F. Jorissen, G. Reynders, R. Baetens, D. Picard, D. Saelens, and L. Helsen.
Implementation and Verification of the IDEAS Building Energy Simulation
Library. Journal of Building Performance Simulation, 2018. doi: 10.1080/19401493.
2018.1428361. Published on line
The PhD candidate is the main author and developer of all sections, except
for the verifications using BESTEST in Section 4.5.2 and using the TwinHouse
experiments in Section 4.5.3.1.
a #1465,

#1509, #1682, #1768, See https://trac.modelica.org/Modelica/ticket/1682 etc.
the initialisation of the model.

b During
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4.1

Introduction

The goal of the IDEAS (Integrated District Energy Assessment by Simulation)
library is to provide a general purpose Modelica library for performing
building and district energy simulations. Development of IDEAS started
in 2010, whereby the library initially focussed on simultaneous transient
simulation of thermal, electric and control systems at the district level 17,16 .
To address the research questions of this PhD, the focus of the developments
in IDEAS was extended to more detailed simulations at the building level. This
requires more detailed, multi-zone models. Recent developments therefore
focussed on the scalability of such models in terms of computation time.
Moreover, the principles to increase simulation speed in Modelica, as outlined
in Chapter 3, were applied to the library. This chapter therefore presents the
results of these combined efforts. Furthermore, IDEAS was made compatible
with the IBPSA library, and custom models have been added for our case
study model. These models are discussed in other chapters.
This chapter thus presents the resulting implementation of the building
envelope models in version 1.0 of IDEAS (available at https://github.com/
open-ideas/IDEAS) and verifies both numerical aspects and model accuracy.
Although the IDEAS library also includes models for thermal and electrical
systems, both on building and district level, the focus of this chapter is on
the building envelope models. Section 4.2 explains the model implementation
starting from the implementation of heat transfer principles as a basis for
the building component models. The model implementation description is
thereby limited to the main governing equations and focusses on modelling
decisions that improve the numerical performance of the library. The main
governing equations are included in Section 4.2 to support readability and
interpretability when discussing the numerical aspects in Section 4.4, and
since their implementation was changed compared to earlier descriptions of
IDEAS. Section 4.3 demonstrates usability aspects as this was another central
pillar when designing the library, next to numerical performance. Having a
clear and flexible work-flow is important for users since it reduces their model
development time. Furthermore it reduces the chance of introducing model
errors.
In the second main part of this chapter, the performance of the building
envelope models in version 1.0 of IDEAS is evaluated. The IDEAS equations
have been optimised to reach a good overall trade-off between simulation
speed and accuracy. Section 4.4 discusses several design choices that were
made to reduce model complexity and presents benchmarks that demonstrate
how computation time scales for two main classes of integration methods.
Finally, Section 4.5 presents several methods that are used to verify the IDEAS
models. IDEAS simulation results were compared against IEA EBC BESTEST
reference results and the IEA EBC Annex 58 Twin House experiments were
used to further verify and compare the library with other simulation tools.
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Figure 4.1: Illustration of a 2-zones building model indicating the different
IDEAS components.

4.2

Model description

Modelica, and therefore also IDEAS, uses an object-oriented approach for
composing models. IDEAS building envelope models are composed of
six main object types: a Zone and five types of building structure components: Window, OuterWall, InternalWall, BoundaryWall and SlabOnGround.
Figure 4.1 shows an example of a 2-zone model consisting of these main
components. Each icon represents one of these components and contains
equations and variables. Ports are used to connect the components to each
other, which exposes the variables of one model to the other model and which
allows them to interact.
This section presents the modelled physics of the IDEAS models. Section
4.2.1 elaborates on the implementation of main heat transfer equations. These
heat transfer principles are used in the description of the component models
in Section 4.2.2. Although these heat transfer principles may be considered
as general knowledge, the equations are explicitly handled in this section
to support the discussion in Section 4.4 that deals with the steps taken to
improve the simulation speed. Boundary conditions are discussed in Section
4.2.3.

4.2.1

Heat transfer principles

The implementation of thermal conduction, convective heat transfer and
radiative heat transfer is discussed in this section. Thereby, this section builds
on the detailed description of the heat transfer equations implemented in
version 0.3 of IDEAS as presented by Baetens 16 . The description in this
section is hence limited to the main governing equations and the treatment
of non-linear heat transfer equations - in order to make a clear link with the
numerical aspects treated in Section 4.4.
4.2.1.1

Thermal conduction through solids

As a first fundamental assumption, IDEAS treats thermal conduction through
building components as a 1 dimensional heat transfer problem, assuming the
temperature is evenly distributed over the surface of the component. This
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is a common assumption in BES models 31 . Edge effects are neglected and
the material is assumed to have homogeneous and constant thermal properties.
Walls typically consist of one or more material layers. Thermal conduction
through these layers is modelled using a series connection of one-dimensional
heat conduction models. Each layer is modelled using a series discretisation
of lumped thermal conductors and heat capacitors (nodes).
The implementation of the model is elaborated below since it has a large
impact on the computation speed of IDEAS, which will be discussed in
Section 4.4.
Each wall layer i consists of ni time-dependent temperature states Ti,j (t),
j ∈ {1, . . . , ni } with heat capacity Ci,j and ni − 1 thermal conductors with
thermal conductance Gi,j . Gi,j and Ci,j are computed assuming homogeneous
specific heat capacity ci , thermal conductivity k i , density ρi , layer thickness di
and surface area Ai . Heat flow rates Q̇i,j (t), j ∈ {1, . . . , ni − 1} are computed
from


Q̇i,j (t) = Gi,j Ti,j (t) − Ti,j+1 (t) ,
(4.1)
where heat flow rates Q̇i,0 (t) and Q̇i,ni (t) are respectively the heat flow rates
entering the material layer at the boundary with temperature Ti,1 (t) and
leaving the material layer at the boundary with temperature Ti,ni (t).
The time derivative of Ti,j (t) is computed as


d Ti,j (t)
−1
Q̇i,j−1 (t) − Q̇i,j (t)
∀ j ∈ [1, ni ].
= Ci,j
dt
Based on Wetter 142 , the number of nodes ni of layer i is computed as


Π
ni = max 2, 3 i ,
Πref

(4.2)

d
Π= √ ,
α
where αi is the thermal diffusivity of layer i and Πref is computed for a
concrete slab of 20 cm.
4.2.1.2

Convective heat transfer

Two types of convective heat transfer are distinguished: free interior
convection due to buoyancy effects that occur inside the building and exterior
forced convection due to the wind. Both are computed using heat transfer
correlations that have the form of
Q̇i,con (t) = Ai hi (t)∆Ti (t),

(4.3)

where Ai is the surface area of component i, hi (t) is the convective heat transfer
coefficient and ∆Ti (t) is the difference between the zone air temperature and
the interior surface temperature of the component, or between the ambient
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dry bulb temperature Tdb (t) and the exterior surface temperature of the
component.
Interior convection For interior convective heat transfer the correlations from
Awbi and Hatton 15 are used. For a heated floor or cooled ceiling hi (t) is
defined by (4.4), for a cooled floor or heated ceiling by (4.5) and for a vertical
component by (4.6)
hi,1 (t) =

2.175
∆Ti (t)0.308 ,
Di0.076

(4.4)

hi,2 (t) =

0.704
∆Ti (t)0.133 ,
Di0.601

(4.5)

hi,3 (t) =

1.823
∆Ti (t)0.293 ,
Di0.121

(4.6)

where Di is the hydraulic diameter of the component. For vertical components
Di is computed using a default zone height of 2.7 m. This zone height can be
modified by the√
user. For ceilings and floors a square geometry is assumed
such that Di = Ai . Optionally, (4.3) may be linearised by evaluating (4.4)
- (4.6) using a user-defined nominal value for ∆Ti (t). This functionality is
crucial for the development of MPC models with linear dynamics, which will
be discussed in Chapter 9.
In order to avoid discontinuous switching between hi,1 (t) and hi,2 (t) when
∆Ti (t) changes sign, hi (t) is implemented using
hi (t) = SF (hi,2 (t), hi,1 (t), fl∆Ti (t), 0.1),

(4.7)

where fl is a variable that equals 1 for ceilings and -1 for floors and SF ( a, b, c, d)
is the spliceFunction from the IBPSA library, which creates a smooth
transition from variable a to b for rising values of c where −d ≤ c ≤ d.
Exterior convection The exterior convective heat transfer coefficient hext (t) is
computed using
hext (t) = SF (5.6 + 4v(t), 7.1 abs(v(t))0.78 , 5 − v(t), 0.5)

(4.8)

from Jürges 81 , where v(t) is the free-stream air speed that is read from the
TMY3 reader.
4.2.1.3

Radiative heat transfer

Longwave radiative heat exchange and shortwave solar irradiation are
considered separately and are here discussed in more detail.
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Longwave radiation Internal and external radiative heat exchanges between
components are modelled using the same Stefan-Boltzmann equation


Q̇rad,i (t) = Grad,i T1 (t)4 − T2 (t)4 .
(4.9)
In the default setting, this equation is linearised for internal longwave heat
exchange into
2
Q̇rad,i (t) = Grad,i (2T1,nom + ∆Tnom )( T1,nom
+ ( T1,nom,i + ∆Tnom,i )2 )

(4.10)

( T1 (t) − T2 (t)) .
Grad,i is an equivalent radiative thermal conductivity. T1,nom,i is the nominal
temperature of the first heat exchange surface and ∆Tnom,i is a nominal
temperature difference between the heat exchanging surfaces.
External longwave radiative heat exchange of component i is computed from
the radiative environment temperature T2 (t) = Te,i (t) (see Section 4.2.3),
T1 (t) = Ti,1 where Ti,1 is the first node temperature of the outermost layer
j = 1 of component i. Grad,i is computed from
Grad,i = σelw,i Ai ,

(4.11)

where σ = 5.67 × 10−8 W/(m2 K4 ) is the Stefan-Boltzmann constant, Ai is
the surface area and elw,i is the longwave emissivity of the outer layer of
component i.
Internal longwave radiative heat exchange in the zone is computed using
the Mean Radiant Temperature Network model 92 as described by Carroll 25 .
For a zone consisting of i components, i instances of (4.9) are used where
T1 (t) equals the component surface temperature and T2 (t) equals the radiant
star temperature Tstar (t). Since energy must be conserved, the sum of these
radiative heat flow rates must be zero, from which the value of Tstar (t) is
computed. Grad,i is computed from 25
Fi =

1
1−

Grad,i =

Ai Fi
∑i Ai Fi

σAi
1 − ei
ei

+

1
Fi

,

(4.12)

,

(4.13)

where Ai and ei are respectively the surface area and longwave emissivity of
component i.
Equation (4.12) applies to each component i, composing an implicit system of
equations that the Modelica tool needs to solve when initialising the model.
When the solution to this problem cannot be found, or does not exist, Grad,i
is computed from a simplified, explicit formulation that uses emittance-area
products to compute the view factors 16 .
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Shortwave radiation Incident solar irradiation on component i consists of a
diffuse component Hdif,i (t) and a direct component Hdir,i (t) 16 . Objects or
shading devices cause shade, requiring a correction of these solar irradiance
components. The modified diffuse irradiance Hdif,i (t)0 and direct irradiance
Hdir,i (t)0 are therefore defined depending on the chosen shading type and the
declination, inclination and zenith angles of the sun.
Exterior shortwave radiation causes a heat flow rate Q̇sw,i,ext (t) to be injected
on the outside of wall i. This heat flow rate is computed using
Q̇sw,i,ext (t) = esw,i Ai ( Hdir,i (t)0 + Hdif,i (t)0 ),

(4.14)

where esw,i is the shortwave emissivity of the outer material of the wall.
Shortwave radiation enters the building through windows, causing heating on
the inner surfaces of the zone components. This is discussed in Section 4.2.2.2.
The distribution of these heat gains across the zone surfaces is discussed in
Section 4.2.2.4.

4.2.2

Component models

To compose a building model, IDEAS groups the fundamental heat transfer
equations into component models. Two basic component types exist: zones
and surfaces. IDEAS contains five surface models: one for modelling windows
and four different opaque wall types. The following paragraphs summarize
the main features of each component model.
4.2.2.1

Opaque walls

The four opaque wall models – as well as the window model – use the same
code to model conductive heat transfer (see Section 4.2.1.1) through a series
of material layers. Each wall model has different boundary conditions for
the outer side of the material layers. Table 4.1 provides an overview of these
boundary conditions. Side a of each component needs to be connected to a
zone. Side b of the component is either connected internally to a submodel, or
needs to be connected to a second zone. The structural and thermal properties
of the material layers are defined using predefined or custom templates
(records). Model parameters A, inc and azi allow to define the surface area,
inclination angle and azimuth (tilt) angle of the component. Each model
uses (4.4)-(4.6) for computing convective heat transfer coefficients between the
component and the zone air temperature, and (4.9) for radiative heat exchange.
Figure 4.2 graphically illustrates how the model equations are linked to each
other for the outer wall model. Shortwave heat gains are not included in
Figure 4.2 since the shortwave heat gains do not depend on the wall surface
temperature.
The outer wall model should be used when modelling a wall between a
zone and the surroundings. The internal wall model should be used when
modelling a wall between two zones. The boundary wall model allows the
user to define a custom boundary condition for the temperature or heat
flow rate at the wall surface at side b. The slab on ground model may be
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Table 4.1: Overview of the five available component models and their
boundary conditions
Name

Boundary condition a

Boundary condition b

InternalWall

zone a

zone b

OuterWall

zone

weather model

BoundaryWall

zone

ideal boundary

Slab on Ground

zone

ground model

Window

zone

weather model

Icon

Table 4.2: Legend of symbols used in model structure illustrations.
Symbol

Type
State variable

Description
Variable that is computed from differential
equation.
Variable that is computed from algebraic equation.
Variable whose value is known.
Variable depending on equations outside of the
considered model.
Connected variables are equal.
Equation that is a linear function of the connected
variables.
Equation that is a non-linear function of the
connected variables.

Algebraic variable
Input variable
Connector variable
————

Identity
Linear equation
Non-linear
equation

used to model a floor element that is in direct contact with the ground. The
model follows the calculation procedure defined in Annex D of ISO 13370.
Quasi-stationary losses to the ground are computed as described by Baetens 16 ,
Annex A.2.3.
Tdb(t)

.(

4.

3,

4.

8)

Eq. (4.2)
Eq. (4.1)

.(

Eq

9)

4.

Eq. (4.2)

connector for
radiative heat
exchange

layer n

layer 1
Eq

Eq. (4.2)
Eq. (4.1)

Eq. (4.2)
Eq. (4.1)

Eq. (4.2)

Eq. (4.2)
Eq. (4.1)

Eq

.(

4.

3,
4.
7)

Te,i(t)

Figure 4.2: Equation structure of the OuterWall model. See Table 4.2 for a
legend of the used symbols.
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Window

In addition to the surface area, inclination angle and tilt angle, the window
model contains parameters that define the frame surface area fraction f ,
the frame type, the glazing type and the shading system type. Previously
explained equations for interior and exterior convection and interior and
exterior long wave radiative heat exchange are used to compute heat transfer
with the frame and glazing surfaces.
Thermal losses through the frame are computed using its surface area
A f = f A and an equivalent U-value that is defined in the frame type. Thermal
losses through the glazing system are computed using static models for
the conductive heat transfer through glazing. Thermal mass of the glazing
is lumped as a single state to the inside of the window. Convective heat
transfer through gas layers is modelled using correlations from Wright 153 and
Hollands et al. 66 . Glazing type properties such as the longwave emissivity
are used to compute the radiative heat transfer between the glazing sheets.
Direct and diffuse shortwave radiation causes heat gains on the outside of the
frame (see (4.14)), in the zone and in the glazing sheets. As an input for these
0 ( t ) and H 0
models, the modified diffuse and direct solar irradiance Hdif,i
dir,i ( t )
are used (see Section 4.2.1.3). Solar heat gains Q̇w,i,k (t) in each of the glazing
sheets k of window i are computed using
0
0
Q̇w,i,k (t) = Ai (1 − f i )( adif,i,k Hdif,i
(t) + adir,i,k (φ(t)) Hdir,i
(t)),

(4.15)

where solar absorption coefficients adif,i,k and adir,i,k (·) are respectively
constants and a piecewise linear function of the inclination angle φ(t), which
is the angle between the component surface outward normal and the direction
of the sun rays. Heat flow rates Q̇w,i,k (t) are injected between two thermal
conductors that represent glazing sheet k.
Diffuse solar gains Q̇w,dif,i (t) and direct solar gains Q̇w,dir,i (t) from window i
are transmitted into the zone. Their values are computed from
0
Q̇w,dif,i (t) = Ai (1 − f i ) Hdif,i
(t) tdif,i ,

(4.16)

0
Q̇w,dir,i (t) = Ai (1 − f i ) Hdir,i
(t) tdir,i (φ(t)),

(4.17)

where tdif,i and tdir,i (·) are solar transmission coefficients similar to the
absorption coefficients. These and other window glazing properties are
obtained from the Lawrence Berkeley National Lab windows and daylighting
software 47 .
4.2.2.3

Building or window shade

Outer walls or windows may be shaded, which reduces the direct and
diffuse solar radiation intensity on the surface. Shading models are therefore
0 ( t ) and H 0
implemented that compute Hdif,i
dir,i ( t ) (see Section 4.2.1.3). Outer
walls or windows can both be shaded by exterior objects such as buildings.
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The BuildingShade model computes solar shading from an object with a
distance L from the building and height difference h with respect to the top of
the wall or window.
For windows the following additional shading options are supported 16 .
- Screen: Controllable screen represented by a shading factor.
- Overhang: Opaque window overhang with finite width and length.
- Side fins: Opaque window side fins with finite width and length.
- Box: Combination of overhang and side fins.
Two or more shading options can be combined using a template.
4.2.2.4

Building zone

Each component must be connected to one or two (see Table 4.1) zone models.
These connections expose the component variables, such as the radiative
temperature, emissivity and inclination angle to the following zone submodels:
- a zone air model,
- the longwave radiative heat exchange model of Section 4.2.1.3,
- a radiative heat gain distribution model,
- an occupant internal gain and thermal comfort model.
These models are here discussed in more detail.
Zone air model The default zone air model assumes that the zone air is well
mixed with a uniform temperature Tair (t) and absolute humidity Xair (t),
which has units of kg water per kg of moist air. CO2 concentrations may be
computed depending on the chosen Medium, which is a Modelica package that
contains medium properties (e.g. specific heat capacity) and equations (e.g.
the ideal gas law). External ventilation components can be connected to the
zone air model through two fluid ports (see blue and blue-white circular ports
in Figure 4.3). Convective heat flow rates for all connected components are
computed using Equations (4.3)-(4.6). The air thermodynamic properties are
governed by
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Tair (t) = T (hair (t), Xair (t)),
mair

(4.18)

d hair (t)
= ∑ Q̇con,i (t) + Q̇con,ext (t) + Q̇con,int (t)+
dt
i

[hair,in (t) − hair (t)] ṁair (t)+

(4.19)

[hair,ext (t) − hair (t)] ṁinf (t),
mair

d Xair (t)
= ṁlat +
dt

[ Xair,in (t) − Xair (t)] ṁair (t)+

(4.20)

[ Xair,ext (t) − Xair (t)] ṁinf (t),
where T (·, ·) is a function that depends on the chosen Medium (see Wetter
et al. 148 ), mair is the zone air thermal mass, hair (t) is the specific enthalpy of
the air, ṁair (t) and ṁinf (t) are the air mass flow rate entering the zone through
the fluid ports and the infiltration mass flow rate, hair,in (t) and Xair,in (t) are
respectively the enthalpy and moisture content of the air entering the zone
through the zone’s fluid ports, hair,ext (t) and Xair,ext (t) are respectively the
enthalpy and moisture content of the air that infiltrates from the surroundings,
ṁlat [kg s−1 ] is the mass flow rate related to the latent heat load (see Section
4.2.2.4), Q̇con,ext (t) are optional convective heat gains from external models (e.g.
radiators) that are connected to the zone and Q̇con,int (t) are internal convective
heat gains that are computed from the occupant model. The infiltration air
flow rate is computed assuming a constant n50-value, which is a parameter
of the zone model. Interzone air flow must be modelled explicitly using the
zone fluid ports since such models are not yet integrated into the component
models.
Radiative heat gain distribution For each zone three sources of radiative heat
gains exist: diffuse solar gains Q̇z,dif (t), direct solar gains Q̇z,dir (t) and other
radiative heat sources Q̇rad (t) such as occupants, appliances and radiators.
They are computed from

∑ Q̇w,dif,i (t),

(4.21)

∑ Q̇w,dir,i (t),

(4.22)

Q̇rad (t) = Q̇rad,ext (t) + Q̇rad,int (t),

(4.23)

Q̇z,dif (t) =

i

Q̇z,dir (t) =

i

where Q̇w,dif,i (t) and Q̇w,dir,i (t) are the diffuse and direct solar gains (see (4.16)
and (4.17)) from each window that is connected to the zone, Q̇rad,ext (t) are
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radiative heat gains from models that are connected to the zone externally (e.g.
radiators) and Q̇rad,int (t) are internal radiative heat gains from the occupant
model.
Q̇z,dif (t) and Q̇rad (t) are distributed over the connected components using
weights that are proportional to the area-emissivity product of each component.
Q̇z,dir (t) is distributed over the connected components assuming that a fixed
fraction (1 − esw,floor ) Q̇z,dir (t) is absorbed by the floor(s). The remaining
heat is diffusely spread over the other components using weights that are
proportional to the area-emissivity product of each component.
Occupancy models The zone model contains optional models for computing
occupant internal gains and thermal comfort. Both models require the user
to choose an occupancy type and act as an alternative for the stochastic
residential occupant behaviour modelling approach provided through the
StROBe package. This record defines the sensible and latent heat loads per
person q̇sen , q̇lat , the radiative fraction f rad and the clothing insulation level
clo. Various occupancy types are available using ASHRAE data 10 .
When using the occupant internal gain model, the number of occupants no (t)
needs to be connected as an input to the model. The internal gains are then
computed from
Q̇rad,int = f rad q̇sen no (t),

(4.24)

Q̇con,int = (1 − f rad ) q̇sen no (t),

(4.25)

ṁlat =

q̇lat
n o ( t ),
λwat

(4.26)

where λwat = 2418 kJ/kg is the latent heat of evaporation of water at 35 ◦ C
and atmospheric pressure. CO2 gains from occupants are only computed
when the chosen Medium declares the CO2 concentration as a variable. The
model then assumes a constant CO2 generation rate per occupant depending
on the occupant metabolic rate, which is estimated from q̇sen + q̇lat . By default
internal gains from occupants are not computed such that Q̇rad,int = Q̇con,int =
ṁlat = 0 and no (t) need not be defined.
The zone model further includes an optional model for evaluating occupant
thermal comfort. Fanger’s model 46 as described in 10 and implemented by
Wetter et al. 147 uses the values of clo, q̇sen and q̇lat from the occupancy type
record and the zone air relative humidity, radiative temperature and air
temperature to compute the Percentage of People Dissatisfied (PPD) and the
Predicted Mean Vote (PMV), which are outputs of the model.

4.2.3

Climatic boundary conditions

Boundary conditions are those variables (or equations) that affect the ‘state’ of
the building, but whose value is not affected by it. For instance the ambient
temperature affects the state (temperature) of the building, but we do not
consider the effect of the building on the ambient temperature.
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i

E

zone

Figure 4.3: Left: Graphical illustration of a simple one-zone building model
consisting of a window, roof and a wall represented using two OuterWalls.
The TMY3 reader is shown in the top right. Right: Parameter view of the
OuterWall model in Dymola.
The outdoor dry bulb temperature Tdb (t), the beam solar irradiation on a
horizontal surface Hdir,hor (t), the diffuse solar irradiation on a horizontal
surface Hdif,hor (t), the wind speed v(t), relative humidity RH(t) and cloud
coverage are read from an EnergyPlus based TMY3 file. They are used
to compute other boundary conditions, e.g. the radiative environment
temperature Te,i (t) and the external shortwave radiation. For some of these
computations, code is now used from the jointly developed IBPSA library.
Other parts of the implementation were presented by Baetens 16 .

4.3

Usability

This section discusses the usability and practical aspects of the library.
Interface Composing a building envelope model in IDEAS typically consists
of four main steps, for which IDEAS uses the graphical user interface of
Modelica tools. Firstly, a single instance of the TMY3 reader model needs to
be added from the component library. This model contains the TMY3 reader
and centralises weather calculations. Secondly, individual component models
(zones, windows, walls) may be dragged and dropped into the model. Thirdly,
the TMY3 reader and component parameters need to be defined. Finally,
each building component needs to be connected to a zone by connecting the
respective connectors of the component and the zone. Figure 4.3 shows the
result of these steps for a zone consisting of a wall, a roof and a window. It
also shows how the parameter list of the outer wall model looks like in the
commercial Modelica tool Dymola.
Records The construction properties of a wall or glazing type of a window
need to be defined by selecting the appropriate record using a drop down
menu as shown in Figure 4.3. A number of predefined constructions exists.
Defining constructions is intuitive, as illustrated using the example of a filled
cavity in Listing 4.1.
Listing 4.1: Cavity wall record definition
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record CavityWall " C a v i t y w a l l w i t h f u l l y - f i l l e d c a v i t y "
extends I D E A S . B u i l d i n g s . D a t a . I n t e r f a c e s . C o n s t r u c t i o n (
mats = { I D E A S . B u i l d i n g s . D a t a . M a t e r i a l s . B r i c k ( d = 0 .08 ) ,
I D E A S . B u i l d i n g s . D a t a . I n s u l a t i o n . R o c k w o o l ( d = 0 .1 ) ,
I D E A S . B u i l d i n g s . D a t a . M a t e r i a l s . B r i c k ( d = 0 .14 ) ,
I D E A S . B u i l d i n g s . D a t a . M a t e r i a l s . G y p s u m ( d = 0 .015 ) } ) ;
end CavityWall ;

Each material listed in the array mats points at a record that contains
predefined material properties such as density, specific heat capacity and
emissivities. The definition of each of these records is extended by supplying
the material layer thickness d [m]. Glazing types are defined in a similar way.
Building zone template Since most zones are rectangular, the work flow of
composing a building model can be simplified. For such zones a template
model has been created that consists of a zone, six components (a ceiling, a
floor and four walls) and an optional window and external connection for
each of the walls and the ceiling. Using this template, the wall properties and
other parameters can be set more easily and connections are made internally,
which allows a single zone model to be created in two minutes.
Replaceable components The shading model, comfort model, internal gains
model and zone air model are replaceable, meaning that the model can be
redeclared (replaced) by a different model as long as it contains the same
interface, or generally speaking, the same connectors. This makes the use
and development of alternatives for these models easy, since templates exist
that already contain the required output connectors. It also simplifies code
re-usability and allows entire sub-models to be redeclared, which for instance
facilitates the comparison of multiple heating or ventilation systems.
Documentation Modelica models contain a documentation section. Most of
the IDEAS models have been documented following IBPSA documentation
guidelines 148 .
Limitations IDEAS has some limitations. On the one hand, as with any
Building Performance Simulation (BPS) tool, the applicability of IDEAS for a
specific use case depends on the availability of the models required for this use
case. E.g. Phase Change Materials are currently not supported by the library.
However, since the library is open-source and equation based, existing models
can easily be adjusted to be added to IDEAS. In this particular example,
it satisfies to make parameter C in differential equation (4.2) temperaturedependent, and to expose this parameter at the user-level. Similarly, building
component models that integrate both the thermal and electrical aspects of
building integrated photovoltaics (BIPV) are currently being implemented.
IDEAS usually does not accurately model fast transients of individual HVAC
components. Therefore, these models are mostly suited for building energy
use calculations, and less suited for e.g. 1) testing and development of
control sequences that have dynamics with similar time scales as these HVAC
dynamics, and 2) the computation of electrical power use transients.
On the other hand, the level of detail in IDEAS is comparable to that of other
BPS tools. E.g. edge effects of walls are neglected and zone air temperatures
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are lumped. However, Modelica models need to be translated to C code and
then compiled. This translation takes some time, before the actual simulation
can start, but the resulting code is faster in general. Furthermore, generic
Modelica tools such as Dymola do not have a graphical user interface that is
tailored to BPS. This may limit the usability of the tool as a general engineering
software. To reduce model development time, as well as the learning curve
associated with Modelica, template models are included in IDEAS. These
template models, such as rectangular zones and typical housing archetypes,
exploit preconfiguration of groups of building components by propagating
model parameters. At the same time, Python tool-chains are being developed
to generate IDEAS building models directly from Building Information Models
(BIM) 118 or Graphical Information Systems (GIS) 36 .

4.4

Computational aspects

This section first provides a qualitative theoretical motivation for the model
equations and elaborates on some design choices in IDEAS that ensure fast and
robust models. Secondly computational benchmarks demonstrate numerical
impact on some benchmark models.

4.4.1

Motivation of design choices

Three fundamental design choices were made in the development of the
IDEAS library to improve simulation time and scalability. These choices focus
on algebraic loops, duplication of calculations and divisions by parameters.
Chapter 3 identified algebraic loops as important sources for increasing
computation times. The extent of an algebraic loop (i.e. which equations it
consists of and which variables it solves for) is bounded by state variables
(see Table 4.2), or by what we in this discussion call inputs of the algebraic
loop. These inputs are variables that do not depend (directly or indirectly)
on the variables that are solved in the algebraic loop. When one or more of
the algebraic loop equations is non-linear, then the entire algebraic loop is
typically solved using a non-linear solver. This incurs a computational penalty
since non-linear algebraic loops need to be solved iteratively. Moreover, when
all elements of A in the linear algebraic loop Ax = b are constant, then the
model can be simplified off line, for instance by inverting A and by computing
x = A−1 b. Since algebraic loops are bounded by states, algebraic loops can be
avoided by introducing state variables, which can have small time constants.
This however deteriorates the integrator computation time.
IDEAS avoids both algebraic loops and small time constants by three main
design choices. Firstly, we discretise heat conduction such that a state exists
on the wall surface or differently formulated, the wall surface temperature is
a state variable, defined by a differential equation (Equation (4.2)), and not
an algebraic variable. This results in faster dynamics compared to reality,
however using a resistor instead of a capacitor at the wall surface would result
in slower dynamics compared to reality. So both options incur a deviation,
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Figure 4.4: Equation structure of the model in Figure 4.3 using symbols
from Table 4.2. Equations and variables that are part of algebraic loops are
indicated using specific line types and colours. In the left figure states are
located on the surface of solid material layers and the window model contains
a state representing the window dynamics. This design choice leads to fewer
algebraic loops than in the right case where the material surface temperature
is an algebraic variable and the window is considered quasi-stationary.
which can be limited by applying a fine discretisation. Secondly, by default
the interior longwave heat exchange and window exterior longwave heat
exchange are linearised, which is justified in small temperature ranges. Finally,
by default the thermal mass of window glazing is lumped into a single state
(in contrast to the conventional approach where window glazing is treated
stationary).
These choices have a profound impact on the model complexity, as illustrated
in Figure 4.4, which shows the equation structure that is formed when
connecting the components of the example in Figure 4.3. The left part of
the figure shows the equation structure with default options. The right part
shows the equation structure if less favourable design choices would have
been taken, i.e. the wall surface temperature is an algebraic variable, the
window contains no thermal mass and longwave radiative heat exchange is
not linearised.
Using the default options, the convective heat exchange can be computed
directly since it depends on two surface temperatures, both of which are state
variables. Therefore their value is known from the time integrator. On the
right side of Figure 4.4 the surface temperatures are algebraic variables, which
depend on the radiative and the convective heat exchange, requiring all these
equations to be solved simultaneously. Moreover, since the window does not
contain a state variable the thermal dynamics of the window glazing and the
exterior window heat exchange equations are coupled into the same algebraic
loop. Since the convective heat exchange equations are non-linear a non-linear
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algebraic loop is formed. Smaller non-linear algebraic loops are also generated
at the outer surface of the walls, since these surface temperatures are also
algebraic variables. With default options an algebraic loop is also formed
for the computation of Tstar (t), but this is a linear algebraic loop since all
longwave radiative heat exchange equations are linear. A second algebraic
loop is formed in the window glazing, which is also linear since the window
radiative heat exchange is linearised by default.
A design choice unrelated to algebraic loops is to avoid duplicate evaluation
of variables such as Hdif,i (t) for components i that have the same orientation.
Typically only five distinct orientations are required, i.e. south, west, north,
east and horizontal. This default list of orientations is computed centrally in
the TMY3 reader. The individual component models only compute Hdif,i (t)
when the orientation of the component is not contained within the default list.
The list can be changed or extended by the user.
A final design choice is to avoid divisions by parameters. When a continuous
time expression contains a division by a parameter, the compiled C-code
may check at each time step whether that parameter equals zero to avoid
division by zero. Equations (4.1) and (4.2) are therefore formulated as a
product instead of as a division by using parameters G and C −1 , which are
the inverse of more commonly used variables R and C. Chapter 3 has shown
that such reformulations can significantly reduce the computation time of
these expressions. Such parameter inversions are implemented throughout
the library.

4.4.2

Numerical benchmarks

The impact of these design choices has been quantified in two ways. Firstly,
the default IDEAS implementation is compared with an implementation with
other design choices. Secondly, we quantify in three benchmarks how the
computation time of the default IDEAS implementation scales with problem
size.
All simulations were performed using Dymola 2017 and Dassl with the default
solver tolerance of 10−4 on a 2011 Macbook Pro with an i7 processor of 2.2 GHz
running Ubuntu 14.04 in a virtual machine on OSX 10.11.6. Dymola options
Evaluate=true and Advanced.EfficientMinorEvents=true were used and
the C compiler flag -O2 was used.
4.4.2.1

Comparison with other design choices

To illustrate the impact of our design choices, the default IDEAS implementation is compared to an old implementation that has no window dynamics,
that uses divisions by parameters and where the wall surface temperature is
an algebraic variable.
Both implementations were used to simulate IEA EBC BESTEST case 900
FF (see section 4.5.2) for one year. A free float model was used since
these models only contain building envelope components. The default
implementation requires 3.1 seconds compared to 47 seconds when using
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the old implementation. Both models generate one non-linear algebraic
loop for computing the absolute humidity from the relative humidity. The
old implementation further generates 5 non-linear algebraic loops of which
the largest one has 19 iteration variables. The default implementation only
generates extra linear algebraic loops.
The same analysis was performed for a 9-zone free-floating model of a terraced
house. For this model the simulation time was 60 seconds using the default
implementation and 193 seconds using the old implementation. The relative
speed increase is thus smaller. This is however caused by the integrator
overhead, which increases strongly for large models (see Section 4.4.2.2).
When only considering the CPU time required for evaluating the algebraic
and differential equations, the computation time is 15.2 seconds instead of 139
seconds in the old implementation.
4.4.2.2

Scaling benchmarks

Since IDEAS is used to perform district and detailed building simulations,
the computation time should not become prohibitively large for models with
many zones and/or many components. Ideally the computation time scales
linearly with the problem size. Three benchmarks illustrate how IDEAS scales.
The first two benchmarks analyse how computation time scales with the
number of zones. The third benchmark investigates how computation time
scales with the number of components that are connected to one zone.
The first benchmark is a model that consists of n identical instances of IEA
EBC BESTEST case 900 FF. Since the models are identical, their excitations
are identical and the integrator step sizes therefore should not change a lot.
This benchmark therefore assesses the impact of the number of equations on
the computation time, without considering different dynamic excitations of
these equations. The results of this benchmark are presented in Figure 4.5a
and Figure 4.5b for respectively Dassl integration and Euler integration with a
fixed step size of 30 s. In both cases the overhead required for evaluating the
model (ODE) equations scales linearly with the number of zones n. However,
the integration time of Euler is negligible and scales linearly whereas the
integration time of Dassl scales more or less quadratically and dominates the
computation time. Euler integration will therefore become faster for large
models. When this transition occurs cannot be generalised. It depends a lot
on the model excitation and the time constants of the model.
The second benchmark does include different excitations by using IEA
EBC BESTEST case 900, i.e. with heating system. Moreover building
i ∈ {0, . . . , n − 1} is rotated by 360◦ i/n relative to the default orientation. This
means that each model is excited differently, which may cause the number of
integrator steps, and therefore also the number of ODE evaluations, to rise
in a variable time step solver. Results are presented in Figure 4.5c. The right
vertical axis shows the number of ODE evaluations, which rises linearly with
the number of zones, although there is a large offset. In the first benchmark the
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number of evaluations stays more or less constant. Figure 4.5c also presents
the total integrator time and normalised ODE computation times t¯i , which equal
ti e0 /ei where ei (see right y-axis) is the number of ODE evaluations required
for simulating the model with size ni . Normalised ODE times are plotted since
we are interested in the evaluation cost of a single ODE evaluation, regardless
of what integrator is used. Figure 4.5c shows that in this case the integrator
time scales more than quadratically. In addition to that, the number of ODE
evaluations also rises. The computation time per ODE evaluation however
scales linearly with the problem size.
The third benchmark assesses how computation time scales with the number
of components that are connected to a single zone, since detailed zone models
may contain a large number of components. A polygon-shaped zone with
n sides is therefore modelled. The zone consists of n walls, a floor and a
ceiling that contains a window. This model was simulated for increasing
values of n. Figure 4.5d shows that normalised ODE evaluation time and
the number of ODE evaluations again rise linearly with the problem size.
The integrator time seems to rise less than linearly with the number of walls.
Figure 4.5e however illustrates that this is caused by the fact that a relatively
large number of state variables originate in the floor and ceiling, which offsets
the curve. Between the integrator time and the number of states, there does
exist a quadratic relation. Figure 4.5f uses benchmark three to compare
the normalised ODE evaluation time of the default IDEAS implementation
(ODE1) with an implementation that uses the design choices from Section
4.4.2.1 (ODE2). The old design choices would have caused an ODE evaluation
time that scales nearly quadratically with the number of components.
These results indicate that computation time for evaluating the ODE equations
scales linearly with the model size. Dassl integration time scales more than
quadratically for models with different excitations, while Euler integration
time scales linearly with the problem size. Non-optimised design choices lead
to an ODE evaluation time that scales quadratically instead of linearly with
the number of zone components.
We therefore conclude that the variable time step solver Dassl can be used for
relatively small and simple problems. For larger problems Euler integration
can be faster, depending on the model time constants, which allows large
IDEAS models to be solved with a computation time that scales linearly with
problem size. These conclusions are in line with the results presented in
Chapter 3, where Euler integration was orders of magnitude faster than Dassl
when simulating Solarwind using IDEAS.

4.5

Verification

The IDEAS building library is verified using several approaches to ensure
consistency and correctness of the library implementation and results. Firstly,
we verify the code by checking conservation of energy during simulation and
verify consistency of the results with earlier code versions through the use of
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unit tests during development. These checks help to detect implementation
errors. Secondly, IDEAS simulation results are compared with other tools
using IEA EBC BESTEST. This check helps identifying implementation errors
or model inaccuracies. Finally, the IEA EBC Annex 58 twin house experiments
are used to compare IDEAS results against measurement data, which provides
an estimate of the absolute accuracy of the library.

4.5.1

Individual model verifications

IDEAS allows verifying conservation of energy. When this option is enabled,
the energy flows across the outer component boundaries are integrated and
added to the internal energy of all components and zones. This sum should
be a constant value when all energy flows are accounted for. In a 9-zone house
model this check leads to an accumulated error in the order of 10−4 J for a
simulation of one week. The total energy content of the building is in the
order of 1010 J. Based on these two figures the precision can be estimated to
be in the order of 10−14 , which is reasonably close to the machine precision
of 10−16 . Therefore this error is assumed to originate from the numerical
integrator or other numerical computations.
To guarantee consistency during model development, the unit test methodology from the IBPSA library is used 148 . The IDEAS library contains example
models that test the building components. These examples include 1) tests
of individual components, such as the zone or shading models, 2) tests that
demonstrate the difference in results between two model options or 3) tests
of groups of models (e.g. the BESTEST models). A unit test that stores the
numerical results is added for each example. Whenever changes are made to
the library the unit tests are run and the numerical results are compared with
the old results. If the results change or when the model produces errors, the
model developer has to inspect and fix or accept the differences before the
changes are added to the library.

4.5.2

BESTEST

The thermal building component models are verified using the BESTEST
(short for ‘building energy simulation test and diagnostic method’). 80,14 The
method implies an inter-model comparison between simulation tools for a
set of test cases focusing on peak heating and cooling loads, annual heating
and cooling demands and thermal comfort assessment. In this work only the
basic test cases as described in 14 are discussed. Here, the total annual required
energy for heating Eh and cooling Ec and peak heating Ph and cooling Pc
loads are compared for a series of low mass one-zone buildings (600 series)
and a series of heavy mass buildings (900 series) where strict temperature
boundaries are tracked by an ideal heating and cooling system. Moreover free
float minimum (↓), average (T̄) and peak (↑) temperatures [ ◦ C] are reported
for a subset of these cases indicated with ‘FF’.
Figure 4.6 presents a comparison of these results ri between IDEAS 1.0,
EnergyPlus 8.3.0-b45b06b780 and the minimum, mean (r̄i ) and maximum
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Figure 4.6: Comparison of IDEAS (◦) BESTEST results with EnergyPlus (×)
and the minimum and maximum (error bars) and mean (•) results of other
building energy simulation tools. For series 600 and 900: the normalized
annual heating loads EH , the normalized annual cooling loads EC , the
normalized peak hourly averaged heating loads PH and normalized peak
hourly averaged cooling loads PC are presented. For four free float (‘FF’) cases
the normalized minimum (↓), average (T̄) and maximum (↑) temperatures are
reported.
of the results of ASHRAE Standard 140 14 extended with BLAST 3.0-334
and DOE2.1E as reported by Henninger and Witte 58 . EnergyPlus results
are reported since it is a well established tool and since recent results are
available. The results are presented as relative errors ei , which are defined as
ei = (ri − r̄i ) /r̃i where r̃i = r̄i for series 600 and 900 and r̃i = 20K for the free
float cases.
Overall, the results of IDEAS are within the range of reference results obtained
by EnergyPlus and the other building energy simulation tools. The results
fall outside the error bars three times (cases 930, 650 FF and 950 FF). For
these cases a similar or stronger excursion of the error bars is observed for
EnergyPlus. The peak heating and cooling loads are often below the reference
result average. However, the results of EnergyPlus are on average even lower
such that we consider these results acceptable. Only for case 630 and for case
930 IDEAS computes a total cooling load that is significantly larger than the
mean and EnergyPlus results. Since these results are still well within the error
bars, they are considered acceptable.

4.5.3

Twin houses

Given the limitations of an inter-model comparison and the theoretical nature
of the above 600- and 900-series of BESTEST, the thermal building models
are additionally verified with the Twin House experiment conducted in IEA
EBC Annex 58. The method implies a comparison of simulated temperature
profiles and heating loads obtained by the multi-zone model against the
measurements of the Twin House experiment. Firstly the experiment is
described, then the model implementation is discussed and finally selected
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results are presented. The model implementation is available in package
IDEAS.Examples.TwinHouses. This comparison was published earlier by
Jorissen, Reynders, Baetens, Picard, Saelens, and Helsen 78 . The PhD candidate
contributed to this work by reviewing and revising the model implementation,
adding unit tests, creating Figure 4.9 and by revising this section. The initial
model development was not performed by the candidate. The measurement
data from Annex 58 is used.
4.5.3.1

Experiment description

This section gives a brief overview of the experiment description. A full description together with the available data files can be downloaded from http:
//dx.doi.org/10.15129/94559779-e781-4318-8842-80a2b1201668.
The
considered experiments are conducted in the N2 building at the Fraunhofer
institute in Holzkirchen (Figure 4.7).
For the experiment only the ground floor of the building was used, while the
attic and cellar were heated to obtain a constant temperature. The ground
floor consists of 7 zones (Figure 4.7) and is divided into 2 parts, i.e. the
controlled zones and the boundary zones. The controlled zones consist of the
4 south-oriented rooms: the living room (1), the corridor (2), the bathroom
(3) and the bedroom (4). The North-oriented rooms, i.e. the kitchen (5), the
doorway (6) and the parent bedroom (7) are referred to as the boundary zones
since they are heated to a constant set-point temperature equal to that of the
attic and the cellar. The doors between the controlled and boundary zones
have been sealed. In contrast, the doors between the controlled zones are open
to allow for a strong mixing of the indoor air.
The building has a ground floor area of 100 m2 and is constructed and
insulated in line with the German energy code (EnEV 2009). The outer walls
are exterior insulated brick walls with U-values between 0.20 W/(m2 K) and
0.27 W/(m2 K). The windows have double-pane thermally insulating glazing
with a U-value of 1.2 W/(m2 K) and g-value of 0.57.
A balanced ventilation system is used for the controlled zones. A constant air
flow rate of 60 m3 /h is supplied to the living room and extracted from the
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bathroom (30 m3 /h) and the bedroom (30 m3 /h).
The air-tightness of the dwelling was measured using a blower-door test,
resulting in an n50 -value of 1.67 ACH. A more detailed description of the
building and its thermal properties is presented by Strachan et al. 125 .
Experiment 2 for building N2 is considered in this work. For this experiment,
the full test sequence consists of a combination of a constant temperature
initialisation period, free-floating temperature periods, constant temperature
periods, and randomly ordered logarithmically distributed binary sequences.
The used temperature sensors have accuracies between ±0.04 K and ±0.14 K
and their measurements are assumed to be correct in the following discussion.
4.5.3.2

Model implementation

The building is implemented using a 7-zones model. The thermal properties
and building geometry are implemented according to the modelling
specifications provided in the common exercise of Subtask 4 of the IEA
EBC Annex 58 125 . Some physical phenomena, such as thermal bridges
and temperature driven inter-zone airflow through open doors, are not yet
integrated into IDEAS v1.0 and are therefore not simulated in the model. The
modelled airflow between the rooms of the south zones only includes the flow
rates induced by mechanical ventilation.
The heating system consists of electric resistance heaters of which the electrical
power use P(t) was measured during the experiments. The electric heaters
are modelled using Equations (4.27)-(4.28)
Q̇con,ext (t) = (1 − f rad ) P(t)

(4.27)

Q̇rad,ext (t) = f rad P(t)

(4.28)

where the radiant fraction f rad equals 0.3 as prescribed in the experiment
description. The heating system control for the controlled zones is split into 4
periods in which sequentially the measured indoor temperature and the heat
input are tracked. During constant temperature periods, the measured air
temperature is tracked using a proportional controller. Since the measured
temperatures are tracked, the measured and computed heating powers can
be compared during these periods. During other periods, P(t) equals the
measured heating power and the measured and computed air temperatures
are compared. The north zones (zones 5-7) use a proportional controller with
a set-point temperature of 22 ◦ C.
As prescribed, an additional convective heat loss is introduced in zone 5
(kitchen), which results from an uninsulated ventilation duct that passes
through the room. The heat flow rate is computed from the measured flow
rate and inlet and outlet temperatures and averages −37 W.
4.5.3.3

Verification results

Figure 4.8 and Figure 4.9 show verification results of the second experiment of
building N2. These figures are only shown for the living room since it contains
the most monitoring equipment. Rooms 2, 3 and 4 display mean absolute
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Figure 4.8: Comparison of measured living-room air temperature at a height
of 110 cm (‘Measured’) and the simulated air temperature obtained for IDEAS
(‘IDEAS’) and in the IEA EBC Annex 58 common exercise (‘Annex 58’).
temperature errors of 1.48 K, 0.79 K and 0.74 K compared to 0.49 K for the
living room. These larger errors may be explained by the fact that IDEAS
currently only simulates forced convection between zones and no natural
convection through open doors. This hypothesis is mainly supported by the
time lag in the simulated temperature variations of zone 2 compared to the
temperature variations in zone 1. This time lag is not visible in the measured
data, suggesting a higher thermal coupling in reality.
Figure 4.8 compares the living room air temperature to the measured indoor
air temperature at a height of 110 cm above the floor and to the results
obtained by other simulation tools in the context of Subtask 4 of the IEA EBC
Annex 58. Results are shown between April 28th and May 14th since in Figure
4.9 the largest deviations were obtained during this period. With a root mean
squared error (RMSE) of 1.21 ◦ C compared to the measured data, the IDEAS
building model is well within the range of the other simulation tools 125 . For
the other tools RMSE values are between 0.62 ◦ C and 2.62 ◦ C with an average
of 1.74 ◦ C. Unfortunately, a comparison to specific modelling tools is not
possible as the Annex 58 results are treated anonymously.
Figure 4.9 allows a more detailed analysis of the experiment results. The
first and second subplots respectively show heating powers and zone air
temperatures. Note that the heating power was not logged for a few hours
on the 17th of April and therefore the first and last measurement points are
linearly interpolated on the figure during this period. The third subplot shows
the computed diffuse and direct solar irradiation, which is an important input
to the model. The last subplot shows a detailed comparison of measurements
and simulations along the cross-section of the west oriented outer wall of the
living room.
During the free float period (April, 17-22), the house thermal dynamics are
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Figure 4.9: Verification results of Twin House building N2 experiment 2 for
the living room. Results denoted using ‘M’ and ‘S’ respectively correspond to
measured or simulated results. The top subplot displays the measured and
simulated radiator thermal power. The second subplot shows the well mixed
simulated air temperature and the measured air temperature at three heights.
Direct (dir) and diffuse (dif) solar irradiations of the door and south or west
oriented windows are indicated in the third subplot. The bottom subplot
contains detailed measurement and simulation data for the west oriented
outer wall of the living room.
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well predicted with errors of about 0.5 K. The first subplot shows that the
heating power requirements are underestimated (11-16 %) when tracking
the set point temperature. Conversely, when tracking the heating power,
the zone temperature exceeds the measured temperature with maximum
temperature deviations of 2.6 ◦ C. In the second free float interval (May, 9-12)
the temperature dynamics are also correctly predicted, but a fixed temperature
difference exists since the initial temperature of this period is overestimated. A
systematic temperature overestimation is also seen during the constant heating
period starting on May 4th . All these effects may be caused by the simplified
well-mixed air model that is used in the simulations. This model may not be
sufficiently accurate since the measurements show strong stratification with
higher temperatures at the top of the room. This concentrates heat dissipation
at the top of the room and causes relatively low temperatures in the lower
parts of the room, also after the heating period has passed. Moreover, the
temperature at a height of 110 cm may not longer represent the average air
temperature in the room, as assumed in the model comparison.
The outer wall cross section temperatures are well predicted although
relatively large outside wall surface temperature deviations are observed
during periods of high solar irradiation, which suggests that the outside
heat transfer models could be improved. The simulated inside wall surface
temperature is lower than the measurements during constant temperature
periods. This may be caused by the location of the sensor, which is higher
than the temperature sensor used for controlling the air temperature.
Although this verification shows that IDEAS is able to correctly predict most of
the thermal dynamics and is well within the range of other BES tools, further
detailed measurements are needed to clarify the origin of the deviations with
more certainty. More detailed zone air models and inter-zonal air exchange
could further improve the results. Nonetheless, it is found difficult to pinpoint
specific model deficiencies based on measurements on building level.

4.6

Conclusion

This chapter presents the building models of IDEAS v1.0. The main physical
modelling principles are explained and corresponding equations are presented.
Usability aspects are discussed, which demonstrate practical usability of
IDEAS.
In the second part of the chapter, specific design choices of the library are
motivated and checked using benchmarks showing that the computation time
of IDEAS scales linearly to quadratically with the model size depending on
the used solver. Especially the steps taken to avoid algebraic loops proved to
significantly reduce the computation time. Implicit variable time-step solvers
such as Dassl can be used for small problems, while explicit integrators such
as Euler are suggested for large problems.
Finally, the library is verified using several approaches. Both an inter-model
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comparison using the IEA EBC BESTEST and a verification against measured
data from the Twin House experiments show that model accuracy falls within
the range of other BES models.
We conclude that IDEAS has been revised and extended such that the
library can be used to model building envelopes in a detailed way, including
Solarwind, with reasonable computation times. The required changes have
been applied to the library and were verified. Moreover, usability aspects have
been addressed compared to earlier versions of IDEAS.

Chapter 5
Hydronic flow network modelling
Chapter 3 presents a methodology for reducing computation time, and
increasing robustness of Modelica models. In Chapter 4 this methodology was
applied to the building component models of the IDEAS library. Similarly,
changes have been made to individual component models of the IDEAS fluid
library within the scope of Annex 60 148,146 and IBPSA project 1. Combining
such component models into an integrated system model often leads to
algebraic loops. This is especially true for flow networks and hydronic flow
networks in particular, since they have an unstructured layout compared to air
flow networks. These algebraic loops can significantly slow down simulations
and it may not be clear how the high-level guidelines from Chapter 3 can
be applied. In this chapter particular attention is given to the decoupling of
algebraic loops into smaller parts, which is a need that only arises in larger
problems such as Solarwind.
This chapter is based on the publication:
F. Jorissen, M. Wetter, and L. Helsen. Simplifications for Hydronic System
Models in Modelica. Journal of Building Performance Simulation, 2018. doi:
10.1080/19401493.2017.1421263. Published on line
The PhD candidate is the primary author of this paper and performed all
analyses and implementations described in the paper.

5.1

Introduction

The goal of this chapter is to provide a comprehensive overview that explains
the formation of two main types of algebraic loops in flow networks if pressure
drop is computed as a nonlinear function of the flow rate and how they can
be avoided. This discussion should allow Modelica users to gain more insight
into the Modelica toolset, allowing them to simulate larger flow networks
by manipulating the problem structure. The Modelica library developer can
learn how to structure models such that fewer or smaller algebraic loops are
generated. In this chapter we refer to the ‘Annex 60’ library instead of the
IBPSA library since version 1.0 of the IBPSA library was used for this chapter.
The same models are available as part of the IBPSA library.
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This chapter is structured as follows: Section 5.2 first provides background
information that is required to understand the rest of the discussion. Some
background information regarding Modelica is provided, main Annex 60
library equations are presented and algebraic loops are discussed. Section 5.3
outlines the methodology, which consists of three approaches that can be used
to simplify or eliminate algebraic loops and rules of thumb for modelling the
thermal dynamics of hydronic systems. Section 5.4 applies the methodology
to the hydronic system of Solarwind, where an algebraic loop with 86 iteration
variables is split and simplified such that multiple algebraic loops with
no more than 5 iteration variables are obtained. Section 5.5 presents the
conclusions.

5.2

Assumptions and Background

We assume that flow friction is computed using a nonlinear function that
depends on the mass flow rate. Hence, we neglect temperature dependency
of density and viscosity. Further, we assume the flow distribution to be
steady-state.
Algebraic loops are coupled systems of algebraic equations. The type and
configuration of the used HVAC component model equations determine
what algebraic loops exist, but not how they are solved, which is toolspecific. The user chooses the configuration and type of HVAC components.
Therefore, knowing the relevant equations in the used component models and
understanding when algebraic loops are formed is key to understanding the
following discussion. This section therefore provides background information.
Firstly, basic Modelica concepts are explained. Secondly, a qualitative overview
of the relevant equations in typical Annex 60 models is presented. Thirdly, we
discuss how algebraic loops are typically identified and how they are solved.

5.2.1

Modelica background

Modelica models declare a number of variables and contain a number of
equations from which the variables are solved. For pressure drop elements
these equations require boundary conditions from outside the considered
model, and conversely the variables that are defined in a model may become
boundary conditions in a different model. To enable this exchange of
information, Modelica models use ports. Different types of ports exist, e.g.
a RealInput, HeatPort or FluidPort. A RealInput is used to input a real
variable into a model. A HeatPort is used to exchange heat. It consists of one
potential variable, the temperature T, and one flow variable, the heat flow
rate Q̇. A FluidPort represents a fluid connection and consists of variables
representing the pressure at the port, which is a potential variable, the
mass flow rate entering the model, a flow variable, and a stream variable
representing the specific enthalpy of the fluid. A port may declare optional
stream variables such as glycol concentrations and water vapour fractions.
For each stream variable, two associated numerical values exist: one value
assuming the fluid exits the model, which we denote by s and one value
assuming the fluid enters the model, which is denoted using inStream(s).
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See Franke et al. 49 for more information regarding stream variables.
When connecting two or more ports to each other, a connection set is generated.
For each connection set, equations are generated depending on the involved
variable type (potential, flow or stream). The quantities corresponding to
flow variables are conserved such that their values add up to zero. The values
of potential variables are equated. For a connection set that consists of two
ports ‘a’ and ‘b’, the value of the entering stream variable s of ‘a’ equals the
exiting value of s of ‘b’ such that inStream(s a ) = sb and vice versa. When a
connection set consists of n > 2 ports then n mixing equations are generated
such that
inStream(si ) = f (s j , ṁ j )

∀i ∈ {1, . . . , n},

∀ j ∈ {1, . . . , n}\{i }, (5.1)

where si and ṁi are respectively the stream variable and the mass flow rate
corresponding to port i, and f (·, ·) is a function that conserves the product
ṁi si and that has a continuous derivative around zero mass flow rate ṁi 49 .
When s is an enthalpy variable, then this equation corresponds to conservation
of energy.

5.2.2

Annex 60 model equations

Table 5.1 contains an overview of some basic models in the Annex 60 library.
The fluid ports of these models (blue or white-blue circles) may be used to
connect models to each other. The equations that are introduced by connecting
components from the outside were discussed in Section 5.2.1. We now discuss
the relevant equations that exist inside the models that are listed in Table 5.1.
The purpose of this discussion is not to be complete, but rather to show the
main variable dependencies that are relevant for this discussion. The total set
of equations determines what algebraic loops are formed, if any. This will be
discussed in Section 5.2.3. We consider two groups of equations: equations
associated to pressures and mass flow rates, and equations with properties
that are carried by the flow, e.g., enthalpy and mass fractions.
In the following discussion, we assume that each component enforces
conservation of mass such that the sum of the mass flow rates entering
and exiting through all fluid ports equals zero. This property is satisfied when
using the default Annex 60 water Medium. For air media this may not be the
case when air is configured to be compressible.
At this point, we note that in this work, we are concerned with the situation in
which the mass flow distribution is computed based on non-linear flow friction.
This is how most users use Modelica. However, Annex 60-based libraries allow
three options: Firstly, all flow resistance can be modelled using nonlinear
functions of the flow rate, and for valves and dampers, the valve and damper
position. This is the most detailed situation, which we examine in this work,
since such models are required for computing the flow rates when reducing
the pump head as part of an MPC implementation. Secondly, the nonlinear
flow resistances can be replaced by linear functions using a parameter, which
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greatly simplifies the flow network. Thirdly, the flow resistances could be
removed by setting the pressure drop at design flow to zero. In this case,
the flow rates can be prescribed in each flow branch, as it is typically done
in building simulation tools such as EnergyPlus and TRNSYS. Moreover, we
note that although EnergyPlus computes flow friction for hydronic plants,
it does so by prescribing for each parallel flow branch the mass flow rate,
and then adding what is called in its documentation an “imaginary valve”.
These imaginary valves adjust the pressure drop in order to get consistent
pressure at the flow junctions. Hence, to avoid nonlinear systems of equations,
EnergyPlus simplifies the physics by prescribing the flow rate and adding
artificial pressure drop elements. Furthermore, it places various restrictions to
the locations where users are allowed to add pressure drop elements 133 .
5.2.2.1

Pressure drop

PressureDrop is a generic component for modelling pressure drops as

∆p(t) = sign(ṁ(t))



ṁ(t)
k

2
(5.2)

where ∆p(t) is the pressure difference between the two fluid ports of the
component, ṁ(t) is the mass flow rate through each of the fluid ports of
the component and k is a flow coefficient that is computed using a nominal
value for the pressure drop and the mass flow rate. Note that a regularisation
around zero flow is implemented for |ṁ(t)| < ṁturb , where ṁturb is the mass
flow rate around which turbulence occurs. See Appendix Section A.2.1 and
Wetter et al. 148 for more details.
As explained in Chapter 3, it can be more efficient to use the inverse of (5.2).
Therefore Annex 60 component models that generate pressure drop equations
allow switching between (5.2) and its inverse,
ṁ(t) = sign(∆p(t))k

q

abs(∆p(t)).

(5.3)

The switch is done using a boolean parameter from_dp. The PressureDrop
model is isenthalpic. When the flow in a model never reverses, the exiting
enthalpy value of the upstream port is never used, therefore its value can
be set to anything, which may reduce model complexity. The user can flag
this for most models using a boolean parameter allowFlowReversal. The
implementation is
hb (t) = inStream(h a (t)),

(5.4)

h a (t) = if allowFlowReversal then inStream(hb (t)) else h0 ,

(5.5)

where hb (t) and h a (t) are the enthalpies leaving through the upstream and
downstream port, and h0 is a default enthalpy.
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Table 5.1: Illustration and short description of the main component models
that are used in the example models.
Icon

5.2.2.2

Description

Source

PressureDrop: Pressure drop element that computes
p
2
∆p = sign(ṁ) ṁk
or ṁ = sign(∆p)k abs(∆p)
depending on the value of parameter from_dp.

Annex 60
v1.0 148

MixingVolume: This component mixes all incoming fluids
and causes no pressure drop.

Annex 60
v1.0 148

Two-way valve: This computes the same equation as
PressureDrop, but instead of a parameter, k is a function
of the control signal of the valve.

Annex 60
v1.0 148

Junction: This component connects one instance
of PressureDrop from each of the three ports to a
MixingVolume, which can optionally be removed using
a parameter. The three k values are computed from
parameters.

Annex 60
v1.0 148

Three-way valve: This component internally connects
one two-way valve between each of the black valve legs
to a MixingVolume, which is also connected to the white
valve leg. The MixingVolume can optionally be removed.

Annex 60
v1.0 148

Boundary: Used to set the absolute pressure at a point in
the hydronic system.

Annex 60
v1.0 148

Pump: The pump used in this work sets ∆p to a control
input, or sets the speed N of the pump such that ∆p =
f (ṁ, N ), where N is the control input.

Annex 60
v1.0 148

Component that exchanges heat between two fluid
streams and that uses one PressureDrop for each fluid.

Custom

HeatPump: Identical to the heat exchanger in terms of
pressure drops, but with thermodynamics of a heat pump.

Cimmino
and
Wetter 28

Mixing volume

A MixingVolume represents a fixed volume of mass that mixes perfectly with
all entering fluid streams. It has a vector of fluid ports, which can have any
size n. This component causes no pressure drop, hence the pressure at all its
ports is the same. The main purposes of a MixingVolume are 1) to define a
time-dependent state for the mass and energy contained within the considered
volume and optionally 2) to exchange energy with a fluid stream through its
heat port.
The main model equations assuming a medium with constant density and
mass fractions and a state variable representing energy dynamics are
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∑ ṁi (t) = 0,

(5.6)

i

p i ( t ) = p1 ( t )

∀i ∈ {2, . . . , n}, (5.7)

Ḣi (t) = semiLinear(ṁi (t), inStream(hi (t)), hi (t))

∀i ∈ {1, . . . , n}, (5.8)

dH (t)
= Q̇(t) + ∑ Ḣi (t),
dt
i
hi ( t ) =

(5.9)

H (t)
m

∀i ∈ {1, . . . , n}, (5.10)

T (t) = f T (h1 (t)).

(5.11)

Equation (5.6) expresses conservation of mass for all mass flow rates ṁi (t)
flowing into port i. Since this model has no flow friction, all port pressures
pi (t) are equated in Equation (5.7). Equation (5.8) computes the enthalpy flow
rate Ḣi (t) for port i where hi (t) and inStream(hi (t)) are the specific enthalpies,
assuming that the fluid is exiting or entering through port i. semiLinear(·, ·, ·)
is a Modelica-specific function defined as
semiLinear( a, b, c) = if

a>0

then

ab

else

ac.

(5.12)

This function either adds or subtracts energy from the mixing volume,
depending on the flow direction. Equation (5.9) determines the time-derivative
of the enthalpy H (t) of the mixing volume. Q̇(t) represents the heat flow rate
added to the volume through the heat port. The enthalpy is used in (5.10)
to compute the specific outlet enthalpy of each port and is used in (5.11) to
compute the heat port temperature T (t) using a function f T (·). m is the mass
contained by the mixing volume.
What equations are solved for what variables depends on what components
are connected to the ports of the mixing volume. A component c1 that is
connected to the heat port may for instance set the value of T (t), meaning
that the equations need to be solved for Q̇(t), while component c2 may set a
value for Q̇(t) in which case the equations need to be solved for T (t).
5.2.2.3

Two-way valve

The Annex 60 library version 1.0 contains models for five two-way valve
types. Four of these models are very similar to the PressureDrop model
except for how the flow coefficient is computed. The coefficient k(t) now
equals g(y(t)) where y(t) is the valve control signal and g(·) is the valve
characteristic, such as an equal percentage valve. Each two-way valve has its
own implementation for g(·). Moreover, the input signal is filtered by default,
which introduces a state variable for the valve control signal. The fifth valve
model, TwoWayPressureIndependent, uses a flow function that is pressure
independent if a minimum pressure difference is available.
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Junction

The Junction model allows three fluid flows to be connected. Each leg of
the junction contains a PressureDrop component that connects it to a central
MixingVolume. The Junction can be configured to have no pressure drop
for its legs and the MixingVolume can be removed by setting the thermal
dynamics to SteadyState. The default stream implementation (5.1) is then
used to compute the outlet enthalpy.
5.2.2.5

Three-way valve

The three-way valve models are similar to the Junction models, except that
the white branch in the icon has no flow friction and the black branches
contain two-way valves instead of the PressureDrops. An input control signal
and corresponding filter are added similar to the two-way valve model.
5.2.2.6

Boundary

The Boundary model sets boundary conditions for the pressure and specific
enthalpy or temperature.
5.2.2.7

Pump

Three types of pumps exist in the Annex 60 library. An input control signal
either prescribes the pressure head of the pump, the mass flow rate through
the pump, or the pump speed. The pump also contains a MixingVolume
that represents the thermal mass of the pump. By default a heat flow rate
corresponding to the pump heat dissipation is injected in the MixingVolume.
5.2.2.8

Heat exchanger

This model exchanges heat between two fluid streams. Each side of the
heat exchanger contains a PressureDrop. The exchanged heat flow rate is
computed from the four inlet enthalpies, but only two of the inlet enthalpies
are used, depending on the flow direction. When allowFlowReversal=false
only the two inlet enthalpies of the design flow direction are used. The heat
flow rate is used to compute the outlet enthalpies.
5.2.2.9

Heat pump

A heat pump is similar to a heat exchanger. The main differences are
that a different function is used to compute the heat flow rate and two
MixingVolumes are used to represent the condenser and evaporator. The heat
flow rates are injected in these volumes.

5.2.3

Algebraic loops

Depending on what equations are used in components and how they are
connected, algebraic loops may be formed. We first discuss a simple example,
after which the solution algorithms are discussed in more detail.
Example Figure 5.1 shows an example model. One PressureDrop component
and one two-way valve are connected to two pressure boundaries with fixed
pressure such that mass flows from the high pressure boundary sou through

Part I. Simulation
Chapter 5: Hydronic flow network modelling

86

ramp

duration=1

sou

psou

res

sink

pmid

val

psink

Figure 5.1: Example circuit with four components: two pressure boundaries,
one valve and one fixed resistance pressure component.
res and val to the low pressure boundary sink. Such a model could be
solved based on the following reasoning.
Each port is connected to exactly one other port. Since pressures are potential
variables, the pressure at the left port of res equals the pressure of the port
of sou. Typically Modelica tools consider one of the variables to be an alias
variable of the other variable. The alias variables are then eliminated from
the problem, which simplifies computer algebra since fewer variables remain.
Similarly, the pressure at the right port of val is an alias variable of the
pressure of sink and the mass flow rates through these components are alias
variables of each other. The values of the remaining pressure variable, the
mass flow rate and the enthalpies need to be solved using a combination of
computer algebra and numerical solvers.
The mass flow rate through this system can be computed from (5.2), which
is contained by res. To compute the mass flow rate, the pressure difference
over res needs to be known. This pressure difference equals the pressure
difference between sou and sink minus the pressure drop of val, which in
turn depends on the mass flow rate through val. Since mass is conserved, the
mass flow rate through val equals the mass flow rate through sou, meaning
that the mass flow rate through val needs to be known. This is however the
variable that we were trying to solve for. This example illustrates that even
for this simple example, an algebraic loop is formed that requires a system of
equations to be solved simultaneously. The process how algebraic loops are
detected and how they are solved is now explained in further detail.
Algebraic loop identification When translating a Modelica model, the Modelica
translator collects all equations and all variables of the model. Computer
algebra is then used to identify what equations depend on what variables.
This information can be represented using an incidence matrix, which contains
rows of equations i = {1, . . . , n} and columns of variables j = {1, . . . , n}. If
equation i depends on variable j, the element (i, j) contains 1, otherwise it
contains 0. This information is used in Tarjan’s algorithm 130 to define which
equation is solved for which variable and in which sequence they are solved.
The algorithm effectively restructures the incidence matrix by reordering the
equations (rows) and variables (columns) such that the matrix becomes Block
Lower Triangular (BLT). When there are no algebraic loops, the BLT is lower
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triangular. In such a matrix, the first equation e1 uses only one variable v1 .
Therefore e1 must be solved for v1 . The second equation uses a maximum
of two variables, of which one is v1 , which was solved from e1 . Therefore e2
must be solved towards v2 using the known value of v1 . This way all variables
can be solved sequentially.
When algebraic loops exist, this sequential evaluation is not possible since
there exist mutual dependencies between variables such as illustrated in the
example. For each algebraic loop Tarjan’s algorithm then identifies an equation
set E and variable set V that need to be solved simultaneously. These sets
appear as blocks on the diagonal of the BLT. Once the algebraic loop is solved,
the resulting solutions can be used to evaluate the part of the BLT that appears
below the algebraic loop equations.
Algebraic loop solution Algebraic loops consist of a set of m equations E that
depend on m unsolved variables in V = {V1 (t), . . . , Vm (t)} , and that may
depend on state variables S that are computed by the time integrator and
solved variables V̄ that were computed earlier in the BLT. For algebraic loops
the equations cannot be reordered such that they can be solved sequentially.
Therefore these equation sets are solved differently, depending on the equation
type and the solver implementation. In the following discussion, we assume
that E contains non-linear once continuously differentiable equations, that a
unique solution exists, and that the equations are solved using a Newton-type
solver.
(0)
(0)
A Newton solver assumes m initial values {V1 (t), . . . , Vm (t)} and iteratively
solves the equations. Unless the initial values are correct, the right and left
hand sides of equations E return a different numerical value, implying that
the equations are not satisfied. The equation residuals, i.e. differences between
the left hand sides and right hand sides, and the Jacobian are typically used
to compute the next values of the iteration variables. This can be repeated
until a solution is found for which the residuals satisfy an error check.
This formulation requires a linear system of m equations to be solved, which
may scale as O(m3 ). Elmqvist and Otter 43 describe tearing, where only
a subset of V is used as iteration variables and the remaining variables
are computed by solving them analytically from the iteration variables and
equations E. This can significantly reduce the number of iteration variables
and therefore also the computational cost.

5.3

Methodology

Large algebraic loops lead to longer computation times and may cause the
solver to not converge. This section explains three main approaches how
algebraic loops can be simplified or avoided. Firstly, algebraic loop equations
can be simplified by using known analytic solutions. In this case, the user
replaces a set of equations by a known analytical solution for these equations.
Secondly, algebraic loops can be broken, by which we mean that they either
disappear, or they are split into smaller parts. Thirdly, algebraic loops can be
restructured. In this case, the structure of the equations changes. Moreover,
Section 5.3.4 discusses how hydronic system thermal dynamics can be lumped
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in order to obtain faster models without introducing algebraic loops.

5.3.1

Using analytic solutions

In some cases, an analytic solution for the system of equations, or for a part of
it, may exist. These analytic solutions are often not detected by solvers, but
they can be introduced by the user.
A simple example is a series configuration of two PressureDrop components
c1 and c2 . Each PressureDrop uses nominal pressure droppparameter ∆pnom
and nominal mass flow rate ṁnom to compute k = ṁnom / ∆pnom . The two
PressureDrops can be replaced by a single PressureDrop with ∆pnom =
∆pnom,1 + ∆pnom,2 . The two pressure drop equations are then replaced by a
single pressure drop equation that produces the same result. Moreover, the
number of variables that needs to be computed is reduced.
This can also be illustrated using the equations corresponding to Figure 5.1.
From the connections and equations it follows that ṁres (t) = ṁval (t) = ṁ(t)
and furthermore:


ṁ(t) 2
psou (t) − pmid (t) =
(5.13)
kres

pmid (t) − psink (t) =

ṁ(t)
k val (t)

2
.

(5.14)

Variable pmid (t) can be eliminated as






ṁ(t) 2
ṁ(t) 2
1
1
2
psou (t) − psink (t) =
+
+ 2
= ṁ(t)
k val (t)
kres
k val (t)2
kres
(5.15)
and then solved for ṁ(t) as
v
u
u psou (t) − psink (t)
ṁ(t) = t
1
+ k21
k ( t )2
val

(5.16)

res

to obtain an explicit analytical solution for this algebraic loop that computes
psou (t) − psink (t) from ṁ(t), or vice versa, without considering pmid (t). These
symbolic manipulations are not obvious for most solvers, but they can be
integrated by the user through the use of valve parameter dpFixed_nominal.
These two examples illustrate that analytic solutions for series components
can be used when they use the same pressure drop equation and they
transition to laminar flow at the same mass flow rate. For parallel and
other configurations, analytic solutions may also exist but they are harder to
integrate into existing models in a user-friendly way. However, base circuit
models could be developed similar to those presented by Vandenbulcke
et al. 134 to accommodate such functionality. Ideally Modelica tools would
integrate these solutions into their solvers such that they are implemented
automatically.
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Algebraic loop splitting

Engineering insight sometimes allows to remove or simplify equations. Such
simplifications could change certain equations in E such that they only depend
on state variables S and on known variables V̄ instead of on the algebraic
loop variables V. That equation is then no longer part of the algebraic loop.
A second way to split algebraic loops is to replace one or more algebraic
equations that solve for V by differential equations. The corresponding
algebraic variable in V then becomes a state variable, which is computed from
a differential equation. Differential equations are evaluated by the integrator,
and hence are already known when the algebraic equations are evaluated.
This may break algebraic loops, but it introduces additional overhead for
the integrator. The introduced states typically have small time constants,
which may cause smaller time steps to be required. This can negatively effect
computation time, see Section 5.3.4.

5.3.3

Algebraic loop restructuring

The Annex 60 library equations are written in an explicit form where the
equation is already solved for one of its variables, see e.g. (5.2) where ∆p(t)
is evaluated explicitly from ṁ(t). When multiple parallel pressure drop
components share the same alias variable ∆p(t), only one distinct variable
∆p(t) can be eliminated since the equations are not inverted by the symbolic
solver. It is therefore more efficient to use its inverse, (5.3). ∆p(t) can then
be chosen as an iteration variable, from which all mass flow rates can be
evaluated using (5.3).
The model structure determines which of the two options is more efficient.
Due to the symbolic algorithm limitations of typical Modelica tools, Annex 60
models contain a parameter from_dp that allows the user to switch between
the two formulations manually. This can lead to a significantly more
efficient evaluation of algebraic loops where a large number of pressure
drop components are connected in series or in parallel.
For flow networks that combine series and parallel connections, we suggest
the following rule of thumb. Whenever appropriate, series pressure drop
components should be eliminated by merging them together, using parameter
dpFixed_nominal and setting dp_nominal=0 in the other components, which
will remove the pressure drop equations. These merged series components
are then connected to each other in parallel. Then set parameter from_dp =
true to ensure that the pressure difference can be used as an iteration variable
to compute the mass flow rate through each parallel branch.
For cases where the resulting algebraic loops are still too complex, using
balance dynamics equations as suggested by Zimmer 157 may offer a solution.
This however requires the balance dynamics equation concept to be integrated
in the Modelica standard.

90

5.3.4
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Thermal dynamics configuration

The discussion thus far only concerned equations solving for pressure drops
and mass flow rates. However, algebraic loops that solve for enthalpies can
be formed too. For the remainder of this section, we assume all mass flow
rates are known. By default, all pumps, three-way valves and junctions
contain a MixingVolume, which introduces an enthalpy state (see (5.9)), due
to which algebraic loops are avoided. Similarly, the control signals of pumps
and valves are filtered by default, which introduces state variables. These
states however have small time constants, by default in the order of 10 seconds,
which can significantly increase the number of steps required by the integrator,
and is considered bad practice by Zimmer 157 . These states can be removed
by setting parameter energyDynamics to SteadyState, which replaces the
MixingVolume by an internal fluid port that acts as a mixing point (see (5.1)).
Replacing state variables in favour of algebraic variables may however lead
to linear algebraic loops, which increases the computation time for each time
step. Thus there exists a trade-off between the computation time per time step
and the total number of time steps.
This section discusses why these algebraic loops are formed and how they can
be avoided such that the overall computation time is reduced through the use
of parameters energyDynamics and allowFlowReversal.
The example at the left of Figure 5.2 is used to illustrate this. The subcircuit is
configured using default parameter value allowFlowReversal = true, which
leads to the variable dependencies as illustrated in Figure 5.2a, and using
energyDynamics = SteadyState such that the outlet enthalpy is computed
using algebraic equations as illustrated in Figure 5.3a. All enthalpy variables
are therefore algebraic variables, which are computed from each other.
Variable dependencies are indicated using arrows. Suppose now that we
want to compute the heat exchanger outlet enthalpy. We then need to follow
the arrows representing the equation dependencies. This shows that the
variable depends on itself, since there exists a path back to the heat exchanger
outlet enthalpy. Consequently an algebraic loop is generated that consists of
the variables connected by red arrows in Figure 5.2a.
The first proposed change to remove these algebraic loops is to set
allowFlowReversal = false in the pump, pressure drop, two-way valve
and heat exchanger. This simplifies Equation (5.5) in each of these models.
However, it should only be used if the user knows that the flow never reverses.
The change results in the structure of Figure 5.2c. It causes enthalpy variables
to depend only on the ‘upstream’ variables. An algebraic loop still exists
as indicated in the figure using the red elements. However, it consists of
fewer equations and variables. Furthermore, all equations can be solved in
sequence, such that only a single iteration variable is required, since all other
variables can be computed from this variable sequentially. In this particular
case Dymola is even able to solve the algebraic loop analytically.
The second change consists of changing the model equations such that some
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Fluid ports
b
a is computed from b
a
a is constant
a

P

dp

State variable

dp

P

Algebraic variable

Variable for enthalpy ﬂowing
out of model of the ﬂuid port

Mixing

(a) Original

Variable for enthalpy ﬂowing
into model of the ﬂuid port
Fluid port

(b) Legend

(c) Simplified

Figure 5.2: Equation structure for enthalpy computations of subcircuit using
original (a) and simplified (c) equations. The equation structure inside the
three-way valves is illustrated by Figures 5.3a and 5.3b. Algebraic loops are
indicated in red.

3 x Eq (1)

Eq (9)
V=V_nominal

(a) Steady state

(b) Dynamic

Figure 5.3: Graphical illustration of junctions or three-way valves for a steady
state (a) or dynamic (b) configuration. Annotations are added that illustrate the
enthalpy equation structure. See Figure 5.2b for a legend of the annotations.
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of the variables that form an algebraic loop become state variables. In the
previous example, one iteration variable sufficed to compute all other algebraic
loop variables in sequence. Therefore, when changing a single algebraic loop
variable into a state variable, all other algebraic variables can sequentially be
solved from this state variable. There is however a choice where the state
variable can be introduced. Typically we want to have the fewest states and the
largest time constants possible. The time constants however cannot be chosen
non-physically large as this would introduce too large an approximation. As
a rule of thumb, we propose to introduce states at the start of a subcircuit in a
model with many ports, since then all outflowing enthalpies of these ports are
fixed to the state value and hence they do not end up in an algebraic loop. To
avoid small time constants, the thermal mass of the state is to be chosen such
that it reflects the lumped thermal mass of the downstream flow leg. This way,
the time constant is relatively large and the introduced state is a reasonable
first-order approximation of the thermal dynamics of the subcircuit.
In the example, the state in the MixingVolume in the three-way valve is used.
Valve output enthalpies are then directly computed from the known state
values as indicated in Figure 5.3b. The real thermal time constant of a threeway valve is in the order of seconds and depends on the flow rate. Such
small time constants may reduce the integrator time step size. Therefore a
thermal mass is chosen that corresponds to the thermal mass contained in the
downstream pipes.

5.4

Results and discussion

We now apply the methodology presented in Section 5.3 to the hydronic
system of Solarwind. Section 5.4.1 introduces the model. Section 5.4.2 shows
how algebraic loops are split by decoupling pressure drop equations of
subcircuits that interact weakly. Section 5.4.3 restructures algebraic loops
through the use of the parameter from_dp to reduce the number of iteration
variables. In Section 5.4.4, the remaining large algebraic loops are split up
further using simplified valve models. Finally, Section 5.4.5 applies the above
described thermal dynamics simplifications. The simplifications suggested in
Section 5.3.1 were already applied in the initial model configuration and are
therefore not discussed in detail.

5.4.1

Case study description

Figure 5.4 shows the hydronic system of Solarwind. The plant is illustrated
in Figure 5.4d. It contains a hot water section that produces hot water for
the Domestic Hot Water (DHW) circuit and for the heating coils in two Air
Handling Units (AHU). Hot water is stored in a hot water storage tank.
Furthermore warm or cold water is supplied respectively for heating or
cooling of a Concrete Core Activation (CCA) ceiling heating or cooling system.
Warm water is produced using four heat pumps and is also used as a heat
source for 24 Variable Air Volume (VAV) heating coils. Heat or cold for the
heat pumps and passive cooling is supplied by a borefield model at the top
left. The subsystem at the top of the hot water storage box consists of three
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Figure 5.4: Modelica model of the Solarwind hydronic system. Lines between
components represent connections. Lines with the same color and line type
indicate that equations corresponding to the linked components form one
algebraic loop. Black connections indicate that the pressure equals the fixed
boundary pressure. The subsystem shown in subfigure (c) and 24 parallel
instances of subfigures (a) and (b) are connected to subfigure (d) using the
indicated ports. A second instance of subfigure (c) is connected to ports h, i,
j of subfigure (d). One large algebraic loop is formed, indicated in red, and
multiple smaller algebraic loops.
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parallel subsystems that each charge one DHW storage tank using a three-way
valve and a pump. Furthermore ports indicated using letters ‘a’ through ‘j’
are external connections to more components outside of Figure 5.4d:
- 24 instances of the VAV heating coil subsystem in Figure 5.4a are
connected to ports ‘a’ and ‘b’ in parallel.
- 2 instances of the AHU heating coil subsystem in Figure 5.4b are
connected to ports ‘c’ and ‘d’ in parallel.
- The CCA subsystem in Figure 5.4c supplies water to the CCA circuits. 5
CCA instances are connected to supply ports ‘e’ and 9 to port ‘f’. Port
‘g’ is a shared return flow port.
- 5 CCA instances are connected to supply ports ‘h’ and 10 to port ‘i’. Port
‘j’ is a shared return flow port.
Unless carefully constructed, a model like this contains large non-linear
algebraic loops. We denote the size of an algebraic loop by (x,y), where
x is the number of equations in the algebraic loop and y is the number of
iteration variables. A partial list of non-linear algebraic loops generated when
using Dymola version 2017FD01 for the model corresponding to Figure 5.4d
is [(259, 86), (3, 1), (3, 1), (22, 4), (7, 2)]. This does not include
algebraic loops related to enthalpy computations, which are discussed in
Section 5.4.5.
Each of these algebraic loops correspond to a specific part of the hydronic
circuit. In Figure 5.4, different colors are used to indicate the subcircuits that
form one algebraic loop. The two algebraic loops with sizes (3, 1) compute
the mass flow rates and pressures of the two fluid loops indicated in green
in the two heat production subcircuits at the bottom left of the figure. The
algebraic loop with sizes (7, 2) solves the blue fluid loop of the borefield.
The algebraic loop with sizes (22, 4) solves the purple algebraic loop at the
primary side of the heat pumps. Most remaining components are coupled
into one large (red) algebraic loop, which has sizes (259, 86). This algebraic
loop cannot be solved by the Newton solver, i.e. the solver does not converge
and the simulation is aborted.

5.4.2

Algebraic loop splitting

Large algebraic loops in flow networks can often be split into smaller parts by
decoupling weakly coupled subcircuits, i.e. circuits where mass flow rates and
pressure drops in one part of the circuit only have a small influence on the
mass flow rates and pressure drops in the other parts. These weak couplings
are often not of interest for building energy simulations and can therefore
be removed. Algebraic loops spanning over two subcircuits can typically be
decoupled by removing pressure drop equations that require mass flow rates
and/or pressure drops of both subcircuits to be known as follows.
Consider for instance the two MixingVolumes ( see Table 5.1) at the bottom
of Figure 5.4d. They represent a supply (left) and return (right) water collector
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of the heat pumps. A bypass between these collectors compensates mass
flow rate imbalances that exist between the heat pump supply pumps and
the warm water demand pumps shown in Figure 5.4a and Figure 5.4c. The
purpose of this bypass is therefore to decouple subcircuits such that the pumps
operate independently from each other. This bypass was however modelled
using a pipe, which causes a pressure drop. The pressure drop ∆pb (t) across
this bypass can be computed from the difference of all mass flow rates flowing
to and from both collectors. These mass flow rates are however a function of
the pressure difference between the collectors, which are in turn functions of
∆pb (t). Hence an algebraic loop is generated, consisting of the equations from
supply and return connections from and to the collectors.
This algebraic loop is split by removing the pressure drop over the bypass
through setting dp_nominal = 0. Since each collector then has the same
pressure, each subcircuit coupled to the collectors can compute the mass flow
rates using the known pressure difference of 0 Pa across the bypass.
A similar bypass consists of the connection made by the storage tank at the
bottom of the ‘Hot water storage’ block in Figure 5.4d. Three subcircuits are
connected in parallel to this storage tank. The first is the hot water production
circuit on the left. The second is the circuit connecting to ports (c) and (d).
The third is the circuit connecting the tank to the heat pump collectors in the
bottom center of Figure 5.4d. The goal of this system design is to allow each of
these subcircuits to inject or withdraw hot water from the tank independently.
Therefore we assume that the pipes are sized sufficiently large such that the
mutual influence created by the pressure drops is negligible. Furthermore a
pressure independent valve is used to control the mass flow rate in the heat
production circuit. This valve contains an internal control loop that tracks the
flow rate set point such that the flow rate is not influenced by the pressure
difference across the valve provided sufficient pressure is available. The
second subcircuit is connected to long pipes. The pressure drop of these pipes
is significantly larger than the pressure drop over the short pipes towards the
heat storage tank. The connection to the warm water collector is not used
in practice and therefore its mass flow rate is always zero. Therefore, the
pressure drop across the heat storage tank can be neglected, since it will not
significantly influence the mass flow rates in the circuits.
More bypasses are formed by the two Junctions at:
- the bottom right in Figure 5.4d,
- ports (c) and (d),
- the subcircuit at the top in the ‘Hot water production’ part.
The pressure drops generated by these bypasses are also removed.
The result of these simplifications can be seen by comparing Figure 5.4 and
Figure 5.5. Black lines in both figures indicate connections for which the
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Figure 5.5: Illustration of algebraic loops when bypasses cause no pressure
drops. The large algebraic loop is split into smaller parts.
pressure along the line is fixed and equal to the boundary condition pressure
set by component pAbs. After the simplifications a significant part of the
system is at the fixed boundary pressure. This causes the algebraic loops to be
split up into smaller parts. The original algebraic loop with size (259, 86) is
split into smaller algebraic loops with sizes [(65, 28), (55, 25), (34, 5),
(21, 4), (12, 2), (7, 1), (7, 1), (7, 1), (6, 1), (3, 1)]. Each set
of red connections in Figure 5.5 that is separated from other components by
black connections represents one algebraic loop.
After these simplifications most algebraic loops have only a few iteration
variables. However, two algebraic loops with 28 and 25 iteration variables
remain. In the next section these algebraic loops are restructured such that
the number of iteration variables is reduced further.

5.4.3

Algebraic loop restructuring

Consider the algebraic loop with sizes (55, 25). It computes the mass flow
rates through 24 valves that are connected in parallel to ports (a) and (b)
(see Figure 5.4a). Each valve contains a pressure drop equation, which by
default uses from_dp = false such that (5.2) is used. In order to compute
the 24 mass flow rates through the 24 parallel branches, each mass flow rate
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must either be an iteration variable of the algebraic loop, or it must be solved
from an equation using the iteration variables. The algebraic loop contains 26
equations in which the 24 ṁi (t) variables appear:
- 24 instances of (5.2): 1 for each valve,
- conservation of mass at port (a): ∑ ṁi (t) = ṁ a (t),
- conservation of mass at port (b): ∑ ṁi (t) = ṁb (t).
Equation (5.2) cannot be solved analytically for ṁ(t) unless the function is
symbolically inverted by the solver, which does happen in Dymola for the
analysed cases. The other two equations are linear equations that may be
solved symbolically for the mass flow rates. This means that only 2 equations
can be solved towards mass flow rates. This is 22 equations too few, so at
least 22 mass flow rates need to be iteration variables. Due to the additional
equations introduced by the pipes, valve and pump, the total number of
iteration variables is 25: 23 instances of ṁi (t) and the mass flow rate through
ports (a) and (b).
As explained in Section 5.3.3 the problem structure forces the solver to use
many iteration variables, which can be overcome by setting from_dp = true
in the valve models. The solver should then be able to identify that all valves
have the same pressure drop and hence a single iteration variable can be used.
However, Dymola 2017FD01 does not identify that the pressure drops are alias
variables and therefore they are not eliminated. Hence 24 iteration variables
are required. Further simplifications of the flow network are required before
the alias variables are identified. In this case the PressureDrop components
that are connected to ports (a) and (b) can be merged into one PressureDrop
component since the same mass flow rate flows through them. When the
PressureDrops are merged, a solution is found where only a single iteration
variable is required: the pressure at port (a). Using this iteration variable,
the mass flow rates through all valves can be computed. This determines the
total mass flow rate through the left PressureDrop component, from which its
pressure drop is computed since this component by default has from_dp=false.
The pump prescribes the pressure difference across the pump such that the
pressure at its inlet may be computed from this set point and the computed
pressure drop. Finally that pressure may be used to compute the mass flow
rates through the two branches of the three-way valve, which by default have
from_dp=true. The residual equation equals the sum of the mass flow rates of
the three-way valve ports.
Similarly, from_dp=true was set for the valves in the algebraic loop of sizes
(65, 28). The resulting algebraic loop has 7 iteration variables instead of 28.
However, it can still not be solved robustly. The following subsection explains
how this algebraic loop, and two others are simplified further.
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5.4.4

Valve simplifications

Below, three subcircuits containing valves are simplified by removing their
pressure drop computations, which will further split up algebraic loops. These
specific valves can be simplified because their function is not to control the
flow magnitude by causing flow friction, but rather to direct the entire flow
towards one of two possible paths, which can be simulated without using
pressure drop equations.
5.4.4.1

Valve simplification 1

The first considered subcircuit in Figure 5.5 is the bottom circuit indicated
in red at the bottom of the ‘Hot water production’ block. The size of this
algebraic loop is (12, 2). Further simplification is not required since the
number of iteration variables is already small, but we demonstrate how this
could be achieved since the same reasoning can be applied to larger circuits.
The left-most two-way valve in this circuit is a valve that is either fully open
or fully closed. Since the pressure drop of the open valve is negligible, it is
safe to assume the pressure drop to be zero when the valve is open. The valve
should be able to block the flow by creating a pressure difference when the
valve is closed. However, the building controller is configured such that this
valve is only closed when the pump is off. Therefore this valve can be replaced
by a dummy valve that causes no pressure drop in both positions, since the
system already ensures that the flow is zero when the valve is closed. This
decouples the two parts of the subcircuit. The dummy valve does however
verify our assumption: whether the mass flow rate through the valve is indeed
zero when the control signal indicates that the valve is closed. This avoids
unintended modelling errors.
5.4.4.2

Valve simplification 2

A second simplification can be made for the two valves in the middle of the
‘Hot water storage’ block, which has sizes (21, 4). These valves determine
whether the return water from the three storage tanks is injected in the top
pipe, or in the bottom pipe. The building controller activates the circulation
pumps only when one of the two valves is fully open. The flow then exits
through one of the two valves. The valve control signal is sufficient to know
what fraction of the flow exits through each valve. Therefore there is no
need to use pressure drop equations to compute this fraction. The model
can therefore be simplified by neglecting the pressure drop equations and by
enforcing the flow rate fractions explicitly. A second, reusable dummy model
was created manually that achieves this, using
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p c ( t ) = p b ( t ),

(5.17)

0 = ṁ a (t) + ṁb (t) + ṁc (t),
ṁ a (t) = if u1 (t) then − ṁc (t) else 0,

(5.18)
(5.19)

h a (t) = inStream(hc (t)),

(5.20)

hb (t) = inStream(hc (t)),

(5.21)

hc (t) = if u1 (t) then inStream(h a (t)) else inStream(hb (t)),

(5.22)

where u1 (t) and u2 (t) are two boolean control signals and h a (t), hb (t), hc (t),
inStream(h a (t)), inStream(hb (t)), inStream(hc (t)) and ṁ a (t), ṁb (t), ṁc (t) are
specific enthalpies and flow rates corresponding to fluid ports (a), (b), (c). Port
(a) and port (b) are respectively connected to the bottom and top pipe and
port (c) is connected to the domestic hot water storage tanks.
This model also verifies whether the mass flow rates are zero when both valves
are closed such that u1 (t) = u2 (t) = 0. Furthermore this implementation is
only correct when the pressures at ports (a) and (b) are equal since it always
assumes pc (t) = pb (t). This is true in our case since the parallel storage tank
model does not have a pressure drop. This simplification therefore requires
knowledge about the interaction between system components, which defeats
the object orientation paradigm.
After the simplification, this algebraic loop is split up into 3 smaller algebraic
loops, one for each parallel branch in the DHW circuit. They each have one
iteration variable.
5.4.4.3

Valve simplification 3

At the right of Figure 5.6 one large algebraic loop remains, which has 7
iteration variables. It computes the flow rates through the north and south
CCA circuits, which are coupled through the four valves at the bottom of
the circuit. The valves open a connection to either the passive cooling circuit
or the heating circuit. Only one of the two options is opened at any given
time and the pumps are only enabled when either of the two sets of valves is
opened. Therefore the same reasoning as in the second valve simplification is
applied, now requiring one instance of the second simplified valve model and
a second instance of this model where (5.17) - (5.19) are replaced by
p c ( t ) = p b ( t ),

(5.23)

p a ( t ) = p b ( t ),

(5.24)

ṁb (t) = if u1 (t) then 0 else − ṁc (t).

(5.25)

This ensures that the total set of equations is non-singular.
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Figure 5.6: Figure showing that algebraic loops are broken up into smaller
parts when specific valves are simplified.
The resulting set of non-linear algebraic loops is now [(54, 1), (34, 5),
(24, 3), (23, 3), (7, 1), (7, 1), (7, 1), (7, 1), (6, 1), (6, 1), (6,
1), (5, 1), (5, 1)]. Figure 5.6 provides a graphical illustration of the
final set of algebraic loops. Only small algebraic loops remain. The largest
remaining algebraic loop is the algebraic loop at the secondary side of the heat
pumps. It has size (34, 5). Further simplification can be achieved by removing
the fixed pressure drop element of the common pipes, but measurement data
has shown that this would lead to too large an error since its pressure drop is
not negligible.

5.4.5

Thermal dynamics

This section discusses how thermal dynamics are configured to avoid algebraic
loops, while also avoiding small time constants. As a reference configuration,
all states are removed except those of heat storage devices, heat production
devices and the borefield. An algebraic loop is then generated with sizes
(632,123).
As suggested in Section 5.3.4 all models are configured with allowFlowReversal
= false. This results in a reduced algebraic loop of size (435, 54) due to
the simplification of (5.5).
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Thermal dynamics are then introduced for all three-way valves and junctions
at the start of each subcircuit and in mixing volumes that represent thermal
collectors. This removes algebraic loops since all variables can be computed
sequentially from the new state variables.
The overall result of these simplifications is a model of which the smallest time
constant is on the order of one minute and with algebraic loops containing up
to five iteration variables. The smaller algebraic loops reduce the computation
time per time step and the model time constants allow the use of explicit Euler
integration. As the original model did not converge, the simplifications and
methodology presented in this work are crucial to obtain a fast implementation
of a detailed building model in Modelica.

5.5

Conclusion

Modelica is a multi-disciplinary modelling language that is well suited for
modelling buildings and their HVAC systems using a relatively high level
of detail. However, when unaware of the algorithms used by Modelica tools,
for large systems, the Modelica user can easily construct models that are
slow or models for which the solver does not converge. One of the primary
causes for this is the generation of algebraic loops, in particular those related
to flow networks. The main contribution of this chapter is that it explains
why the model equations of hydronic flow networks lead to algebraic loops
and how these algebraic loops can be simplified or avoided altogether. This
knowledge can be applied directly by Modelica users, or it can be used by
library developers, e.g. to develop preconfigured subcircuit templates.
We propose a methodology to reduce the size of algebraic loops, which is an
application of basic methods proposed in Chapter 3.
1. Analytic solutions should be used for problems whenever they are
available.
2. Algebraic loops can be split by simplifying negligible model equations.
3. Algebraic loops can be restructured such that they are solved using
fewer iteration variables.
4. Thermal dynamics can be simplified by configuring models to only allow
one flow direction and by lumping the thermal mass of subcircuits at
the start of the circuit.
Some of these recommendations implicitly hold simplifications, such as: some
pressure drops are negligible relative to others, flow reversal is not taken into
account, fast dynamics of the HVAC are negligible.
This methodology is applied to the hydronic system of Solarwind. Pressure
drop equations in this flow network lead to an algebraic loop with 86 iteration
variables. These equations have been simplified using our methodology, which
leads to algebraic loops with a maximum of 5 iteration variables. Thermal
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equations in the flow network with quasi-stationary thermal dynamics lead
to an algebraic loop of 123 iteration variables. Our methodology removes
the algebraic loop completely. When combined with a suitable integration
algorithm, this can lead to models that are two to three orders of magnitude
faster than non-optimised models.
Some of the proposed simplifications require knowledge of the modelled
system and are therefore not easily applied. Further research and development
of specialised subcircuits, e.g. within the scope of IBPSA project 1, can better
expose these modelling options to users. For an open-source, documented
example application based on this study see the IBPSA library package
IBPSA.Fluid.Examples.FlowSystem.

Chapter 6
Air handling unit model
Earlier chapters have so far discussed basic parts of the building envelope
models and hydronic models of Solarwind. Another major part of a building
is the ventilation system. The ventilation system in Solarwind consists of air
handling units, ducts and VAVs. This chapter presents the air handling unit
model. Chapter 7 covers a discussion of the air flow network, which includes
the ducts and the VAVs.
This chapter is based on the publication:
F. Jorissen, W. Boydens, and L. Helsen. Validated air handling unit model
using indirect evaporative cooling. Journal of Building Performance Simulation,
11(1):48–64, 2017. doi: 10.1080/19401493.2016.1273391

6.1

Introduction

Solarwind uses Menerga™Adsolair™type 58 Air Handling Units (AHU). A
Modelica model for this AHU, or other AHUs of similar complexity, did not
exist. In fact, we were unable to find any literature that presents a validated air
handling unit that has the level of detail that we require. I.e. the control system,
pressure-driven flows and the main energy-conversion components should be
modelled. ASHRAE RP-825 presents models for many AHU components, but
does not provide a validation of the integrated system model. The ASHRAE
work was extended by Li and Wen 90 with a new coil valve model and a
new fan energy model. Nassif et al. 102 present a self-tuning approach for
dynamic HVAC models, which was applied to an AHU model. TRNSYS 84
16 type 334 is a simple air handling unit model with adiabatic pre-cooling,
but has not been validated. Similarly EnergyPlus 30 contains many component
models and some unitary models but does not present a validated AHU with
indirect evaporative cooling 133 . A detailed research overview is provided by
Li et al. 89 , which suggests that many component models have been published
in literature but which states that only few validated AHU models exist.
We therefore custom developed a Modelica model for the used air handling
unit. The model was validated using on-site measurement data. This chapter
is organised as follows. Section 6.2 describes the AHU functionality that is
103
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modelled and section 6.3 discusses the model equations. Section 6.4 elaborates
on some implementation details and section 6.5 explains the model calibration.
Section 6.6 contains the model validation and section 6.7 presents conclusions.

6.2

System description

This chapter presents the validated model of a Menerga™Adsolair™type 58
Air Handling Unit (AHU). Figures 6.1a - 6.1c show the layout of this AHU
during its three operation modes. The AHU internal controller determines
the operation mode such that the dry bulb supply temperature set point is
obtained. The supply air humidity is not controlled in this model, whereas
a humidifier is installed in practice. The AHU has two air streams that do
not exchange mass. One variable speed fan for each air stream forces the
flow through a heat recovery unit or through a parallel bypass. The indirect
evaporative heat exchanger (IEH) is shown in the middle of the figure. The IEH
has two inlets and two outlets and consists of two cross flow heat exchangers
connected in series. Water can be evaporated adiabatically in the return air
stream by sprinkling water on the heat exchanger plates. Excess water is
collected at the bottom of the IEH and is then reused. The water reservoir is
flushed occasionally, a process which is not modelled. A modulating vapour
compression chiller allows further cooling of the supply air stream. The chiller
extracts heat through the evaporator at the outlet of the indirect evaporative
heat exchanger’s supply air stream and rejects heat through the condenser
into the return air stream. A heating coil is installed at the supply air outlet
of the AHU and a cooling coil is installed at the supply air inlet of the AHU.
The AHU further contains five dampers. Four opposed blade dampers are
used to control the air fraction that passes through the two bypasses. The fifth
damper creates a connection between the supply and the return air side and
is always closed in the measurement data set and is therefore disregarded in
this model. The two variable speed fans are controlled such that AHU supply
and return air duct pressure set points are obtained. The AHU contains three
air filters, one at the inlet and outlet of the supply air stream and one at the
inlet of the return air stream.
Although the AHU control strategy is proprietary and unknown, measurements indicate that three main operation modes exist: 1) heat recovery mode,
2) indirect evaporative cooling mode 3) active cooling mode. Proprietary
heuristics determine what mode is selected.
Figure 6.1a illustrates the heat recovery mode. In this mode the four dampers
are used to control the bypass air flow rates such that the supply temperature
set point is obtained. Active cooling and indirect evaporative cooling are
disabled. Figure 6.1b depicts the indirect evaporative cooling mode. The
dampers are again used to track the supply temperature set point but
additional cooling is provided by the indirect evaporative heat exchanger.
The active chiller is disabled. Figure 6.1c illustrates the active cooling mode.
Bypass dampers are closed. The indirect evaporative heat exchanger may or
may not be enabled depending on heuristics. The supply temperature set
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point is tracked by controlling the modulation rate of the active chiller.

6.3

Model description

A schematic of the AHU model inputs and outputs is shown in Figure 6.2.
The model control inputs are its status sahu : on or off, the dry bulb outlet
temperature set point of the supply air Tset and the supply and return air
duct pressure set points relative to the ambient pressure ∆pset . Tset is further
referred to as the supply temperature set point. The model computes the
electrical power used by the AHU Pel and the thermodynamic states (pressure,
enthalpy and absolute humidity) of the two air streams leaving the AHU. It
also consists of a pressure drop model that allows to compute the internal
pressure drops of the unit.
The model is partly composed of models from the IBPSA (Annex 60 148 )
library. For these components only the relevant equations are elaborated in
the following sections. This section sequentially describes the pressure drop
model, thermodynamic model, the controller model and the electrical power
consumption model.

6.3.1

Pressure drop model

A flow network model computes the mass flow rates and the pressure drops
inside the AHU needed to compute the electrical power consumption and
thermodynamic properties. The AHU structure is shown in Section 6.2. We
here explain how its various components are modelled.
6.3.1.1

Model structure

Most AHU components cause pressure drops, but since many of these
components are connected in series, their pressure drops are lumped as
explained in Chapter 3. Table 6.1 lists the nominal pressure drops for all
components that are listed in the data sheet.
Figure 6.3 is a schematic representation of the pressure drop model. The
supply air stream enters the model at the bottom right, flows along the
blue lines, through various components and leaves the model at the bottom
left. Similarly, the return air stream enters the model at the top left and
leaves the model at the top right. Both air flow streams have a dedicated
fan, fanTop and fanBot, which increase the static air pressure between the
fan inlet and outlet by respectively ∆pfan,top and ∆pfan,bot . Furthermore there
are two pressure drop components resTop and resBot, which are lumped
pressure drop models for various filters and heat exchangers along the flow
path and that cause a pressure drop ∆ptop and ∆pbot . The air streams
are split in two parts by four dampers damBypTop, damRecTop, damRecBot,
damBypBot that cause pressure drops ∆pi and which have control signals yi for
i ∈ {damBypTop, damRecTop, damRecBot, damBypBot}. Component models
of the heating coil hea, evaporator eva and condenser con do not create a
pressure drop directly, since their pressure drop calculations are added to
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(a) Heat recovery mode (includes free cooling). Bypasses are used to track the supply
temperature set point. Active and indirect evaporative cooling are disabled.

(b) Indirect evaporative cooling mode. Indirect evaporative cooling is enabled by
spraying water inside of the heat recovery unit. Bypasses are used to track the supply
temperature set point. Active cooling is disabled.
Return air
outlet

Return air
inlet

Supply air
outlet

Supply air
inlet

(c) Active cooling mode. Bypasses are closed. The air-to-air heat pump extracts heat
from the indirect evaporative heat exchanger (IEH) supply air outlet and rejects it into
the IEH return air outlet. The refrigerant subcooler indicated in red at the top left of
the IEH was not installed in the studied unit.

Figure 6.1: Schematics of the AHU system operation and air flows during its
three operation modes. System components are indicated in (c). Edited from
Menerga™Belgium.
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Figure 6.2: Schematic overview of the AHU model. Full lines indicate real
input or output variables. ∆pset are two pressure set points for the supply
and return air ducts. Tset is the dry bulb temperature set point of the supply
air. sahu is a boolean variable that indicates whether the AHU is on or off. Pel
is the total active (electrical) power consumption of the AHU. Dashed lines
indicate air flows, for which the model contains variables for mass flow rate
and thermodynamic properties.
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eps=adsolairData.epsHeating

dp

fanBot

resBot

damBypBot

Supply air inlet

Figure 6.3: Main model structure indicating air flows and pressure drop
components: fans fanTop and fanBot, dampers damBypTop, damRecTop,
damRecBot, damBypBot, indirect evaporative heat recovery unit rec, condensor
con, heating coil hea and evaporator eva.
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Table 6.1: Symbols and data sheet values for pressure drops corresponding
to a nominal flow rate of 14200 m3 h−1 . Final pressure drops indicate the
pressure drops when filters must be replaced.

Heating coil
Cooling coil
Supply inlet filter
Supply outlet filter
Return inlet filter
Supply heat recovery
Return heat recovery (RHC)
RHC with evaporative cooling
Condenser
Evaporator

Symbol
∆pnom,hea
∆pnom,coo
∆pnom, f 1
∆pnom, f 2
∆pnom, f 3
∆pnom,rec,bot
∆pnom,rec,top
∆pnom,rec,top,eva
∆pnom,con
∆pnom,eva

Nominal
33
55
33
70
46
195
211
271
76
63

Final
NA
NA
250
250
250
NA
NA
NA
NA
NA

components that are in series with the respective component. The cooling coil
is not indicated in the figure since it is not modelled in this work due to a lack
of measurement data for this component. Its pressure drop is however taken
into account since the component is physically present in the unit.
6.3.1.2

Model equations

Pressure drop equations Dampers (damBypTop, damRecTop, damRecBot and
damBypBot), and lumped pressure drop components resTop and resBot each
represent a pressure drop equation
∆pi (t) = sign(ṁi (t))



ṁi (t)
k i (t)

2
,

(6.1)

where ∆pi (t) is the pressure drop over component i, ṁi (t) is the mass flow
rate through component i and k i (t) is a flow coefficient that can depend on
time. The influence of the air density is assumed to be negligible since return
air temperatures do not fluctuate much and supply air temperatures change by
up to about 10 K, which corresponds to density differences in the range of 4 %.
Fixed flow coefficient components For resTop and resBot k (t) is constant
and computed using nominal values for ṁ(t) and ∆p(t) in Equation (6.1) such
that
ṁnom
ki = p
(6.2)
∆pnom,i
where ṁnom = 4.69 kg s−1 is the nominal mass flow rate of the AHU and
∆pnom,i the nominal pressure drop of component i as shown in Table 6.1.
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Based on the description in Section 6.2 we find nominal pressure drops
∆pnom,top and ∆pnom,bot in
∆pnom,top = ∆pnom,f3 + ∆pfou,f3 ,

(6.3)

∆pnom,bot = ∆pnom,f1 + ∆pnom,f2 + ∆pnom,hea + ∆pnom,coo + ∆pfou, f 12 , (6.4)
for respectively resTop and resBot.
These expressions include variables ∆pfou,f12 and ∆pfou,f3 , which incorporate
the pressure drop caused by fouling of the top and bottom filters.
Variable flow coefficient components For i ∈ damBypTop, damBypBot,
damRecBot and damRecTop k i is computed as the series connection of pressure
drop with a fixed flow coefficient such as in 6.1 and a controllable pressure
drop from the damper. This results in 6.5
v
u
1
u
k i (t) = t 1
,
(6.5)
1
+ (k
f (y (t)))2
k2
fix,i

dam,i

i

where kfix,i is the flow coefficient of the fixed pressure drop components in
series with the damper, kdam,i is the k value of a fully opened damper and
f (yi (t)) ∈ [0, 1] is a damper opening characteristic taken from ASHRAE 11 ,
Chapter 7, Figure 13B, which is implemented using the third degree
polynomial fit
f (yi ) = 0.582675y3i + 0.222823y2i + 0.192212yi .

(6.6)

This characteristic is used since manufacturer data is not available. A
logarithmic expression, as proposed by Legg 88 , was not used since this is only
defined for opening angles 15◦ < θ < 65◦ and yielded worse results in the
validation. Parameter kdam,i is computed assuming that the damper pressure
drop is a fraction of the dynamic pressure drop when yi = 1 such that
p
kdam,i = k1 Ai 2ρair ,
(6.7)
where Ai the frontal surface area of the damper, ρair the nominal air density
and k1 a parameter that specifies the ratio of the damper pressure drop when
fully opened to the dynamic pressure.
Bypass pressure drop In the bypass channels a significant flow contraction
occurs, which leads to a flow speed increase and corresponding dynamic
pressure increase. For the top channel the contraction and expansion, which
occur while passing through the damper, are abrupt, so it is assumed that the
dynamic pressure is not recovered. A pressure drop is therefore computed
using (6.7), where the cross section area of the top damper equals Ai =
0.408 m2 and k1 = 1.
In the bottom bypass channel the flow first contracts and then expands through
a channel formed by one horizontal plate and two plates that form an angle
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of about 30 ◦ with the horizontal plate. The channel contains a number of
pipes that obstruct the flow. Due to the gradual contraction and expansion we
assume that a fraction αd of the dynamic pressure is recovered by introducing a
pressure drop equation (6.2) with k i determined by (6.7), where Ai = 0.255 m2
is the cross section area of the bottom channel contraction and k1 = 1 − αd .

IEH pressure drop For the heat recovery channels kfix,i is computed using
(6.2) with
∆pnom,fix,damRecBot = ∆pnom,eva + ∆pnom,rec,bot ,

(6.8)

∆pnom,fix,damRecTop = ∆pnom,con + if sadi then ∆pnom,rec,top,eva else ∆pnom,rec,top ,
(6.9)
where sadi is a boolean status that equals true when the evaporative cooling
function is enabled and false otherwise.
Fan equations FanTop and fanBot ensure that the duct pressure set points
∆pset (t) are obtained. Since internal pressure drops in the AHU must be
compensated, the pressure gain over the fans equals
∆pfan,top (t) = ∆pset,top (t) + ∆ptop (t) + ∆pdamBypTop (t),

(6.10)

∆pfan,bot (t) = ∆pset,bot (t) + ∆pbot (t) + ∆pdamBypBot (t).

(6.11)

This assumes that the return air outlet and supply air inlet are at ambient
pressure.
The electrical power use of the fan motor equals
Pfan,i (t) =

∆pfan,i (t)ṁ(t)
ρair ηm ηh (t)

(6.12)

with ρair the density of the fluid at the fan inlet. The motor and integrated
frequency converter efficiency ηm is assumed to be constant and equal to the
data sheet nominal value of 88.7 %. The fan efficiency is computed using the
IBPSA library 148,144 fan model, which implements affinity laws such that ηh (t)
satisfies
ηh (t) = η (V̇1 (t))

(6.13)

∆p1 (t) = H (V̇1 (t))

(6.14)

V̇1 (t)
n
= 1
n(t)
V̇fan,i (t)
∆p1 (t)
=
∆pfan,i (t)



n1
n(t)

(6.15)
2
(6.16)

where H (·) is a function that computes the fan head ∆p1 (t) as a function of
ṁ(t)
the fan volumetric flow rate V̇ (t) = ρair for a fan speed of n1 = 1800 rpm,

Part I. Simulation
6.3. Model description

111

Table 6.2: Interpolation points that are used to define the fan head and
efficiency curves. ∆p1 (t) and ηh (t) are respectively the static fan head and fan
hydraulic efficiency corresponding to volumetric flow rate V̇1 (t) at a speed of
1800 rpm.
V̇1
[m3 /s] 1.5
2
2.5
3
3.5
4
4.5
5
5.5
∆p1 (t) [Pa] 1385 1357 1317 1260 1176 1055 916 757 568
ηh ( t )
[-]
0.452 0.527 0.590 0.687 0.723 0.700 0.720 0.703 0.620

η (·) is a function that returns the fan efficiency as a function of the flow
rate
for the same fan

 speed n1 and n(t) is the fan speed at operation point
∆pfan,i (t), V̇fan,i (t) .
Functions H (·) and η (·) are implemented using piecewise trajectories from
Table 6.2 that are interpolated using a cubic Hermite spline interpolation 124 .
The trajectories are obtained from the data sheet of the 630 mm radial fans.
Tuning variables The nominal pressure drops caused by the unknown degree
of filter fouling ∆pfou,f12 and ∆pfou,f3 , the pressure recovery factor αd and k1
are unknown. These variables are tuned using measurement data.

6.3.2

Thermodynamic model indirect evaporative heat exchanger

6.3.2.1

Model structure

The model needs to define four variables for each of the two outlet streams: the
pressure, the mass flow rate, the specific enthalpy and the absolute humidity.
The four first variables are trivial since 1) the inlet pressures equal the outlet
pressures since pressure drop calculations are made outside of this component,
as part of the damper models and 2) mass is conserved.
Four other variables still need to be defined: the outlet specific enthalpies and
absolute humidities, or equivalently, the outlet temperatures Tout,top (t) and
Tout,bot (t) and absolute humidities Xout,top (t) and Xout,bot (t). The equations
defining these variables are explained in Subsection 6.3.2.2.
6.3.2.2

Model equations

Consider X (RH, T ) to be a function that computes that absolute humidity
(kg water / kg of total air) as a function of the relative humidity RH and
dry bulb temperature T. Similarly h( X, T ) is a function that computes the
specific enthalpy of moist air with an absolute humidity X and dry bulb
temperature T. T ( X, h) is the inverse of h( X, T ). Twb ( X, T ) returns the wet
bulb temperature for dry bulb temperature T and absolute humidity X and
finally, hwat ( T ) returns the specific enthalpy of pure water with temperature
T. The implementation of these functions is based on Wetter et al. 148 , which
assumes constant heat capacities.
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Heat transfer computations The outlet temperatures are computed using the
effectiveness-NTU method 82 :
Q̇(t) = e(t) Q̇max (t)

(6.17)

where Q̇ is the total heat flow rate from the bottom air stream to the top air
stream, Q̇max (t) is the maximum heat flow rate and e(t) is the heat exchange
effectivity, which may be modelled either as a constant, or may be computed
using the e-NTU method. When constant, the heat exchange effectivity equals
e(t) = if sadi (t) then 0.9 else 0.79.

(6.18)

where constants 0.9 and 0.79 are data sheet nominal values and sadi (t) is a
boolean variable that equals true when the evaporative cooling function is
enabled and false otherwise.
When using the e-NTU method, the model from Liu et al. 94 is used, which is
implemented using (6.19)-(6.31). The e-NTU method is used by default and
in all validations. All variables depend on time, except c p , UAon and UAoff
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such that the notation is simplified for clarity.
Ċtop = ṁdamRecTop

if sadi then

hwb,out,top − hwb,in,top

Twb,out,top − Twb,in,top

!
else c p

(6.19)

hwb,out,top = h( Twb,out,top , X (1, Twb,out,top ))

(6.20)

hwb,in,top = h( Twb,in,top , X (1, Twb,in,top ))

(6.21)

Twb,out,top = Twb ( Tout,top , Xout,top )

(6.22)

Twb,in,top = Twb ( Tin,top , Xin,top )

(6.23)

Ċbot = c p ṁdamRecBot

(6.24)

Ċmin = min(Ċtop , Ċbot )

(6.25)

Ċmax = max(Ċtop , Ċbot )

(6.26)

Ċr =

Ċmin
Ċmax

if sadi then UAon else UAoff
Ċmin


exp(−Ċr (NTU/2)0.78 ) − 1
= 1 − exp
Ċr (NTU/2)−0.22

(6.27)

NTU =

(6.28)

e0.5

(6.29)

2
(1 − e0.5 Ċr )/(1 − e0.5 ) − 1
e= 
2
(1 − e0.5 Ċr )/(1 − e0.5 ) − Ċr

(6.30)

Q̇max = Ċmin [ Tin,bot − Twb ( Tin,top , Xin,top )]

(6.31)



Equation (6.29) is an approximate formula for a single cross flow heat
exchanger from Bergman et al. 19 with an uncertainty of 3.8 % 132 and (6.30) is
a solution from Kays and London 82 for two heat exchangers in series where
the fluid is mixed between the two passes.
The UA values UAon = 14000 W K−1 and UAoff = 23000 W K−1 were chosen
such that the effectivity e, when computed using (6.30), equals 0.9 and 0.79
for two nominal operating conditions in the manufacturer data sheet where
the indirect evaporative cooling function is respectively on and off.
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Using these equations and conservation of energy, the two outlet temperatures
of the IEH equal
#
"
ṁdamRecTop hin,top + Q̇ + ṁwat,top hwat ( Tout,top )
Tout,top = T Xout,top ,
(6.32)
ṁdamRecTop + ṁwat,top
"

Tout,bot

ṁ
h
− Q̇ + ṁwat,bot hwat ( Tout,bot )
= T Xout,bot , damRecBot in,bot
ṁdamRecBot + ṁwat,bot

#
(6.33)

where ṁwat,bot (t) and ṁwat,top (t) are the water mass flow rates that are being
added respectively to the bottom and top air streams. All variables are
time-dependent. The computation of these variables is now elaborated further.
Computation of Xout,top (t) Liu et al. 94 , or a similar study for cross flow
indirect evaporative heat exchangers from Hasan 56 , do not provide an
explicit equation for computing the outlet absolute humidity. When the
indirect evaporative cooling function is enabled, we therefore assume that
the relative humidity at the outlet equals (at least) 80%, which is the outlet
humidity at nominal operating conditions. The absolute humidity then equals
X (0.8, Tout,top (t)). The return air outlet humidity may however rise above 80%,
since when heat is recovered from the return air during winter, it cools down,
increasing its relative humidity. The relative humidity can therefore rise above
80% up to a maximum of the saturation humidity X (1, Tout,top (t)). The return
air humidity is thus computed using

Xout,top (t) = min X (1, Tout,top (t)),if sadi (t)
then max[ X (0.8, Tout,top (t)), Xin,top (t)]

else Xin,top (t) .
(6.34)
This humidity increase or decrease corresponds to the addition of water mass
flow rate
ṁwat,top (t) = ṁdamRecTop (t)( Xout,top (t) − Xin,top (t)).

(6.35)

Freezing of condensate is not simulated.
Computation of Xout,bot (t) When the indirect evaporative cooling function is
enabled, the supply air stream is cooled down by heat transfer through the
heat recovery unit. This may cause condensation to occur in the supply air
stream, leading to a similar computation.
The supply air stream outlet humidity is therefore computed from
Xout,bot (t) = min ( Xin,bot (t), X (1, Tout,bot (t)))

(6.36)

where Xin,bot (t) is the absolute humidity of the supply air inlet. This humidity
increase or decrease corresponds to the addition of water mass flow rate
ṁwat,bot = ṁdamRecBot ( Xout,bot − Xin,bot ).

(6.37)
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Thermal model active chiller

The active chiller is split up in a condenser, evaporator and compressor model.
The condenser is modelled using a thermal conductor G such that
Q̇con (t) = Gcon ( Tref,con (t) − Tout,con (t))

(6.38)

where Tref,con (t) is the temperature of the two-phase refrigerant in the
condenser and where Tout,con (t) is the condenser air outlet temperature.
Gcon = 24579 W K−1 is fit to nominal data sheet values for the variables
in (6.38).
The temperature difference between the evaporator air inlet temperature
Tin,eva (t) and the evaporator two-phase refrigerant temperature Tref,eva (t) is
fixed to the nominal data sheet temperature difference of 10.6 K such that
Tref,eva (t) = Tin,eva (t) − 10.6.

(6.39)

The chiller cooling power Q̇eva (t), heating power Q̇con (t) and the active power
consumption Pcom (t) are modelled using lookup tables t1 (·, ·) and t2 (·, ·) such
that
Q̇eva (t) = if schi (t) then mod(t) · t1 ( Tref,con (t), Tref,eva (t)) else 0,

(6.40)

Pcom (t) = if schi (t) then PLF(t) · t2 ( Tref,con (t), Tref,eva (t)) else 0,

(6.41)

Q̇con (t) = Q̇eva (t) + Pcom (t),

(6.42)

PLF(t) = 0.1 + 0.9mod(t),

(6.43)

where mod(t) ∈ [0, 1] is a modulation input signal, schi (t) is a boolean
representing the status of the chiller and PLF(t) is a part load factor based
on Bettanini et al. 20 . The lookup table data was implemented based on the
compressor data sheet 42 .
The condenser heats up the return air. Conversely, heat extraction in the
evaporator leads to a temperature decrease and may also cause condensation
of water vapour. The condensation mass flow rate is determined using the
bypass factor (BPF) 39 , which is defined as
BPF(t) =

Tout,eva (t) − Tref,eva (t)
.
Tin,eva (t) − Tref,eva (t)

(6.44)

The BPF can be used to compute the outlet absolute humidity Xout,eva (t)
as 119,97,120
Xout,eva (t) =BPF(t) Xout,bot (t)+

(6.45)

[1 − BPF(t)] min ( X [1, Tref,con (t)], Xout,bot (t)) .
Here the min(·, ·) function ensures that condensation only occurs when
saturation humidity is reached.
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This corresponds to a condensation mass flow rate of
ṁwat,eva (t) = ṁdamRecBot (t)( Xout,eva (t) − Xout,bot (t)).

(6.46)

The outlet temperature is computed similar to (6.32).
More detailed evaporator models than the used model exist 155,97,96,120,68 .
However, the added accuracy resulting from using such a model would not
necessarily lead to significantly different results, since our model is designed
to track a certain evaporator outlet temperature. The heat flow rate is therefore
determined by the closed-loop controller and the supply temperature set point
of the AHU, and not by the evaporator model. The evaporator model may
however affect the COP and maximum thermal power of the chiller through
its effect on the evaporator refrigerant temperature. Moreover, these models
require more detailed heat exchanger information, which may not be available.

6.3.4

Further equations

For completeness some trivial equations are listed below.
Since some pressure drop components are connected in parallel, their pressure
drops are equal.
∆pdamRecBot (t) = ∆pdamBypBot (t)

(6.47)

∆pdamRecTop (t) = ∆pdamBypTop (t)

(6.48)

Moreover, mass is conserved at fluid junctions, as indicated by
ṁtop (t) = ṁdamBypTop (t) + ṁdamRecTop (t),

(6.49)

ṁbot (t) = ṁfan,bot (t) = ṁdamBypBot (t) + ṁdamRecBot (t)+
(6.50)
ṁwat,bot (t) + ṁwat,eva (t),
ṁout,top (t) = ṁdamBypTop (t) + ṁdamRecTop (t) + ṁwat,top (t),

(6.51)

where ṁtop (t) is the total mass flow rate in the top channel before entering
the IEH, ṁout,top (t) is the total mass flow rate in the top channel after leaving
the IEH, and ṁbot (t) is the total mass flow rate in the bottom channel after
leaving the IEH.
The evaporator inlet temperature equals the IEH supply air outlet temperature
such that
Tin,eva (t) = Tout,bot (t).

(6.52)

The supply fan outlet temperature is computed assuming perfect mixing
occurs between the air flowing through the evaporator and the bypass. In
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addition waste heat is dumped in the fan air stream such that fan outlet fluid
properties of
hfan,bot (t) =

Pfan,bot (t) + h( Xout,eva (t), Tout,eva (t))ṁdamRecBot (t)
+
ṁfan,bot (t)
hin,bot (t)ṁdamBypBot (t)
ṁfan,bot (t)

Xfan,bot (t) =

(6.53)
,

Xin,bot (t)ṁbot (t) + ṁwat,bot (t) + ṁwat,eva (t)
,
ṁfan,bot (t)

Tfan,bot (t) = T ( Xfan,bot (t), hfan,bot (t))

(6.54)
(6.55)

are found.

6.3.5

Controller model

The AHU has seven internal control variables that need to be defined:
- 4 damper positions yi (t) ∈ [0, 1]
- sadi (t), the status of the evaporative cooling (on/off)
- schi (t), the status of the chiller (on/off)
- the modulation signal of the chiller mod(t) ∈ [0, 1]
Since the real control strategy is proprietary, we implemented a control
strategy, partly fitted using monitoring data from the AHU. The goal of the
control strategy is to track the supply temperature set point Tset (t). Several
control options exist that may be used to track this reference.
6.3.5.1

Damper control

The first control option is to operate the four damper positions. To this end a
PI controller is used with set point Tset (t) and measurement input Tfan (t). We
select the fan outlet temperature Tfan (t) as measurement input since fan and
motor losses are dissipated into the air stream, causing a temperature rise that
needs to be taken into account. The PI controller output yPI (t) is limited to
0 ≤ yPI (t) ≤ 1, has an anti wind-up implementation and the integrator time
constant is chosen to be 120 s, which is a reasonable order of magnitude based
on the observed unit behaviour. Finally, the PI controller gain kPI (t) equals
kPI (t) =

1
,
Teva,out (t) − Tin,bot (t)

(6.56)

which ensures that the PI controller takes into account the temperature
difference between the two air streams that are mixed.
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6.3.5.2

Evaporative and active cooling

When the supply temperature set point is lower than the supply air inlet
temperature and lower than the outlet temperature of the IEH additional
cooling needs to be provided. Firstly, the evaporative cooling function is
activated. It will only be deactivated when the AHU is switched off or
when the supply temperature set point increases above the supply air inlet
temperature. If the supply temperature is still too high when the evaporative
cooling is on, the compressor will be activated. It will only be deactivated
when the AHU is switched off or when the supply air inlet temperature drops
below the supply temperature set point + 0.1 K. The offset of 0.1 K ensures
that the cascade is correctly maintained. Mathematically this is expressed as:
sadi (t) =sahu (t) and
Tset (t) < Tin,bot (t) and

(6.57)

[pre(sadi (t)) or Tset (t) < Tin,eva (t)]
schi (t) =sahu (t) and sadi (t) and Tset (t) < Tin,eva (t) and

(6.58)

[pre(schi (t)) or Tset (t) + 0.1 < Tin,eva (t)]
where Tin,bot (t) is the supply air inlet temperature and pre(s) is the value of s
during previous time step.
When the compressor is enabled, a second PI controller determines the
modulation factor 0 ≤ mod ≤ 1 such that the temperature Tset (t) is obtained
at the fan outlet temperature Tfan (t).
Finally, four expressions determine the valve openings ydamBypTop (t),
ydamRecTop (t), ydamRecBot (t) and ydamBypBot (t). Equations (6.59) - (6.62) were
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deduced from measurement data.
ydamBypTop (t) =if sahu (t) and not sadi (t) and not schi (t)
then 1 − yPI (t)

(6.59)

else 0
ydamRecTop (t) =if sahu (t)
then 1

(6.60)

else 0
ydamRecBot (t) =if sahu (t)
then (if schi (t) then 1 else min(2yPI (t), 1))

(6.61)

else 0
ydamBypBot (t) =if sahu (t)
then (if schi (t) then 0 else min(2 − 2yPI (t), 1))

(6.62)

else 0

6.3.6

Electrical power consumption

The active electrical power use of the AHU consists of
- the two fan power consumptions Pfan,top (t) and Pfan,bot (t),
- the evaporative cooling circulation pump power consumption Ppum (t),
- the compressor power consumption Pcom (t),
- the remaining power consumption, which equals the zero-load power
consumption P0 (t).
Reactive power is not modelled.
The computations of Pfan (t) and Pcom (t) have already been discussed. Ppum (t)
is chosen equal to the data sheet value of 770 W. Using electrical power
consumption measurements the stand-by power consumption P0 (t) was found
to be 150 W when the unit is off. According to the manufacturer, typically 75
W is consumed by the compressor crankcase heater when the compressor is
off, which accounts for half of the AHU stand-by power consumption. When
the unit is on, the zero load power consumption was estimated by performing
an experiment where ∆pset = 50 Pa such that the fan power consumption was
as low as possible. The fan power consumption was then computed using the
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measured mass flow rates, measured damper positions and the pressure drop
model. The difference between the measured and simulated electrical power
was found to be 630 W. Based on the data sheet the electrical drive losses at
20% nominal load are 375 W per drive. A large fraction of this 630 W may
therefore be the zero load power consumption of the electrical drives.
The total power consumption Pel is therefore defined as
Pel (t) = P0 (t) + Pfan,bot (t) + Pfan,top (t) + Ppum (t) + Pcom (t)

(6.63)

P0 (t) = if sahu (t) then 150 + 630 else 150

(6.64)

Ppum (t) = if sadi (t) then 770 else 0

6.4

(6.65)

Implementation details

Section 6.3 describes the physical principles that were used to model the AHU.
This section discusses numerical aspects of the model that ensure the model
is fast and robust.
Firstly we discuss the dynamics of the AHU model since these can be a
limiting factor for the simulation speed 71 . Regularisations and the used air
model are discussed afterwards.

6.4.1

Model dynamics

Except for the PI controller we did not discuss any model dynamics, i.e. all
equations are steady state. If these equations would be solved directly, the
Modelica solver would generate a large non-linear algebraic loop, which may
be difficult to solve.
The physically modelled system however contains dynamics that may be used
to decouple the algebraic loops into smaller parts. The disadvantage is that
these states may introduce small time constants, which may result in increased
solver time if this leads to a larger number of simulation steps.
The following variables are therefore time-dependent states by default:
1. Tout,top (t) and Tout,bot (t)
2. Tout,eva (t), Tout,con (t) and Tref,con (t)
3. the temperature measurement of Tfan (t), i.e. the input of the damper PI
controller
Model dynamics for variable Ti (t) are implemented by adding a new state
variable Ti0 (t), which is computed using
d Ti0 (t)
Ti (t) − Ti0 (t)
=
.
dt
τnom ṁṁnom
(t)

(6.66)

In all equations Ti (t) is then replaced by Ti0 (t), except for the equation that
determines Ti (t). Consider for instance the case where Ti (t) = Tout,top (t), then
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in all equations except in the left hand side of (6.32), Tout,top (t) is replaced by
0
Tout,top
(t). In (6.66) τ is a user-defined time constant that is set to one minute
by default.
This value is chosen to ensure that the control loop is stable and to avoid
short time constants that may increase simulation time when using explicit
time integration algorithms. Its numerical value should therefore not be
interpreted physically, although (6.66) may be interpreted as the dynamics
of a perfectly mixed volume with mass ṁnom τnom . For the slowly changing
boundary conditions that typically occur in building simulations, the model
will be in steady state and therefore the value of these time constants should
not affect the model results.
Note also that when water is injected in the heat exchanger, then this mass
flow rate is not added to the total outlet mass flow rate. The last two terms in
(6.50) and the last term in (6.51) are therefore neglected since their influence
is negligible: the water fraction is in the order of 1 % since the absolute
humidity of wet air is typically in the order of 0.01 kg/kg. This is because
mass dynamics are steady state, and a change in water condensation mass
flow rate would therefore immediately affect the outlet mass flow rate. An
increase in outlet mass flow rate typically results in a higher pressure drop
and would therefore reduce the inlet mass flow rate, which in turn affects the
thermal dynamics, which affects the computation of the water condensation
mass flow rate. This leads thus to an algebraic loop that couples the thermal
and mass dynamics, which needs to be avoided 71 .
Dynamics of fans, dampers and valves are neglected. Due to the added
thermal dynamics, Equation (6.58) is changed to include an ‘on delay’ of 5 τ.
This gives the system, which has a time constant τ, sufficient time to react
when enabling the evaporative cooling, before enabling the compressor.

6.4.2

Regularisations

A second important aspect is the robustness of the model. All equations
should be defined such that they can be solved reliably. Consider for instance
the formulation of (6.44). This formulation of the numerator can lead to a
division by zero when Tin,eva (t) = Tref,eva (t). Therefore we regularise several
equations using functions such as the inverseXRegularized(x) from the
IBPSA library 148 , which outputs a smooth approximation of 1/x around
x = 0.

6.4.3

Air model

By default the moist air medium IBPSA.Media.Air from the IBPSA library 148
is used. This medium assumes instead of the ideal gas law
p(t)v(t) = rT (t)

(6.67)

p(t)v(t) = c

(6.68)

that

Part I. Simulation
Chapter 6: Air handling unit model

122

where c is a constant and further assumes that the gas properties are
temperature-independent. Modelica however provides the option to choose a
different medium model. Users can thus select a different medium if a larger
degree of accuracy is required.

6.5

Calibration

Most model parameters were defined earlier using data sheet information.
The only variables that are undefined up to this point are:
- ∆pfou,f12 and ∆pfou,f3 , the degree of filter fouling,
- αd , the fraction of the dynamic pressure that can be recovered in the
bypass,
- k1 , the ratio of the static pressure drop of a fully opened damper over
the dynamic pressure.
These parameters were calibrated using measurement data of the electrical
power consumption Pel (t) and assuming that ∆pfou,f12 = ∆pfou,f3 . The
calibration result is shown in Figure 6.4. Note that periods 0 - 12 h, 20 58 h and 90 - 105 h are the most relevant since only then the compressor schi (t)
and evaporative cooling sadi (t) are disabled and therefore cannot introduce
additional errors in the power computation. The measured electrical power
consumption is indicated using thick red lines.
Simulations were performed using the Modelica simulation tool Dymola 2017.
Parameters ∆pfou,f12 and ∆pfou,f3 At hour 75 the unit was shut down and the
filters were replaced, such that we can expect to find ∆pfou,f12 = ∆pfou,f3 = 0 Pa
starting from this point in time. The best results are however obtained for
∆p = 110 Pa, which suggests that not all filters were replaced, or there are
additional pressure drops that are not taken into account by the present model.
For instance the supply inlet and return outlet duct and vent, and the dynamic
pressure drop between the AHU and the environment were not modelled.
Before the filter replacement, the simulation results are in good agreement
with the measurements when the nominal pressure drops of the filters equal
200 Pa. For this simulation αd = 0.5 and k1 = 0.45 were used.
Parameter αd The dynamic pressure recovery factor αd should be between
0 and 1. Based on Figure 6.4 an intermediate value of 0.5 is found. For this
simulation ∆pfou,f12 = ∆pfou,f3 = 200 Pa and k1 = 0.45 were used. Hours
60-120 should be disregarded in the figure since the simulation does not take
into account the filter replacement.
Parameter k1 The results of Figure 6.4 are not very sensitive to the value of k1 ,
but a value of ∼ 0.45 gives good overall results. This value is also suggested
by 57,147 . For this simulation ∆pfou,f12 = ∆pfou,f3 = 200 Pa and αd = 0.5 were
used. Hours 60-120 should be disregarded in the figure since the simulation
does not take into account the filter replacement.

Ptot [kW]

Ptot [kW]

Ptot [kW]
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Figure 6.4: Calibration of ∆pfou = ∆pfou,f12 = ∆pfou,f3 , αd and k1 . The
measured electrical power consumption is indicated with a thick red line.
The other lines indicate the simulated electrical power consumption when the
simulation uses the variable value indicated in the legend. At hour 30.75 the
unit was disabled and the filters were replaced. The bottom graph indicates
the status of the evaporative cooling and compressor, respectively denoted
using sadi and schi .
For the validations (Section 6.6) a similar calibration has been performed
to remove any offset in the electrical power consumption that is caused by
the fouling of filters. Furthermore αd = 0.5 and k1 = 0.45 are used for all
validations.

6.6

Validation

Several validations were performed. The first validation checks whether
the nominal data sheet performance data are obtained. The second
validation checks whether the nominal performance of the indirect evaporative
heat exchanger, combined with the active chiller is obtained. The third
validation checks how well the AHU outlet temperatures and electrical power
consumption correspond to measurement data when the measured control
signals are used during a cold period when the cooling functions are disabled.
The fourth validation is the same as the third, but for a data set containing
periods where active cooling is enabled. The fifth validation checks how
well the electrical power consumption and control signals correspond to
measurement data when the model control strategy is used.
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Table 6.3: Nominal data sheet inlet conditions of the indirect evaporative heat
exchanger, the condenser and the evaporator.

Supply air inlet summer
Return air inlet summer
Supply air inlet winter
Return air inlet winter

Flow rate [m3 /h]
14493
14200
12460
14200

Temp. [◦ C]
32
26.4
-12
22.4

Rel. Hum. [%]
40
54
90
39

Table 6.4: Comparison of data sheet outlet data (subscript data) and simulation
results (subscript sim) for indirect evaporative heat exchanger, condenser and
evaporator.

Supply air outlet summer
Return air outlet summer
Supply air outlet winter
Return air outlet winter
Condenser outlet
Evaporator outlet

Tdata [◦ C]
21.4
25.3
15.1
1.2
35.2
16.7

Tsim [◦ C]
21.06
25.65
15.15
1.32
35.11
17.09

6.6.1

Nominal performance data

6.6.1.1

Validation 1

RHdata [%]
75
80
13
100
/
87

RHsim [%]
76.2
80.0
11.4
100
/
85.6

For the first validation the indirect evaporative heat exchanger inlet conditions
are fixed to the data sheet inlet conditions in Table 6.3. The evaporative
cooling function is respectively enabled and disabled for the summer and
winter operating points.
Table 6.4 compares the steady state simulation results of the outlet
temperatures and relative humidities with the data sheet values. The results
match the data sheet specifications well, with temperature and humidity errors
in the order of respectively 0.3 K and 1 % .
6.6.1.2

Validation 2

The second validation performs a similar comparison for the condenser and
evaporator when the active chiller is enabled. The results are obtained by
simulating the active chiller without the heat recovery unit. The inlet conditions
are therefore the outlet conditions of the indirect evaporative heat exchanger
during summer conditions in Table 6.4. The results at the bottom of Table 6.4
show small errors of about 0.3 K and 2 % relative humidity. Note that the BPF
model condenses more water from the air stream in the evaporator than in
reality. This may explain the higher evaporator outlet temperature since less
cooling power is available for sensible cooling.
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Measurement data

The third and fourth validations compare the AHU model with measurement
data during operation. Measured variables are
- the two inlet temperatures and relative humidities,
- the volumetric flow rates of the fans,
- the supply and return duct static pressures relative to the ambient
pressure,
- the supply air temperature and relative humidity,
- the apparent electrical power and power factor,
- the four valve positions,
- variables sadi (t) and schi (t).
The type and accuracy of the used sensors is unknown. The measurement
data is averaged over two minutes intervals.
For these validations we apply the measured control signals of the valves
positions, sadi (t) and schi (t). Since the real modulation signal mod(t) is not
logged, the simulation model’s integrated controller determines its value.
6.6.2.1

Validation 3

Figure 6.5 compares the measured electrical power consumption with the
simulation model for a data set when the compressor and indirect evaporative
cooling are off. The bottom three subgraphs plot the boundary conditions of
the AHU. The figure shows good agreement between the measured and the
simulated electrical power consumption, with a mean absolute error of 106 W,
which is a relative error of 1.2 % when compared to the peak power of 9.1 kW.
The largest error occurs during the last day, during periods when both bypass
valves are partly opened. Even sudden drops in the supply pressure and flow
rates are correctly simulated. The impact of changes in damper positions is
also modelled accurately.
6.6.2.2

Validation 4

Figure 6.6 shows a similar comparison during spring, when the indirect
evaporative and active cooling function are enabled occasionally, leading to
larger power consumptions and new sources of model errors. Figure 6.6 (1st
plot) shows a difference between the measured and simulated electrical power
with an average absolute error of 181 W compared to a peak power of 16 kW
(1.1 %).
The largest errors occur when using the chiller and indirect evaporative cooling
simultaneously. This is probably caused by an error in the evaporative cooling
power computation, since these errors need to be compensated by the chiller
if the supply temperature set point is to be obtained. Menerga™confirms that
the outlet humidity and therefore also the evaporative cooling power depends
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Figure 6.5: Validation of electrical power consumption from fans for
the boundary conditions displayed on the bottom 3 graphs and indirect
evaporative and active cooling disabled.
on the inlet conditions. Therefore the assumption that the outlet humidity is at
least 80 % is inaccurate, probably causing this error. However, more accurate
information is not available.
Figure 6.6 (2nd plot) also shows a comparison between the measured and
the simulated outlet temperatures. The reader should only look at periods
where the chiller is disabled, since otherwise the chiller’s controller will track
the supply temperature set point. For other periods all control variables
are read from measurement data, meaning no feedback is applied. Still, the
simulated outlet temperature closely matches the measured outlet temperature,
suggesting that the model is accurate.
6.6.2.3

Validation 5

The fifth validation uses the same data set as the fourth validation, but uses
the internal control strategy instead of measured control variables. The results
of this simulation are again compared to measurements.
Figure 6.7 shows large differences in the electrical power consumption. The
reason for this is that the model control strategy operates the unit more
efficiently, i.e. it better chooses between evaporative and active cooling. For
instance, at hour 5 the compressor is activated in the measurement data,
while the ambient temperature is still well below the supply temperature set
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Figure 6.6: Validation of electrical power consumption from fans for the
boundary conditions displayed on the bottom 3 graphs when indirect
evaporative and active cooling are used.
point. Therefore free cooling can be used. Menerga™attributes this effect to
the thermal inertia when starting up the unit, causing the unit to measure
higher temperatures. The measurements also show that the active cooler is
occasionally activated while the indirect evaporative cooling is off.
The set point temperature is well tracked by both the measurements and the
simulation.
When dampers are used to control the outlet temperature, i.e. when the chiller
is off, the damper positions show a very similar trend. This suggests that the
damper characteristics of the model and the flow-dependent e-NTU method
are accurate.

6.7

Conclusion

This chapter describes, calibrates and presents validation results for the model
of an air handling unit that allows free cooling, indirect evaporative cooling
and active cooling. Furthermore the model contains a bypass function and
an integrated controller. Since the real control strategy is proprietary, a
custom controller was implemented. The model uses physical principles
and data sheet information. Only few parameters needed to be calibrated
using measurement data. Average absolute errors of the electrical power
consumption are in the order of 1 %. Based on the simulation results, the
model controller performs better than the real controller implementation.
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Figure 6.7: Comparison of the measured performance of the real controller
and the simulated performance when using the model controller. Results show
lower energy use when applying the model controller and good agreement of
the (closed-loop) damper positions.
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The model or its submodels may be used as templates or examples for the
development of other models, including but not limited to air handling units.
This work further demonstrates Modelica as a suitable language for simulating
complex HVAC models. The resulting model is considered sufficiently
accurate for determining the energy use of the air handling units, assuming
that system flow rates can be computed accurately. These flow rates depend
on the air flow network. Next chapter includes a discussion of the remaining
parts of the air flow network of Solarwind.

Chapter 7
Occupancy estimation and aeraulic modelling
One outcome of this PhD work is the validated building model of Solarwind.
For this validation the boundary conditions of the building should be known
as well as possible. Solar irradiation, outdoor temperature and the electrical
power use are boundary conditions that are measured on-site. The occupancy
of the building is not measured directly. It can however be estimated indirectly
using CO2 measurements. This chapter presents how the occupancy is
estimated using only existing CO2 sensors. Moreover, our Variable Air Volume
(VAV) model is presented and the air flow network is validated as part of
this discussion, which concludes the description of the air flow network of
Solarwind.
This chapter is based on the publication:
F. Jorissen, W. Boydens, and L. Helsen. Simulation-based occupancy estimation
in office buildings using CO2 sensors. In C. S. Barnaby and M. Wetter, editors,
15th Conference of International Building Performance Simulation Association, page
Paper 1285, San Francisco, CA, 2017. International Building Performance
Simulation Association
The PhD candidate is the primary author of this paper and performed all
analyses and measurements described in the paper. The VAV model is
available in the IBPSA library and was thus developed in collaboration with
Michael Wetter.

7.1

Introduction

Building occupants exhale CO2 , which locally increases the CO2 concentration.
Building Management Systems (BMS) often measure this CO2 concentration
to serve as an input for their control strategies to guarantee the indoor air
quality. Since this measurement data is available, it may be used to determine
the building occupancy profiles.
Literature describes a dynamic detection algorithm 138 that estimates occupancy
using CO2 measurements. The algorithm is dynamic since the dynamics of
the CO2 mass balance are taken into account. These dynamics are described
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by
ṁ(t)

(cext (t) − c(t)) ρair + V̇c (t) · 106
d c(t)
=
dt
V

(7.1)

where c(t) [ppm] is the indoor CO2 concentration, cext (t) [ppm] is the CO2
concentration of the exterior air, V [m3 ] is the zone air volume, ṁ(t) [kg/s]
is the mass flow rate of the air entering and leaving the zone, ρair [kg/m3 ] is
the zone air density and V̇c (t) = no (t) G [m3 /s] is the total CO2 generation by
no (t) occupants where G is the CO2 generation rate.
The time derivative in this Ordinary Differential Equation (ODE) is often
discretised and then solved for no (t) to find the occupancy of the zone. This
approach was used by Wang et al. 138 , Calì et al. 24 , Ebadat et al. 41 , Mumma 101 .
Wang et al. 138 used CO2 measurements to determine the occupancy by
inverting (7.1). They needed to apply additional filtering to avoid large
occupancy swings due to measurement errors. Mumma 101 performed similar
work. Calì et al. 24 computed the presence of no, one, two or more occupants
for several relatively small zones using a model that was calibrated using
measured occupancy data. Ansanay-Alex 9 derived the presence of zero or
many occupants based on the slope of the CO2 measurement, but did not
compute how many occupants are present. Ebadat et al. 41 proposed an
occupancy estimation algorithm for a multi-zone building. The approach
requires training data for one zone, uses this to fit three model parameters
and then rescales these parameters to other zones. Han et al. 55 combined a
distributed sensor network with a statistical estimation method to estimate
the occupancy in one zone. Lee et al. 87 used a dynamic neural network model
to estimate the occupancy in a single zone using CO2 and absolute humidity
measurements. Gruber et al. 53 specifically investigated the time-delay aspect
of CO2 sensors. For a review of occupancy sensing systems and modelling
approaches, we refer to Yang et al. 156 .
These studies typically focus on single, small zones. Practical applications like
Solarwind however require the occupancy in multiple zones to be estimated.
Furthermore in practical applications no specialised measurement data is
available and therefore the occupancy estimation technique preferably only
uses sensors that are already available. Finally, in real buildings CO2 sensor
drift may occur, causing the measurements to be biased. The measurement
estimation technique should be robust against this drift.
In this chapter we present a multi-zone occupancy estimation technique for
office buildings equipped with VAV units that only uses CO2 measurements
and VAV control signals for each zone. It can be extended to other ventilation
systems as long as the ventilation system can be simulated. The difference
with Ebadat et al. 41 is that our technique does not require more advanced
mathematical concepts to be implemented. It does however require a model
of the building air flow network. The required models are presented here.
Occupancy estimation results are validated using measurement data for a
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single zone. Occupancy estimations of the 22 other zones are verified using
periods of known absence like holidays.

7.2

System description

The methodology proposed in this chapter is applied to measurement data
from Solarwind. In this section the relevant aspects of the building are
presented.
Solarwind has 7000 m2 of conditioned floor space spread over six floors. The
top and bottom floors are not considered in this chapter since they are not
modelled. Ventilation to the four middle floors is provided by two Menerga
Adsolair type 58 air handling units (AHU) that are described in Chapter 6
The supply and return volumetric flow rates of each AHU are measured. The
first and second AHU respectively provide ventilation to 15 zones at the east
of the building and 8 zones at the west of the building. Each zone is equipped
with a supply and a return VAV such that the supply and return air mass
flow rates are balanced. The supply and return VAVs are respectively of the
TVZ 160 and TVA 160 series of TROX Technik. The nominal flow rate of the
eastern zones is either 583 m3 /h or 1167 m3 /h, while the nominal flow rate of
the western zones is 1750 m3 /h. Each VAV is configured to have a nominal
flow rate of 583 m3 /h such that each zone has either one, two or three parallel
VAVs.
Figure 7.1 illustrates that air enters the zone through multiple inlets in a raised
floor. One duct per VAV is used for air extraction. These ducts contain a CO2
concentration sensor, a relative humidity sensor and a temperature sensor.
Windows may be opened. The building n50 value equals 0.24/h and was
measured using a blower door test.
Measurement data was collected through the building management system.
The measurement reading precisions are 1 m3 /h and 0.1 ppm. Sensor type,
accuracy or calibration are unknown. Sensor measurements are stored together
with a MySQL timestamp when the difference with the previous measurement
value exceeds a certain threshold. In practice this means that on average one
sample is stored every minute for the volumetric flow rate and for the CO2
concentration sensors. When multiple measurements are stored within the
same second, the oldest samples, i.e. with the lowest MySQL primary key
values, are discarded. The resulting data is interpolated using zero-order hold
based interpolation. The interpolated signal is then resampled to 2-minute
averaged data by computing the average of 15 equidistant samples of the
interpolated data within each 2-minute interval. The resulting data is used in
the simulations, where the data is linearly interpolated.
The goal of this chapter is to estimate the occupancy profiles in each of
the building zones using the above information and available measurement
sensors.
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Return fan

VAV
Building zone

Supply fan

VAV

Figure 7.1: Schematic presentation of the side view of a building zone. Arrows
indicate air flows. Air enters the zone from many small vents in the raised
floor and leaves the zone through one or more large vents at the top of each
zone. Supply and return air flow rate imbalances are compensated by air
exchange with the environment (right).

7.3

Methodology

In this work CO2 sensor measurements are combined with an air flow model
to estimate the occupancy in each zone using (7.1), which requires the mass
flow rate to each zone to be known. Since flow meters are typically not
installed for each zone, a simulation model of the air flow network is used to
compute these mass flow rates, based on the measurement data and control
set points that are available. The most important component of this air flow
network is the model of a VAV unit, which needed to be developed and which
has been published in the Modelica Annex 60 library 148 , which is further
maintained within IBPSA project 1.
Therefore this section firstly describes the used Variable Air Volume (VAV)
model and secondly the used air flow system model. Thirdly, the CO2 sensor
calibration approach is discussed. Finally, we explain how the occupancy
profiles are computed.

7.3.1

VAV model description

The considered office building uses VAV boxes to control the volumetric flow
rates that enter the building zones. A Modelica model for this component has
been developed. The VAV model is based on the TVA/TVZ series of TROX
Technik and consists of two parts: a type-specific and a type-independent part
(see Figure 7.2).
The first part is the type-specific model for the Trox TVA/TVZ unit. It
transforms the VAV unit control input y0 (t) into the control signal y(t) of a
more generic model
y(t) =

V̇min + (V̇max − V̇min )y0 (t)
V̇nom

(7.2)

where V̇nom is the nominal volumetric flow rate, which may be found in the
manufacturer datasheet. V̇min and V̇max are respectively the lower and upper
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y′
Parameters
V̇nom , V̇max , V̇min
Equations
y=

V̇min +(V̇max −V̇min )·y ′
V̇nom

y

Fluid inlet
pin , ṁin , hin

Parameters
c = {ṁnom , ∆pnom , ∆pf ix,nom }
Equations
ṁin + ṁout = 0
ṁin = f1 (pin − pout , y, c)
pin − pout = f23 (ṁin , y, c)
hout = hin

Fluid outlet
pout , ṁout , hout

{

Figure 7.2: Schematic presentation of VAV model. The top type-specific
part transforms the VAV input y0 into the type-independent model input y.
Important pressures p, mass flow rates ṁ, specific enthalpies h, control signals
y, functions f (·) and equations are indicated in this scheme.
set point bounds of the volumetric flow rates. These values may be fixed on
the VAV boxes using control knobs and are parameters of the model.
The second part of the VAV model is the type-independent model of a pressure
independent valve. We published this model in the IBPSA library as the
TwoWayPressureIndependent model. It has one control input y. The model
consists of two main functions
ṁ = f 1 (∆p),
∆p = f 2 (ṁ).

(7.3)
(7.4)

The first function is a pressure-drop equation that returns the mass flow rate
ṁ as a function of the pressure difference ∆p over the VAV. Equation (7.4) is
an inverse implementation of (7.3).
These equations describe two flow regimes. The first flow regime occurs when
the VAV pressure difference is not high enough to reach the requested flow
rate V̇set (t), i.e. even when the VAV damper is fully opened, the desired flow
rate is not obtained. In other cases the second flow regime holds.
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Functions (7.3) and (7.4) that combine these two regimes, should have specific
properties. They must be unbounded such that one unique solution exists for
every value of ∆p(t) or ṁ(t). The first derivative d ṁ/d ∆p of the function
must also be continuous, since otherwise a Modelica simulation tool’s Newton
solver may not be able to robustly solve algebraic loops containing this
function.
In the first regime, the unit is unable to supply the requested volumetric flow
rate. In this case the volumetric flow rate is determined using pressure drop
equations (5.2) and (5.3) a that were presented in Chapter 5 :

ṁ(t) 2
,
k
q
ṁ(t) = f 4 (∆p(t), k) ≡ sign(∆p(t))k abs(∆p(t)),
∆p(t) = f 3 (ṁ(t), k) ≡ sign(ṁ(t))



(7.5)
(7.6)

where k is computed from
ṁnom
k= p
∆pnom

(7.7)

where ṁnom is the nominal mass flow rate and ∆pnom is the nominal pressure
drop of the unit when the damper is fully opened. ṁnom and ∆pnom are
parameters of the model that need to be set by the user. These values can
typically be found in the datasheet of the manufacturer.
The second regime is active when ∆p(t) > ∆pmin (t), where ∆pmin (t) is the
minimum pressure difference required for supplying V̇set (t). Using (7.6), we
find ∆pmin (t) = (ρV̇set (t)/k)2 . In the second regime the VAV valve restricts
the flow rate by closing the damper such that V̇set (t) is obtained. In this region
(7.3) is equivalent to (7.8).
ṁ(t) = ρV̇set (t)

(7.8)

This equation however does not contain ∆p(t), meaning that ∆p(t) may be
undefined and therefore it is impossible to construct its inverse (7.4). Therefore
a different approach is required, which reflects that the mass flow rate rises
further when ∆p(t) > ∆pmin (t) in the second flow regime.
A function that satisfies this requirement, that is unbounded and has a
continuous first derivative is
ṁ(t) = RS(∆p(t) − ∆pmin (t),
ṁset (t) + l (∆p(t) − ∆pmin (t))ṁnom /∆pnom ,
f 4 (∆p(t), k)
δ)
a Note

that these equations do not include the regularisation around zero flow.

(7.9)
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where ṁset (t) = ρV̇set (t) and l is a parameter that determines the slope of
ṁ(∆p) in region 2. RS( a, b, c, d) is a transition function that returns b for a ≥ d,
c for a ≤ −d and otherwise

( a/d)(( a/d)2 − 3)(c − b)/4 + (c + b)/2,

(7.10)

which is a transition between b and c with a continuous first derivative. Note
that this implementation has changed since publishing the corresponding
paper, such that the overall function is C2 , which is a requirement for
optimisation purposes.
Similarly function f 2 (·) in (7.4) is defined using
∆p(t) = RS(ṁ(t) − ṁset (t),
∆pmin (t) + (ṁ(t) − ṁset (t))∆pnom /ṁnom /l2 ,

(7.11)

f 4 ṁ(t), k,
δ ).
Functions f 1 (·) and f 2 (·) represented by (7.9) and (7.11) are implemented
in a dedicated valve model in the IBPSA library: IBPSA.Fluid.Actuators.
Valves.TwoWayPressureIndependent. This model also contains the option to
model a series pressure drop component with a fixed k value kfixed . Variable
k is then recomputed as
q
k0 = 1/(1/k2fixed + 1/k2 ).
(7.12)
This option allows modelling of two pressure drop components using a single
equation and therefore may result in smaller algebraic loops that may be
solved more efficiently, as explained in Chapter 3.

7.3.2

Air flow model description

Figure 7.3 illustrates the air flow network, in which mass flows from left to
right. Table 7.1 explains the components used in Figure 7.3. The considered
office building has 23 zones, for which air is supplied by two independent air
handling units.
Each zone is modelled using two air volumes in which air is assumed to
be perfectly mixed. These are illustrated for completeness, but do not affect
the pressure drop in the system. Note that the zone air model presented in
Chapter 8 has three volumes, which is a newer version of the same model that
aims to obtain a more accurate thermal model. The results presented here,
were derived using two volumes.
The supply and return air flow rates are controlled using two independent
VAVs per zone. Any imbalance in supply and demand is compensated by
drawing fresh air from the ‘environment’ into the bottom volume. Air flow
between zones is neglected in this study because its magnitude is difficult to
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Figure 7.3: Illustration of the air flow network containing two independent
duct systems that supply air to respectively 15 and 8 zones from which 2
are shown. Each zone contains two air volumes, one supply and one return
VAV ‘valSup’ and ‘valRet’. The ducts are represented using pressure drop
components resSup and resRet. Boundary ‘environment’ sets the absolute
pressure in the zones to 1 atm. Any mass flow rate imbalance in the supply and
return VAVs is compensated by a mass flow rate to or from the environment.
The restrooms contain only VAVs for extracting air. We assume that this air is
drawn from the environment. Table 7.1 explains the used symbols.
estimate and highly depends on whether or not windows are opened, which
is an unknown function of time. Each AHU is connected to four VAVs ‘valBat’
that extract air from the restrooms. They have a constant set point of 150 m3 /h
each. Since no air is injected in these rooms an imbalance exists. We assume
that this air is drawn from the environment and not from the surrounding
zones since otherwise we would have to compute what fraction of the air
comes from what adjacent zone, which requires a much more complicated air
flow model.
The required duct pressure is provided by fans, but since the fans track a
pressure set point, this is simulated by setting an absolute pressure boundary
condition using the Boundary models in the schematic presentation. The
environment has a constant pressure of 1 atm.

7.3.3

Air flow model configuration

A few experiments were conducted to estimate some of the model parameters.
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Table 7.1: Table explaining the components used in Figure 7.3 and their
sources.
Icon

7.3.3.1

Description

Source

VAV model: The VAV model outlined in this chapter.

Custom

FixedResistanceDpM: Pressure drop element that


p
ṁ(t) 2
sets ∆p(t) =
or ṁ(t) = k · ∆p(t) where k
k
is defined using (7.7).

IBPSA

Boundary: Serves as a mass source or sink by setting
a pressure boundary condition to the connected
model.

IBPSA

CO2 sensor: Measures the CO2 concentration in the
connected component.

IBPSA

MixingVolume: This component perfectly mixes all
entering mass streams but causes no pressure drop.

IBPSA

V̇max and V̇min

The nominal pressure drops of ‘resSup’ and ‘resRet’ and the series pressure
drop of the VAVs were manually calibrated in order to fit the measurement
data. The set points of the VAV set by the control knobs were inspected
visually on a few VAVs, from which the minimum and maximum opening
V̇min and V̇max were respectively found to be about ∼ 30% and ∼ 65% of
V̇nom .
Further calibration of a few % was conducted using measurement data. The
calibration consists of firstly deriving the values of V̇max using an experiment
where all VAVs were opened (y0 = 1). In a second experiment all VAVs were
closed (y0 = 0), from which V̇min could be computed. This experiment was
conducted separately for both AHUs and separately for return and supply
ducts.
7.3.3.2

Duct pressure drops

The pressure drop of the main ducts and the pressure drop ∆pfix,nom in series
with the VAVs were deduced from experiments. The series pressure drop is
caused by vents, ducts, flexible ducts, bends and also a heating coil for the
supply VAV. For this calibration we used 1) measurements during operation
and 2) the fact that the supply pressure was set too low to reach the flow
rate set point. The measured flow rate in the duct is thus lower than the
sum of the requested flow rates for that duct ∑ ṁset (t). These flow rates are
computed using the logged VAV control signals. The fact that the set point
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is not obtained, means that the VAV dampers are completely opened. The
pressure drop of the VAV can thus be computed from (7.6). The model was
fit using trial and error to attribute the remaining pressure drop to the main
duct and the series pressure drop of the VAVs.
Similar pressure drops for the return ducts needed to be deduced. The return
ducts contain no heating coil, due to which their pressure drop is lower.
Therefore the return duct pressure difference was high enough and the trick
of the supply ducts could not be used to deduce the pressure drop of the
series components.
However, in some occasions the nominal mass flow rate of one of the two
return fans was reached. To protect the filters, the fan controller then lowers
the duct pressure to avoid exceeding the nominal mass flow rate. Due to this
effect the first operating region of the VAVs is again reached, meaning that
the pressure drops could again be deduced from the measured return duct
pressure.
The pressure drops for the other return duct system were chosen equal to
the values of the return duct system where the above described automatic
pressure reduction occurred because no better estimate could be deduced.
The supply and return series pressure drops for the VAV maximum flow rate
of 591 m3 /h were found to be respectively 215 Pa and 43 Pa for the AHU with
8 VAVs and 258 Pa and 43 Pa for the AHU with 15 VAVs. The supply and
return main duct pressure drops for the (different) duct nominal flow rate of
14200 m3 /h were found to be respectively 86 Pa and 30 Pa for the AHU with
8 VAVs and 108 Pa and 30 Pa for the AHU with 15 VAVs. The higher main
supply duct pressure drop compared to the main return duct pressure drop
may be explained by the presence of a humidifier in the main supply ducts.

7.3.4

Occupancy estimation methodology

To compute the zone occupancy, (7.1) is used, which is reformulated into
ṁ(t)

6

[cext (t) − c(t)] ρair + no (t) · G · 10
d c(t)
=
,
(7.13)
dt
V
where no (t) is the number of occupants and G is the CO2 generation rate
per person. In literature a CO2 generation rate of 0.3 l/min or 0.31 l/min
per person is often used 101,138,40,95 . This generation rate however leads to an
overestimation of the occupancy. The generation rate was therefore computed
assuming an average heat production of ∼ 21 J (5 kcal) per liter of O2 that
is consumed 62 . Assuming a respiratory quotient of 1 and a heat production
rate of 131 W, which corresponds to ‘Moderately active office work’ 13 , we
find a generation rate of 0.38 l/min. Ebadat et al. 41 used a generation rate of
0.48 l/min.
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To compute the occupancy profile for each VAV, (7.13) is solved towards no (t).
This results into
no (t) =

V

d c(t)
dt

(t)
+ [c(t) − cext (t)] ṁρair

G · 106

,

(7.14)

where ṁ(t) is computed using the described air flow model, c(t) is the
calibrated value of the two-minute time-averaged measured indoor CO2
d c(t)
concentration c0 (t) and d t is computed approximately using the Modelica
model Modelica.Blocks.Continuous.Derivative with parameter value T =
600 s.
The exterior CO2 concentration Cext (t) is not measured on site. Therefore
measurements from 8 often unoccupied meeting rooms and offices were
combined to serve as the outdoor CO2 concentration. The zone volume V
is computed from the zone geometry. The air density ρair is assumed to be
constant and equal to 1.204 kg/m3 . G equals 0.38 l/min, as computed above.
7.3.4.1

CO2 sensor calibration

The used CO2 sensors experience a drift on the measured concentration, which
needs to be removed. Automatic Baseline Calibration (ABC) is often used for
removing this measurement error by adding a fixed offset to the measured
value. ABC stores the lowest CO2 concentration cmin that is measured during a
certain period. The method assumes that cmin is equal to the constant outdoor
CO2 concentration cout = 400 ppm. The measured CO2 concentration c0 (t)
is then calibrated in the next period by computing the calibrated value c(t)
using
c(t) = c0 (t) + cout − cmin .
(7.15)

For our case ABC may however be unsuited since large outdoor CO2
concentration swings are estimated from the measurement data such that
assuming a constant value would be inappropriate. Figure 7.4a illustrates
these swings using four CO2 measurements and the outdoor wind speed
during seven days starting on Thursday. Some of the meeting rooms were
occupied on Friday noon and Monday noon. Outside of these periods we
assume that the measured CO2 concentrations can be used as an indicator for
the outdoor CO2 concentration, for which no sensor is available. Figure 7.4a
shows that the outdoor CO2 concentration experiences fluctuations of up to
100 ppm, especially during periods of low wind speeds.
Furthermore Figure 7.4b shows that in some occasions the indoor CO2
concentration drops below the outdoor CO2 concentration, since the CO2
concentration rises when the AHU is activated. A clear cause for this could
not be identified, but it could be a temperature-induced measurement error.
Using ABC in this situation would lead to a large underestimation of the
outdoor CO2 concentration.
From these observations we conclude that ABC calibration would not be
reliable in this study. Therefore
c(t) = c0 (t) + cout − c0 (t0 )

(7.16)
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(a) The ventilation unit was activated throughout the
illustrated week. Therefore each measurement is indicative
of the outdoor CO2 concentration.
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(b) Measurement results during a weekend where the air
handling unit (AHU) is only activated at night.

Figure 7.4: Calibrated CO2 measurements of four meeting rooms that are
usually unoccupied.
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Pressurisation [Pa]

Return mass flow
rate 2 [kg/s]

Supply mass flow
rate 2 [kg/s]

Return mass flow
rate 1 [kg/s]

Supply mass flow
rate 1 [kg/s]

is used to correct for the drift on the CO2 sensors where c0 (t0 ) is the CO2
concentration that is measured at time t0 , which is the last date when there
was a national holiday. During these periods the building is assumed to be
unoccupied, while the ventilation is still running. Therefore all CO2 sensors
may be calibrated to the same CO2 concentration.
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Figure 7.5: Validation of air flow network. The four top sub-graphs compare
the simulated mass flow rates with the measured mass flow rates for the
pressure differences indicated in the bottom sub-graph.

7.4

Validation results

7.4.1

Air flow model validation

The air flow model was validated using volumetric flow rate measurements
from the building and using the control signals of the VAVs. The validation
results are shown in Figure 7.5, which shows the measured and simulated
return and supply mass flow rates of the two AHUs and the measured
boundary conditions for the duct pressures that were used. The end of the
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Door

LED

2 light sensors

Figure 7.6: Illustration of people counter comprising a part that contains a
LED and a part that contains two light sensors.
graph shows an experiment where groups of VAVs were opened sequentially
by changing y0 = 0 to y0 = 1. The maximum steady state error is in the order
of 5%.
Note that the supply air mass flow rate is significantly lower than the return
air mass flow rate because the duct pressure set point is too low. This is
correctly simulated.

7.4.2

Occupancy estimation validation

Using the validated air flow model, the zone mass flow rates were computed
and (7.14) was used to compute the number of occupants in all zones. One
of the zones was validated using measurements. To this end a bi-directional
people counter was installed at the entrance of the zone as illustrated in
Figure 7.6. The counter comprises two parts. The first part contains a led and
the second contains two light sensors. When a person blocks the light coming
from the LED, a log entry is made that contains a time stamp and which of the
two sensors’ view was blocked first. Based on these logs the occupancy was
computed. Occasionally measurement errors occurred such that the measured
number of occupants at the end of the day is not zero. Therefore the counter
is reset to zero each night. The zone consists of two smaller zones with 1 and
2 VAVs such that the zone has three VAVs in total.
Figure 7.7 shows the validation results. The top graph depicts the measured
and estimated occupancy profiles. The middle graph shows the measured
control signals y0 (t) for each of the three VAVs. Note that y0 (t) = 0
corresponds to a valve opening of y(t) ≈ 0.5. The AHUs are disabled at
night when y0 (t) = 0 such that the mass flow rate then equals zero. The
bottom graph shows the measured zone CO2 concentration and the exterior
CO2 concentration.

7.5

Discussion

Figure 7.8 shows that at the end of each day the total number of people
entering and leaving the zone does not add up to zero. Although the
differences are typically ± 1 person, this indicates that some measurement
errors exist that should be taken into account when interpreting the results.
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Figure 7.7: Validation of occupancy estimation approach for one zone with
three supply VAVs. The measured and estimated occupancy are on the top
graph. The middle graph shows the VAV control signals y0 (t). The bottom
graph shows the measured zone CO2 concentration and the computed outdoor
CO2 concentration.
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Figure 7.8: More detailed illustration of the validation in Figure 7.7 for a single
week (Monday - Friday).
The measurements indicate that many people leave the office at noon. This
is also detected by the occupancy estimator but the occupancy minimum is
typically underestimated and delayed by about an hour by the inertia of the
room air.
It often happens that the ventilation unit is disabled in the evening before
all CO2 has been evacuated. The remaining CO2 concentration then drops
throughout the night but in the morning the remaining CO2 concentration
is higher than the exterior CO2 concentration, causing the algorithm to
erroneously detect occupancy as soon as the ventilation unit is enabled. This
may of course be avoided by running the AHU longer or until the CO2
concentration drops below a certain value.
Around noon of day 5 the ventilation unit was disabled for about one hour,
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causing the CO2 concentration in the building to rise. Although this effect
was taken into account when computing the VAV mass flow rate, this still
leads to a peak occupancy prediction for a short period when the AHU was
re-enabled.
The order of magnitude of the occupancy is well predicted. This is an
indication that G = 0.38 l/min is an appropriate average CO2 generation
rate for this study.
Figure 7.7 shows that the measured zone CO2 concentration decays
towards the outdoor CO2 concentration during weekends, indicating that
the calibration method works as intended.
The main steps forward in this research in relation to existing literature are
the use of 1) a long validation period, 2) only pre-existing sensors, 3) a large
number of occupants, 4) a real office environment. Our approach can estimate
the occupancy of each zone for which a return CO2 concentration sensor is
installed and for which the ventilation mass flow rate is measured or may be
computed using a model. The CO2 sensor calibration approach compensates
for sensor drift and makes the approach robust against fluctuations of the
outdoor CO2 concentration.

7.6

Conclusion

A direct approach for estimating occupancy profiles in buildings by
using readily available sensors has been implemented and validated using
measurement data from Solarwind during operation. Due to the limited
number of available measurements the outdoor CO2 concentration needed to
be estimated and a validated air flow model was used to compute the zone
air flow rates. To this end a new VAV model has been developed, which
is published in the IBPSA library. The limitations of Automatic Baseline
Calibration for this study were shown and an alternative calibration method
has been used.
Validation results show that the model is able to accurately compute the total
mass flow rates in the air flow system, proving the validity of the model
and demonstrating the use of Modelica to perform detailed building air
flow calculations. The occupancy predictions agree well with the measured
occupancy profile of a single zone and can be used to estimate the internal
gains of the building during building performance simulations or advanced
controller assessments. A CO2 generation rate of 0.38 l/min per person was
computed and yields better results compared to the typically used value of
0.3 l/min.
The computed occupancies are used as boundary conditions for the Solarwind
model. The presented air flow model is part of the Solarwind model. Past
chapters have demonstrated the building envelope, hydronic circuits and
ventilation system parts of the Solarwind model. The remaining parts are now
presented in Chapter 8.

Chapter 8
Model integration and validation of Solarwind
The Solarwind case study building was described in Chapter 2. Furthermore,
chapters 4 to 7 already presented various submodels and validations of the
case study model. This chapter present submodels and validations that were
not discussed earlier, which will conclude the description of the simulation
model. The purpose of these validations is primarily to have an estimate of
the order of magnitude of the errors that exist in the model, and to rule out
implementation errors.
This chapter is based on the submitted publication:
F. Jorissen, W. Boydens, and L. Helsen. Implementation and Validation
of the Integrated Envelope, HVAC and Controller Model of the Solarwind
Office Building in Modelica. Journal of Building Performance Simulation, 2018.
Submitted
and a supplementary material document that is attached to the article.

8.1

Introduction

The Solarwind case study building is described in Chapter 2. Following
sections now describe how the model is implemented. Section 8.2 describes
the modelling philosophy and how the model is practically implemented
using hierarchy and object-orientation in Modelica, while Section 8.3 presents
detailed model implementations, parameters and how the models are
configured. Section 8.4 summarizes how the guidelines from Chapter 3
are applied to the remaining models. A validation study is performed for
the model and submodels in Section 8.5 and conclusions are formulated in
Section 8.6.

8.2

Modelling approach

This section first discusses relevant aspects of how the model was practically
implemented and structured in Modelica. In Section 8.3 the model
implementation and equations are discussed.
Modelica is a generic modelling language. Therefore Modelica tools do not
provide custom models, templates or user interfaces for building simulation
146
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purposes, which can increase model development time. However, since
Modelica is an object-oriented language, classes can be defined and libraries
containing classes can be imported. Low-level, generic classes such as a wall
model are defined in the used model library, IDEAS. Furthermore, case-specific
classes are defined that are specific to the building of interest. These increase
model consistency, decrease development time, reduce code duplication and
facilitate the testing and validation of submodels. We illustrate this by four
examples.
Firstly, a dedicated class was created for groups of components that are used
multiple times. E.g. a dedicated class exists that contains a supply VAV,
a return VAV, supply air heating coil, heating coil two-way valve and two
temperature sensors, which is a group of components that is used for each
zone in Solarwind. Moreover this class is parameterised such that some
parameters such as nominal flow rate, pressure drop and the number of
parallel VAV’s can be changed conveniently and consistently amongst all
components.
Secondly, classes were created for groups of models that are used only once in
Solarwind, but which are used in multiple models. For instance, a dedicated
class is used that encapsulates the solar collector model and its heat exchanger
and pumps. The same class can then be used in the solar circuit validation
and in the Solarwind model, which avoids code duplication and consequently
avoids model inconsistencies.
Thirdly, a class was created that serves as a floor template. It contains
placeholders for groups of components that reappear for each floor: the
building envelope, TABS models, VAV models and internal gain models.
For each of the floors, this template is extended and the four placeholders
are redeclared with the building envelope, TABS, VAV and internal gains
classes that are specific to that floor. This avoids code duplication since the
connections between these models need to be defined only once for all floors.
Finally, each of the four classes that are used in the floor template, are
defined using a two-step approach. A base class is defined that contains
all components and connections that are common to all floors. This base class
is extended in each floor class, and floor-specific parameter values, connections
and additional component models are added. For instance, the four main
floors have a very similar building envelope geometry that consists of eight
zones, walls, ceiling and windows. These components and the façade surface
areas are defined in the base class. The extending model defines the floorspecific window surface area, window shading properties and floor-specific
additional components such as the building entrance on the ground floor.
Consequently it is easy to see the differences between each of the floor models
by inspecting the model code.
The building geometry, HVAC and control system components and connections are identified using available building documentation. Corresponding
models from the Modelica Standard Library, IDEAS and Buildings 147 are used
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to model these components. Our code is based on IDEAS version 84cb4a1,
which includes code from the IBPSA library version 6c5d28d. Buildings library
version cec8ef4 is used. When a required model did not exist, it was custom
developed. Model parameters are defined using available building plans,
HVAC equipment technical datasheets and the BMS data. When data such
as required parameters are missing or inconsistent, on-site inspections and
calibrations using measurement data were used to make the most plausible
implementation.

8.3

Model implementation

We now discuss how various components are modelled in Modelica for
respectively the building envelope, HVAC system and control.

8.3.1

Building envelope

The Solarwind building envelope consists of six floors. Floor 0 is at the road
level and contains the main building entrances. Floors 0, 1, 2 and 3 have a very
similar geometry. Floor 4 is not modelled and is replaced by an insulating
roof. It has a dedicated AHU and chilled ceiling circuits. Removing this floor
therefore has minimal impact on the combined energy use measurements of
the other floors. Floor -1 contains offices, a creche, a restaurant and a gym.
This floor has dedicated AHUs, but uses the same TABS circuits as floors 0 –
3. Occupancy and load profiles of floor -1 are unknown. Therefore floor -1 is
only modelled for the validation study but it is not included in the Solarwind
model.
Most used building component models originate in the IDEAS library, which
is presented in Chapter 4. In addition to this, some models were custom
developed, such as an Under-Floor Air Distribution (UFAD) model and a
model for computing the diffuse and bream solar irradiation components
from measurements of the solar irradiation on three vertical surfaces. Custom
shading models have also been developed. This section first presents a
qualitative model description after which custom developed models are
discussed in more detail. Finally, model parameters such as thermal properties
of the walls are summarised.
8.3.1.1

Building geometry

Floors 0 – 3 have a similar L-shaped floor plan. The long leg of the L has a
length of 76 m and width of 24 m, while the short leg has a length of 36 m
and a width of 24 m. Each floor contains five office zones: zone 1 is on the
east side, at the top of the ‘L’, zones 2a (north) and 2b (south) are in the center
and zone 3 and 4 are located on the west side of the building.
8.3.1.2

Model zones

The five zones on floors 0 – 3 are modelled using six instances of a zone model
that is based on the IDEAS model presented in Section 4.2.2.4. There is one
additional zone since zone 1 has both a north and a south facing part and
consequently it is coupled to both the north and the south TABS circuit.
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The Solarwind building further contains two stairways located in the center
of the east and the west wing of the building, which are modelled using two
default IDEAS zone models. The model thus contains eight zones per floor
for floors 0 – 3. The floor zoning is as indicated in Figure 2.2. Floor -1 is
modelled using an 11 zones model. A blower door test indicates that the
building n50 value is 0.25/h. A constant air leakage rate corresponding to
0.25/20/h is assumed for each zone. The division by 20 is a best estimate of
the real infiltration based on the n50 value. This estimate simplifies aspects
such as wind shielding, stack effect and the type of leaks 100 . As explained by
Meier 100 , this value is likely an underestimation for Solarwind since the stack
effect is stronger for tall buildings.
8.3.1.3

Internal walls

Walls between the zones are modelled using internal walls from the IDEAS
library. Their dimensions are determined using building plans. Internal walls
between zones either consist of 14 cm hollow concrete blocks with 1.5 cm of
gypsum on both sides, or of 17 cm solid concrete. The 25 cm concrete slabs
between floors are discretised using 4 ‘internal wall’ segments such that the
temperature variation along the water flow direction in the CCA circuit is
taken into account. Since a fraction of the floor plate is not activated, one of
the four segments of the floor is free-floating. Concrete columns within the
zones are modelled by lumping them into a single wall. Light internal walls
within zones are neglected since simulations including these walls did not
lead to significant temperature differences.
8.3.1.4

External walls and windows

The window and outer wall models from the IDEAS library are used to model
the façade. The light outer walls with U = 0.08 Wm−2 K−1 mainly consist of
40 cm of inflated wood fiber. Windows are shaded by the Solarwind building
envelope itself, by fixed photovoltaic panels above the south facing windows,
by exterior controllable blinds on the east and west façade, by nearby buildings
and, for floor -1, also by the surrounding ground. This is modelled using the
IDEAS models for a controllable screen, side fins, a window overhang and
a model for shade cast by a wide object with constant height. The window
surface area and window frame surface area are determined using building
plans. Thermal properties of the glazing and the frame are determined
using data sheets and the Window 7 software 47 . Windows can be opened in
practice but are assumed to be closed in the model, which may lead to an
underestimation of the loads. Thermal bridges and wooden support structures
within the outer walls are neglected.
8.3.1.5

Floor-specific geometry

Zones 0 – 3 share the same overall geometry but have a number of distinct
features, which are summarised here.
The stairway of floor 0 has a different geometry since it includes the building
entrance. This has been accounted for by adding a window and outer wall
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model for the stairway zone of floor 0. Moreover, the lengths of other walls
needed to be adjusted to account for the different geometry.
Floors 1 – 3 each have two boxes that protrude the building outwards on
the north façade. They have a concrete floor and ceiling and a fully glazed
façade. The box width and depth are respectively 5 m and 2.9 m. IDEAS
does not contain a model for such a box. These boxes are therefore modelled
approximately using a north-oriented window with a surface area equal to
the glazed surface area. The floor and ceiling of the box are neglected. Shade
cast by the box is also neglected since the north-oriented façade has negligible
direct solar irradiation.
The ceiling of floor 3 is partly insulated and partly covered by floor 4. Since
floor 4 is not simulated, the entire roof is insulated in the model.
8.3.1.6

Simplifications

Some building aspects are simplified or neglected to limit model complexity,
or when a suitable model was not available. Firstly, there is a recess of 2 m
deep at building entrance on the south façade. The recess extends upward
throughout floors 1 and 2. This recess is neglected. Secondly, Solarwind is
partly covered by a green roof and has a green façade on the east façade of
the west wing of the building. These walls are modelled as a regular outer
wall since more appropriate models were not available. Thirdly, Zone 2a of
floor 0 contains a lab with a dedicated AHU, however the AHU flow rate
is not measured directly. Moreover, part of the air flow is used for fume
hoods, which complicates the modelling. Therefore this zone is simplified, by
considering it to be unoccupied and unventilated. Finally, zone 3 of floor 2
contains a rectangular atrium of 57 m2 that extends 9.6 m up to the roof of
floor 4. The horizontal atrium roof glazing has a g value of 0.16 and a U value
of 0.6 Wm−2 K−1 . Since IDEAS does not contain an appropriate atrium model
and because the fourth floor is not modelled, the atrium is also not modelled.
8.3.1.7

Internal heat gains

Following internal heat gains are considered:
- sensible heat gains from occupants,
- latent heat gains from occupants,
- sensible heat gains from lighting,
- sensible heat gains from appliances.
The number of occupants in each zone as a function of time is estimated using
the methodology outlined in Chapter 7. For a description of how occupants
are modelled see Section 4.2.2.4. The electrical power use for lighting and
appliances is measured individually for five zones per floor. The electrical
power measurements of zone 1 are attributed to its two sub-zones based on
their relative floor area. I.e. 65% of the gains are injected into zone 1b. All
sensible heat gains are split into a radiant and a convective part. We estimate
that the LED lighting emits about 50% of the electrical power as radiant heat.
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The radiant fraction of electrical appliances is assumed to be 20% 12 . Radiant
heat is distributed over all walls as described in Section 4.2.2.4. Convective
heat is injected into the thermal plume model.
8.3.1.8

Under-floor air distribution model

The default IDEAS air model assumes that air is perfectly mixed, which is not
the case here since an under-floor air distribution system is used. Therefore
a more detailed model is preferred. The following discussion motivates the
model that was used. Note that this model is not validated.
Lin and Linden 93 present a UFAD model based on plume theory and
laboratory experiments. Their results form the basis for the EnergyPlus
under-floor air distribution interior zone model. The EnergyPlus model computes
the return air temperature as 133 (Equation 13.180)
Tret = Tsup +

0.0281Q̇
Tsup ,
1000V̇g

(8.1)

where Tsup [K] is the supply temperature, Q̇ [W] is the net heat flow rate that
3/2

is injected in the zone air, V̇ [m3 /s] is the volumetric flow rate, g ∼ V̇
is a
Q̇1/2
133
dimensionless parameter with typical values in the range of 2 - 15
(Figure
13.16). However, using conservation of energy we expect that
Tret = Tsup +

Q̇
.
c p ρV̇

(8.2)

Based on our understanding of the model equations, these two equations
are incompatible and implementing (8.1) would thus lead to a violation of
conservation of energy, which we do not consider to be acceptable.
Since no further UFAD models were found, we now discuss related research
for modelling Displacement Ventilation (DV). DV does not have multiple vents
in the floor, but rather uses a single supply vent that is typically located in
a wall instead of in a floor. UFAD in general leads to less stratification since
the air flow has more upward momentum, which induces mixing. Webster
et al. 140 however showed a large degree of stratification for low flow rates.
Solarwind has a nominal flow rate that corresponds to the lower range of the
presented study. Therefore we assume that the UFAD system has a degree of
stratification similar to DV, such that DV models are also applicable.
Li et al. 91 and Hensen and Hamelinck 59 propose nodal models for DV. Rees
and Haves 116 however argue that these ‘one-dimensional plug flow’ models
over-estimate the wall and room air temperatures. They therefore propose
a model that subdivides the room into four stacked nodes of equal height
and a second set of air nodes that represent thermal plumes. This model
uses separate convection coefficients for the four air layers and computes
the wall heat exchange for each of the four segments using a different wall
temperature. IDEAS only considers a single wall temperature. Rees and
Haves’ model uses ten nodes in total. The flow rate of the mass entrained into
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these plumes is a model parameter that needs to be determined for each of
the air layers. Average parameter values were provided by Rees and Haves 116
but it is unclear whether they are applicable.
Wu et al. 154 present a nodal model that has three vertically stacked nodes and
a fourth node for the downdraft generated by external walls and windows.
The downdraft flow rate computation however does not support a negative
0.4
temperature difference ∆Tdd , which may occur during summer, since ∆Tdd
is computed, which is undefined for negative values of ∆Tdd . Moreover,
this model does not treat thermal plumes separately. Due to the relatively
large internal gains of the model and the well insulated walls, the thermal
plume model is assumed to be more important. Mateus and Carrilho da
Graça 98 propose a three-nodes model that computes the height of the mixed
upper air layer (neutral height) using a thermal plume model. This variable
height is however incompatible with IDEAS, which considers a single wall
temperature. Moreover, the equations result in a neutral height of 0 m whenever
the ventilation is disabled, which raises the question whether the equations
are still valid when the ventilation system is disabled. For these reasons a
custom model was developed similar to the model of Wu et al. 154 , without
the downdraft model and with a thermal plume model.
The zone air model divides the zone air into three nodes that are stacked
vertically and have temperatures Ttop (t), Tmid (t) and Tbot (t). Their associated
air volumes are Vtop = 0.2V, Vmid = 0.7V and Vbot = 0.1V where V is the
total zone air volume.
Convective heat transfer with a heat flow rate Q̇con occurs between the
top, bottom and middle nodes and respectively the ceiling, floor and walls
and windows. For the ceiling, walls and windows, the default IDEAS
natural convective heat transfer correlations from Awbi and Hatton 15 are
used. However, forced convection occurs at the floor when the displacement
ventilation is activated and otherwise natural convection occurs. These two
effects are combined using the correlations from Novoselac et al. 103 , Table 4
such that the floor convective heat transfer coefficient hflo (t) equals




 1/6

| Tflo (t)− Tsup (t)|ACH(t)0.8 6

2.175∆T (t)0.308 6

+
0.48
,

∆T (t)
Dh0.076
hflo (t) = 



 1/6

| T (t)− Tsup (t)|ACH(t)0.8 6

0.704∆T (t)0.133 6

+ 0.48 flo
,

∆T (t)
D0.601

if Tflo (t) ≥ Ttop (t)
otherwise

h

(8.3)

where ∆T (t) = Tflo (t) − Tbot (t), Tflo (t) is the floor temperature, Dh is the
hydraulic diameter of the floor, ACH(t) is the air change rate per hour and
Tsup (t) is the supply air temperature. The convective heat flow rate towards
the bottom node then equals
Q̇con = Aflo hflo (t)∆T (t)
where Aflo is the surface area of the floor.

(8.4)
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Advection causes heat and mass transfer between the three nodes. Supply
air with flow rate ṁsup is injected in the bottom node and return air with a
flow rate ṁret is extracted from the top node. Flow rate imbalances between
the supply air and the return air are compensated by a flow rate injection or
extraction from the middle node.
The nodes also exchange heat when unstable stratification occurs. In these
cases we assume that the zone air becomes well-mixed, by exchanging heat
between the nodes using a time constant τ of 180 s such that
Q̇mid→top (t) =

Vρc p
max( Tmid (t) − Ttop (t), 0)1.33
τ

(8.5)

Q̇bot→mid (t) =

Vρc p
max( Tbot (t) − Tmid (t), 0)1.33
τ

(8.6)

where ρ is the density of air, c p is the specific heat capacity of air. The exponent
1.33 is added since this exponent is used to model natural convection between
a heated floor and air. Note that the real model time constants are smaller
than τ since Vbot = 0.1V.
Convective internal heat gains Q̇con,int (t) from appliances and occupants are
injected into the top node using a simplified thermal plume model. This
model assumes that the mass flow rate ṁplm (t):
ṁplm (t) =

Q̇con,int (t)
7.5c p

(8.7)

from the middle node is entrained with the heat such that the resulting
thermal plume has a temperature of 7.5 K above the middle node temperature.
This temperature difference was estimated based on results from Rees and
Haves 116 .
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Taking into account that some specifc flow rates can cancel each other, the
resulting differential equations for the energy balance are then
0.2ρVc p cm

dTtop (t)
= Q̇con,int (t) + Q̇mid→top (t) + ∑ Q̇ceil,i (t)+
dt
i
h
i

c p max ṁret (t), ṁplm (t) Tmid (t) − Ttop (t) ,

0.7ρVc p cm

dTmid (t)
= − Q̇mid→top (t) + Q̇bot→mid (t) + ∑ Q̇wall,i (t)
dt
i

+ c p ṁsup Tbot (t) + c p ṁplm Ttop (t)
h
i
+ c p max 0, ṁplm (t) − ṁret (t) Ttop (t)
h
i
− c p max ṁret (t), ṁplm (t) Tmid (t)


+ c p max 0, ṁret (t) − ṁsup (t) Tair,ext (t)


+ c p min 0, ṁret (t) − ṁsup (t) Tmid (t)

+ c p ṁinf (t) [ Tair,ext (t) − Tmid (t)] ,
0.1ρVc p cm



dTbot (t)
= − Q̇bot→mid (t) + ∑ Q̇flo,i (t) + c p ṁsup (t) Tsup (t) − Tbot (t) ,
dt
i

where Tair,ext is the exterior dry bulb temperature, ṁair,inf is the air infiltration
flow rate, and cm = 5 is a factor that artificially enlarges the air thermal
mass 123 (Table D.4). The infiltration flow rate ṁair,inf is computed assuming
an n50 value of 0.25 ACH, which was measured using a blower door test on
the full building. These three differential equations are slightly simplified
since IDEAS uses humidity-dependent enthalpies instead of temperatures for
the actual computations.
8.3.1.9

Discretised CCA floor model

The embedded pipe model by Koschenz and Lehmann 86 is used to model
heat transfer between the concrete core activation slab and the embedded pipe
in the concrete. This model has a lower bound for the mass flow rate, for
which the model is valid. This lower bound can be reduced by discretising
the model along the water flow direction. The embedded pipe model, and
therefore also the floor, are discretised into three sections such that low flow
rates are modelled sufficiently accurately. Moreover, part of the concrete floor
slab does not contain embedded pipes and is thus not activated. The floors
were therefore discretised in four parts. The first three parts are connected
to the embedded pipes and each contain one third of the total activated floor
area. The total activated floor was determined using plans containing the
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Figure 8.2: Picture of the weather station solar irradiation sensors.
dimensions of the CCA sections, as illustrated by Figure 8.1. The remaining
floor surface area was attributed to the fourth part.
8.3.1.10 Computation of beam and diffuse solar irradiation
The building weather station measures the total solar irradiation on three
vertical surfaces that are parallel to the east, south and west sides of the
building, see Figure 8.2. IDEAS however uses Hdir (t) and Hdif (t) as inputs,
which are the direct beam solar irradiation and the diffuse solar irradiation
on a horizontal surface. A model is developed for deriving the IDEAS inputs
from the measurements. This model is described here.
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The Perez model 104 , 105 could be used to compute the total solar irradiation
on the three surfaces as
Heas (t) = Perez( Hdir (t), Hdif (t), ρeas , ψeas , θver , lat, lon, t)

(8.8)

Hsou (t) = Perez( Hdir (t), Hdif (t), ρsou , ψsou , θver , lat, lon, t)

(8.9)

Hwes (t) = Perez( Hdir (t), Hdif (t), ρwes , ψwes , θver , lat, lon, t)

(8.10)

where ρ is the ground reflectivity, ψ is the azimuth angle of the surface, θver
is the tilt angle of a vertical plane, lat and lon are the building latitude and
longitude and t is time, which is used to compute the solar position.
Equations (8.8)-(8.10) could be inverted to compute the unknown values of
Hdir (t) and Hdif (t) from the known values of Heas (t), Hsou (t) and Hwes (t).
This however implies that three equations would be used to compute two
values, which leads to an overspecified problem. Using only two of the three
equations would imply discarding some of the measured information and is
expected to lead to poor results due to measurement noise.
Therefore a different approach is presented that uses all three sensors. First,
the direct solar irradiation is estimated using each of the three sensors, by
subtracting an estimation of the diffuse solar irradiation and the ground
reflection from the measured solar irradiation on the inclined surfaces:
Ĥdir,i (t) =

Ĥi (t) − 0.5 Ĥdif (t) − 0.5 Ĥgro,i (t)
cos(θi )

∀i ∈ {eas, sou, wes} (8.11)

Ĥdi f ,i (t) =

Ĥi (t) − 0.5 Ĥgro,i (t)
cos(θi )

∀i ∈ {eas, sou, wes} (8.12)

Ĥgro,i (t) = ρi cos(θi ) Ĥdir,i + Ĥdif (t)

∀i ∈ {eas, sou, wes} (8.13)

where Ĥgro,i (t) is the solar irradiation reflected by the ground in front of
direction i. Factors 0.5 are used since the view factor of a vertical surface to
the ground and the air is 0.5. We here implicitly assume that the diffuse solar
irradiation is equally strong in all directions.
Equation (8.12) assumes that there exists at least one direction on which no
direct solar irradiation is present, such that Ĥdif (t) can be computed as


Ĥdif (t) = 2 min Ĥdif,eas (t), Ĥdif,sou (t), Ĥdif,wes (t) .
(8.14)
A factor two is used since Ĥdif,i (t) is the diffuse solar irradiation measured
by the sensor, which is only half of the diffuse solar irradiation that would
fall onto a horizontal surface due to the view factor of 0.5. This assumes an
isotropic sky. The direct solar irradiation is chosen equal to either Ĥdir,eas (t),
Ĥdir,sou (t), Ĥdir,wes (t), or an interpolation between these values, depending
on what corresponding surface normal has the smallest angle with respect
to the sun rays. These equations form an implicit system of equations that is
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automatically solved by the Dymola algebraic loop solver.
Equation (8.12) is inconsistent with the Perez model, since the Perez model
does not assume uniform diffuse solar irradiation. Instead, Perez computes
the sky diffuse solar irradiation for a vertical surface as
Hdif,Perez (t) = Hdif (t) [0.5(1 − F1 (t)) + F1 (t) a(t)/c(t) + F2 (t)]

(8.15)

where F1 (t) and F2 (t) are functions of Hdir (t) and Hdif (t) and a(t) and c(t)
each are functions of the sun position and surface orientation.
Equations (8.12) could be replaced by (8.15) to obtain a more accurate
approximation of the Perez model inverse, but since F1 (t) and F2 (t) depend
on Hdir (t) and Hdif (t), this leads to a more complicated algebraic loop, for
which no solution is found. Therefore F1 (t) and F2 (t) are computed using
Ĥdif (t) and Ĥdir (t). The previously described equations are implemented a
second time, now using (8.15) instead of (8.12) and
(
)
Ĥdif,i (t)
Hdif (t) =
: ∀i ∈ {eas, sou, wes}
(0.5(1 − F1 (t)) + F1 (t) ai (t)/ci (t) + F2 (t))
(8.16)

Hdif (t) = min (Hdif (t)) .

(8.17)

instead of (8.14). From these equations the final values of Hdif (t) and Hdir (t)
are computed.
Parameter values for ρeas , ρsou and ρwes need to be determined. The value
of ρwes is approximately known and chosen equal to 0.16, which is the solar
reflection coefficient of the atrium glazing that is located at the south-west
of the weather station. The other ground reflectivities are fitted such that
the transition between the values of Ĥdir,eas (t), Ĥdir,sou (t) and Ĥdir,wes (t) is
smooth. This leads to an estimated value for the east and south ground
reflectivities of 0.2 and 0.1. The value of 0.1 is low, which indicates that the
model may not be sufficiently accurate. The default ground reflectivity of
IDEAS is 0.2.
Since the ground material around the building is not the same as on the roof, a
different ground reflectivity is used for all walls and windows. IDEAS models
do not accurately compute the ground view factor for walls and windows
that are far above ground level or that are surrounded by buildings and other
objects. This could lead to an overestimation of the solar gains from ground
reflection. The ground reflectivity is therefore set to zero instead of the default
value of 0.2.
8.3.1.11 Shading models
Solarwind is shaded from the outside by a combination of surrounding
buildings, its own building envelope, PV panel overhangs on the south façade
and controllable screens on the east and west façades. Floor -1 is also shaded
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Figure 8.3: Illustration of building and overhang diffuse shading models.
by the surrounding ground. This section discusses the impact of the shading
models on the diffuse and beam solar irradiance of windows. None of the
shading models affect longwave heat transfer between the exterior walls or
windows and the surroundings.
PV panel overhangs are modelled using the IDEAS overhang model, which
was described by Baetens 16 . This model is extended to include the effect of the
overhang on diffuse solar irradiation. The Perez model computes the diffuse
sky solar irradiation Hsky,i (t), and the diffuse ground irradiation Hgro,i (t) of
window i. We take into account that the overhang partly blocks the sky view
by computing the shaded sky solar irradiation as
0
Hsky,i
(t) = f ov,sky Hsky,i (t)

f ov,sky = 1 −

arctan



dov
g+0.5hwin

π

(8.18)

(8.19)

where dov is the overhang depth, hwin is the window height, gov is the vertical
gap between the overhang and the window top, as illustrated in Figure 8.3.
Coefficient


ov
arctan gov +d0.5h
win
Fov = 2
(8.20)
π
is an approximation of the view factor of the overhang. This model implicitly
assumes that the overhang reflects no solar irradiation towards the window,
it neglects edge effects, and it assumes that the diffuse solar irradiation is
uniform in all directions. Overhang dimensions are obtained from building
plans.
Adjacent building wings are modelled by the IDEAS side fin model
implementation of Baetens et al. 18 , which uses a similar equation as the
overhang model. We assume that the side fins block the view of the sky and
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Figure 8.4: Illustration of building direct shading model using a side view
and a top view.
the ground such that the shaded diffuse solar irradiation components are
0
Hsky,i
(t) = f sf Hsky,i (t)

(8.21)

0
Hgro,i
(t) = f sf Hgro,i (t)

(8.22)

f sf = 1 − 2

arctan



dsf
gsf +0.5hwin



π

(8.23)

where dsf is the side fin depth and gsf is the gap between the side fins and the
window edge. The model thus assumes that no light is reflected by the side
fins.
Controllable screens are modelled using the IDEAS screen model, which
assumes that the transmitted direct solar irradiation varies linearly with the
screen control signal. The same assumption are made for the diffuse solar
irradiation components such that the shortwave solar irradiation is completely
blocked when the screen is fully closed.
Surrounding buildings and ground shade, including shade from elevated
surrounding ground levels for floor -1, are modelled using the IDEAS building
shade model. This model assumes that light is blocked by a parallel, infinitely
wide object at distance Lbs and with fixed height of the building top relative
to the window top ∆hbs . These parameters are illustrated in Figure 8.4. The
0
shaded direct solar irradiation Hdir,i
(t) of window i is computed as
0
Hdir,i
(t) = f bs,dir (t) Hdir,i (t)

where f bs,dir (t) is a shading factor that is derived as follows.

(8.24)
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Point pbs on the building edge is horizontally projected onto the window
plane along the vertical plane through a sun ray. The point is thus projected
0 over a distance
onto pbs
L
L0 (t) =
(8.25)
cos(ψbs (t))
where ψbs (t) is the solar azimuth angle relative to the window surface normal.
00 is the projection of p along the sun direction, onto the window plane.
pbs
bs
0 and p00 form a rectangular triangle since one side is horizontal
Points pbs , pbs
bs
0 and p00 can thus be
and one side is vertical. The distance between pbs
bs
computed as
L00 (t) = L0 tan(alt(t))
(8.26)
where alt(t) is the solar altitude angle: the angle between the sun rays and the
horizontal plane.
00 is below the window bottom such that L00 ( t ) > ∆h + h
If point pbs
win , then
bs
the beam solar irradiation is unaffected and f bs,dir (t) = 1. If the point is above
the window top such that L00 (t) < ∆hbs , then f bs,dir (t) = 0. Otherwise only a
fraction of the incoming beam solar irradiation is transmitted and f bs,dir (t) is
computed as
f bs,dir (t) = ( L00 (t) − ∆hbs )/hwin .
(8.27)
Furthermore, the shaded diffuse solar irradiation components are computed
as
0
Hgro,i
(t) = f bs,gro Hgro,i (t)

(8.28)

0
Hsky,i
(t) = f bs,sky Hsky,i (t)

(8.29)

Since the window height above ground level is not a model parameter, we
assume that f bs,gro = 1 and that f bs,sky can be approximated as
f bs,sky = 1 − 2

arctan(hwin /Lbs ) + arctan(∆hbs /Lbs )
,
π

(8.30)

which uses a view factor that is computed as illustrated in the right of
Figure 8.3.
8.3.1.12 IDEAS building envelope parameters
Floors 0 – 3 are each subdivided into eight zones, as indicated using different
colors on the ground plan of floor 0 in Figure 2.2. Zone surface areas and wall
lengths were determined from these plans. Since each floor has a height of
3.2 m, the wall height is 3.2 m. Due to the raised floor height of 30 cm and the
concrete slab thickness of 25 cm, the zone height is 2.65 m.
The main façade consists of a wooden structure that is inflated with wood
fibre. The façade is plastered with roughcast. The interior finish consists
of perforated acoustic plasterboard and an air cavity. Since IDEAS has no
models for ventilated cavities, the wall model is structured approximately
as summarised in Table 8.1 where d is the layer thickness, k is the thermal

description
composite tile
tile bottom
air
concrete
concrete

k [W(mK)−1 ]
0.25
0.048
0.04
0.13
0.25

ρ [kgm−3 ]
975
0.23
0.04
640
975

c p [J(kgK)−1 ]
840
2100
2100
4000
840
esw
0.65

0.65

elw
0.85

0.85

ρ [kgm−3 ]
1500

c p [J(kgK)−1 ]
840

elw
esw
0.85
0.65
0.04
0.65
66
Convective (by Hollands et al. ) and radiative heat transfer
1.8
2100
840 0.88
0.55
1.8
2100
840 0.88
0.55

k [W(mK)−1 ]
0.6

Table 8.2: Structure of the raised floors on floors 0 – 3.

d [cm]
1.25
4
40
1.5
1.25

d [cm]
3.4
0
26.6
12.5
12.5

description
roughcast
fiberboard
wood fibre
wood fibre
interior finish

Name
GT 401
GT 402
GT 404
GT 405
GT 509
60/28

sheets
3
3
3
3
2
3

laminated
no
yes
no
yes
NA
yes

location
E+S+W
E+S+W
N
N
N
N

τe [%]
41.8
38.2
26.2
24.8
41.0
21.2

ρe [%]
32.4
31.8
38.4
38.4
22.0
40.9

ae [%]
25.8
30.0
35.4
36.8
37.0
37.9

g [%]
49
49
31
31
55
25

Ug [Wm−2 K−1 ]
0.5
0.6
0.5
0.6
1.0
0.6

Table 8.3: Glazing properties and orientations of the used glazing types where E, S, W, N are the cardinal directions, τe , ρe and
ae are the solar energy transmission, reflection and absorption coefficients, g is the g-value and Ug is the thermal conductance
of the glazing system.

Material
Intec PS34
Aluminum
Air
Concrete
Concrete

Material
Gypsum
Steico Protect
Steico Zell
OSB3
Knauf Cleaneo

Table 8.1: Façade layers and thermal properties ordered from outside to inside. Bold faced numbers indicate that the data
originates from datasheets or plans. Other values are IDEAS default values, based on other sources or are reasonable estimates.
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conductivity, ρ is the density, c p is the specific heat capacity and elw and esw
are the longwave and shortwave emissivities.
A raised floor is used on floors 0 – 3. Its structure is summarised in
Table 8.2. The concrete thermal conductivity of 1.8 W(mK)−1 is based on
design calculations. The data sheets indicate that the floor tiles have an
aluminum bottom finish. This has been taken into account by adjusting the
longwave emissivity of the tile accordingly. Heat from the embedded pipes is
injected from the center, thus between the two halves of the 25 cm concrete
slabs.
The roof of floor 3 consists of a 29 cm concrete slab and 40 cm of insulation
with a thermal conductivity of 0.026 W(mK)−1 . In some locations it is covered
by a green roof or a terrace. Due to the low thermal conductance of 0.0625
Wm−2 K−1 of the roof, and due to the unavailability of models for a green roof
or ventilated cavity, these roof covers are neglected.
Window thermal properties are determined using the glazing datasheets,
which contain the glass sheet properties, cavity filling and further lists what
coatings are applied. Based on this information a glazing system is created
in Window 7.3 47 . When the exact coating is unavailable in the International
Glazing Database (IGDB), a coating with a similar name and coefficients as the
datasheet is used. The main properties for the glazing types are summarised
in Table 8.3.
Most windows of floors 0 and -1 use laminated glass, i.e. types GT 402 and
GT 405. For these windows the exact glazing system could not be configured
in Window 7.3 because the combination of the laminated glass and coating
type is not contained in the IGDB. Since a non-laminated version of the same
glazing system is also used in Solarwind, and their datasheet properties differ
minimally, the properties from the non-laminated version are used for both
the laminated and the non-laminated glazing.
A few individual windows use fire-resistant glazing type GT 509. The coatings
for these glazing types are unavailable in IGDB. Moreover these individual
windows are not simulated separately. Therefore the model assumes that the
thermal properties are equal to the properties of the adjacent windows.
Glazing type 60/28 is used for the glazed boxes at the north façade. Its
properties are computed using the correct window coatings, but without
laminated glass.

8.3.2

Thermal systems

Table 2.3 summarizes the building HVAC components and other thermal
systems. This section provides an overview of the modelled physics for each
of these components, and model parameters when applicable.
8.3.2.1

Air handling units

The ventilation model includes two Menerga Adsolair type 58 air handling
units (AHU), which consist of an Indirect Evaporative Heat exchanger (IEH)
including bypass, an air to air heat pump, two fans, four dampers, a heating
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coil and an internal controller. A first principles model is used to compute
the AHU flow rates, electrical energy use and the supply air thermodynamic
state. Chapter 6 presents a detailed discussion and validation of the model.
8.3.2.2

Variable air volume

Variable Air Volume (VAV) boxes control their damper positions such that an
air flow rate set point is tracked. When the supplied pressure head is too low,
then the flow rate is lower than the set point. The air flow rate set point is
computed from the VAV control signal and a lower and upper bound for the
flow rate set point. Datasheets are used to determine the nominal flow rate
and the nominal pressure drop. The lower and upper bound for the flow rate
are configured using mechanical knobs and are obtained by visual inspection
of the VAVs. The VAV model is described in detail in Chapter 7.
8.3.2.3

Concrete core activation

The concrete core activation (CCA) slabs are modelled using the model of
Koschenz and Lehmann 86 as implemented in IDEAS, which uses the tube
thickness, diameter and thermal properties, the concrete slab dimensions and
thermal properties, and tube spacing to analytically compute the heat transfer
to the concrete slab core. The model is adapted to allow for multiple parallel
CCA sections to exist within the same concrete slab. Moreover the model heat
flow rate is bounded to avoid violations of the second law of thermodynamics
for small flow rates. The CCA slabs are discretised into three sections along
the flow direction. I.e. the inlet temperature of one section equals the outlet
temperature of the previous section. Each section exchanges heat with a
different part of the concrete slab. Conduction between concrete slab sections
is neglected.
8.3.2.4

Heat pump

The four heat pumps are each modelled using the model of Cimmino and
Wetter 28 , which is published in the Buildings library 147 . The physical model
uses a thermodynamic cycle consisting of five steady state refrigerant states to
compute the heat flow rate and electrical power use. The model thus has a
temperature and mass flow rate dependent Coefficient of Performance (COP).
An IBPSA mixing volume 148 is used to model the first order thermal dynamics
of the evaporator and condenser. The model has eight parameters that are
computed using the calibration script provided by Cimmino and Wetter 28
and using manufacturer datasheets.
8.3.2.5

Heat exchangers

The VAV and AHU heating coils are cross flow heat exchangers and the solar
collector, pellet furnace and heat pump heat exchangers are counter flow
heat exchangers. The e-NTU method is implemented to model these heat
exchangers.
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According to Kays and London 82 , the heat exchange effectiveness of counter
flow heat exchangers equals
NTU(t) =

UA
Ċmin (t)



1 − exp −NTU(t)(1 − Ċ ∗ (t))


e(t) =
1 − Ċ ∗ (t) exp −NTU(t)(1 − Ċ ∗ (t))
Q̇(t) = eĊmin (t)∆Tin (t)

(8.31)

(8.32)
(8.33)

where NTU is the number of transfer units, UA is the heat conductance of
the heat exchanger, Ċ ∗ (t) is the heat capacity ratio, ∆Tin (t) is the temperature
difference between the heat exchanger inlets, Cmin (t) is the lowest of the two
heat capacity rates and Q̇(t) is the heat flow rate between the two fluids.
For counter-flow heat exchangers equation




exp −Ċ ∗ (t)NTU(t)0.78 − 1
;
e(t) = 1 − exp 
Ċ ∗ (t)NTU(t)−0.22
from Bergman et al. 19 is used.
These equations are however modified such that zero flow rates do not lead
to a division by zero.
The UA value of each counter-flow heat exchanger is computed as
UA = Q̇nom /LMTD

(8.34)

where Q̇nom is the nominal data sheet heat flow rate and LMTD is the
logarithmic mean temperature difference corresponding to this heat flow
rate. The model thermal power at nominal operating conditions is verified
to match the data sheet. For the Trox WT 160 TVZ cross flow VAV heating
coils, the UA value is computed such that the model matches manufacturer
performance data for the system nominal flow rate. The used UA values are
summarised in Table 8.4. UA values are constant, which implies that the flow
rate dependency of convective heat transfer coefficients is neglected.
8.3.2.6

Borefield

The double U tube geothermal borefield is modelled using the model described
by Picard and Helsen 110 . This model combines short term and long term
behaviour and thus computes convective heat transfer from the fluid to
the borehole and conductive heat transfer through the borehole grout and
the surrounding soil. Uniform thermal properties are assumed. The axial
dependence of the heat transfer from the fluid to the ground is simplified.
Model parameters and sources are as follows. The borehole radius of
7.5 cm, soil thermal conductivity of 2.19 W(mK)−1 , soil volumetric heat
capacity of 2200 kJm−3 K−1 are obtained from the Thermal Response Test
(TRT) documentation. The double U-tube diameter of 25 mm, material
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Table 8.4: Manufacturer data of the heat exchangers. The reported UA values
are computed from the other data. For the furnace, the UA value is increased
by a factor 1.5 to better match the measurements. Indices 1 are used to report
values for the hot fluid. Note that these fluids are either water, air, or a glycol
solution.
UA
Q̇
ṁ1
ṁ2
Tin,1 Tin,2 Tout,1 Tout,2 LMTD Source
[W/K] [kW] [kg/s] [kg/s] [◦ C] [◦ C] [◦ C] [◦ C]
[K] Datasheet
Summer 69 060
240
14.3
19.1
21
14
17
17
3.5
Alfa laval
Winter
44 000
110
13.1
9.45
6
1
4
4
2.5
Alfa laval
Furnace 1.5 · 5000 100
1.21
1.2
90
50
70
70
20
Alfa laval
Solar
4170
60
0.4
0.47
80
30
40
60
14.4 Alfa laval
VAV coil
120
2.53 0.06
0.2
50
16
40
28.3
NA
Trox
HEX

and thickness of 2.9 mm are obtained from a data sheet. The thermal
conductivity of the PE100 tubes is estimated to be 0.38 W(mK)−1 based on
online information of Unidelta (0.45 W(mK)−1 ), iPlex (0.38 W(mK)−1 ), AsahiAmerica (0.4 W(mK)−1 ) and Ineos (0.4 - 0.49 W(mK)−1 ). The grout thermal
conductivity of 2.32 W(mK)−1 and density of 1490 kgm−3 are obtained from
the grout material datasheet. Its specific heat capacity is estimated to be the
same as the one of concrete and equals 840 J(kgK)−1 . The borehole coordinates
are obtained from building plans.
We further assume that all boreholes have the same average length of 29.6 m
since the model does not support multiple borehole lengths. Decoupling the
borefield into two parts is considered to be a worse option since then the
coupling and interaction between the two borefield parts are neglected.
8.3.2.7

Water storage tanks

Models from the Buildings library 147 are used to model the hot water storage
tanks. These models discretise the tank into multiple stacked volumes.
These volumes exchange heat with each other and the surroundings through
advection and conduction. Moreover, unstable stratification is removed
dynamically by exchanging heat between any two adjacent volumes whenever
the top volume is colder.
The three Domestic Hot Water (DHW) tanks are modelled using the
StratifiedEnhancedInternalHex model from the Buildings library. The
tank dimensions and internal heat exchanger heat transfer properties are
obtained from the manufacturer technical datasheet a and are summarised
in Table 8.5. The heat exchanger and buoyancy dynamics were configured
such that complex algebraic loops and small time constants are avoided. This
required allowFlowReversal=false since otherwise large algebraic loops are
formed due to the series discretisation of the internal heat exchanger. The
tank insulation thickness is calibrated using measurement data such that the
heat losses best match the measured data. The calibration was performed by
manually adjusting the insulation thicknesses. The insulation thickness from
a Vitocell-V

100 Technical Data, 500 l
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Table 8.5: Parameters of DHW tank and their integrated heat exchanger (HEX)
models.
Parameter
Volume
Height
Insulation thickness
Segments
HEX inlet height
HEX outlet height
Nominal HEX heat flow rate
Nominal tank temperature
Nominal HEX inlet temperature
Nominal HEX mass flow rate
HEX pipe length
HEX pipe cross section

Value
0.5 m3
1.65 m
{15, 7, 11} mm
4
1.2 m
0.25 m
1.1 · 33 kW
35 ◦ C
70 ◦ C
0.83 kg/s
25 m
5.3 cm2

Source
Datasheet
Datasheet
Calibration
Minimum value
Datasheet
Datasheet
Datasheet, calibrated
Datasheet
Datasheet
Datasheet
Datasheet
Datasheet

the data sheet could have been used instead. This would however lead to even
lower DHW energy uses, which could unintendedly impact the overall HVAC
system behaviour.
DHW load profiles are unavailable and therefore we assume that no domestic
hot water is consumed. However, the circulation of hot water in the DHW
pipes, and the corresponding heat losses, are simulated. The circulation pipe
lengths are calibrated manually to match the observed heat losses, assuming
an insulation thickness equal to the pipe radius and k = 0.035 W(mK)−1 . A
circulation pump flow rate of 0.5 kg/s is assumed since the actual flow rate is
unknown. The pipe lengths is calibrated since the actual pipe lengths were
not available on the building plans.
Model parameters are the tank dimensions and insulation properties.
Domestic Hot Water (DHW) tanks include an internal heat exchanger.
8.3.2.8

Solar collector

The solar collector model from the Buildings library 147 is used. The model
discretises the collector in segments along the flow direction. Thermal
dynamics of each segment are modelled using a mixing volume for which the
solar gains and thermal losses are computed based on the standard EN12975.
The required parameters are identified using datasheets, on-site inspections
and measurement data.
8.3.2.9

Pellet furnace

Limited documentation of the furnace is available, due to which a custom
model is derived from measurement data analysis. Therefore, the furnace
thermal model is simple and does not compute the unit efficiency. The
main characteristics of the furnace’s internal controller are derived from
measurement data.
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When the unit is activated, thermal power is injected into an internal water
buffer of 160 l. The furnace thermal power equals
Q̇ f (t) = c Q̇ f ,nom mod(t)

(8.35)

where c = 0.85 is a fixed correction coefficient, Q̇ f ,nom = 100 kW is the
nominal thermal power and mod(t) is a modulation coefficient that limits the
unit outlet temperature to 87 ◦ C. The unit is activated by an external control
signal. The unit then stays on for a minimum of 2 hours. When the unit is
deactivated, it stays off for a minimum of 2 hours. Thermal power is only
delivered to the water tank after a starting period of 15 minutes. The unit has
an output that requests an external circulation pump to be activated when the
buffer water temperature exceeds 65 ◦ C. A second output indicates whether
the unit has completed its minimum on period.
8.3.2.10 Media models
Moist air with temperature-independent density 148 that contains CO2 is used
for the room air and ventilation models. Most of the hydronic system models
are simulated using water with constant density and specific heat capacity. The
fluid at the primary side of the heat pumps has a glycol concentration of 20 %,
which is taken into account by adjusting the specific heat capacity and density
accordingly. Similarly, the solar collector fluid has a glycol concentration of
33 %.
8.3.2.11 Fans and pumps
Fans and pumps are modelled using the same model, which is described in
detail by Wetter 144 and which is implemented in the IBPSA library. The most
important equations are repeated here for pumps.
The model considers a flow characteristic for pump speed n1 (t) that computes
the pressure difference between the pump inlet and outlet as
∆p1 (t) = f 1 (V̇1 (t))

(8.36)

and the electric power either using a power curve
P1 (t) = f 2 (V̇1 (t))

(8.37)

or a hydraulic and electrical efficiency curve such that
P1 (t) = f 3 (V̇1 (t)) f 4 (V̇1 (t))∆p1 (t)V̇1 (t)

(8.38)

where V̇1 (t) is the volumetric flow rate through the pump and functions
f i (t) are implemented using piecewise cubic splines. These equations are
however only valid for speed n1 . Affinity laws are therefore used to compute
the pressure difference and electrical power at other speeds n2 (t). The
actual pump pressure difference ∆p2 (t), volumetric flow rate V̇2 (t) are thus
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computed from pressure curve (8.36) and affinity law equations
V̇2 (t) n2 (t)
=
,
n1
V̇1 (t)
∆p2 (t)
=
∆p1 (t)



n2 ( t )
n1

(8.39)
2
.

(8.40)

The electrical power P2 (t) is either computed from the power curve (8.37) and
affinity law equation


n2 ( t ) 3
P2 (t)
=
,
(8.41)
P1 (t)
n1
or using
P2 (t) = ∆p2 (t)V̇2 (t) f 3



n
V̇2 (t) 1
n2 ( t )




f4

n
V̇2 (t) 1
n2 ( t )


.

(8.42)

All pump models use these equations to compute the flow rate, pressure
difference and electrical power use. Pump types are obtained from Figure 2.3.
Based on these types, the models are parametrised by sampling the flow
curve and the power curve that are typically supplied in manufacturer data
sheets. The resulting pump curves are added to the IBPSA library. Pumps
that prescribe a fixed head or pressure difference, do not need these equations
to determine the pressure difference or the flow rate, but they are required to
compute the electrical power use.
For fixed differential pressure pumps, the pressure set point is obtained
through visual inspection of the pump.

8.3.3

Valves

Solarwind mostly uses two-way and three-way valves with linear and
equal-percentage opening characteristics. One pressure-independent valve
is used in series with pump 11 in Figure 2.3. It is not drawn on
the HVAC plan, but does exist in practice. Linear two-way valves are
modelled using IBPSA.Fluid.Actuators.Valves.TwoWayLinear. However,
IBPSA.Fluid.Actuators.Valves.TwoWayEqualPercentage was not used to
model the equal-percentage valves, since the used valves do not have
a pure equal-percentage opening characteristic. Instead, they have a
linear opening characteristic between 0% and 30% and an equal-percentage
characteristic after that. This has been modelled by creating a new valve
model IBPSA.Fluid.Actuators.Valves.TwoWayPolynomial which accepts a
set of polynomial coefficients as model parameters. The used polynomial is
y0 (t) = 0.5304y(t) − 0.7698y(t)2 + 1.2278y(t)3

(8.43)

where y(t) is the valve control signal and y0 (t) is the polynomial result. This
value is used to compute the valve k value as


k(t) = Kv l + y0 (t)(1 − l )
(8.44)
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where l is the valve leakage and Kv is a valve parameter.
Our three-way equal-percentage valves use the same polynomial implementation.
To actuate the valves, Siemens SQS 65 motors are used. These actuators
have a linear or equal-percentage (default) valve opening characteristic for a
control signal between 0 V or 2 V and 10 V. The values of these two actuator
settings are unknown and were therefore fitted from measurement data where
possible.
8.3.3.1

Hydronic flow networks

Flow network implementations were discussed in Chapter 5. Further details
with respect to their parameters are discussed here.
The main parameters of valves and other components that generate flow
friction are therefore the nominal mass flow rate and the nominal pressure
drop. Valve characteristics are available from data sheet information most valves have a linear or equal percentage characteristic. However, the
configuration of valve motors is not always clearly documented and therefore
reasonable assumptions are made. Nominal mass flow rates are obtained
from HVAC plans and datasheets. Nominal pressure drops are obtained from
datasheets, but are typically increased to account for balancing valves and
other series components for which pressure drop information is unavailable.
The nominal pressure drops are calibrated such that the computed mass
flow rates match the measured mass flow rates from heat meters installed
throughout the hydronic system. Parallel components have the same nominal
pressure drop in this calibration.
8.3.3.2

Air flow network

Similarly, the nominal pressure drops of ducts are calibrated such that the
computed mass flow rates match the measured mass flow rates from the AHU
flow meters. Parallel components have the same nominal pressure drop in
this calibration.
Chapter 5 explains how the hydronic system models are configured such that
only simple algebraic loops are generated, which contain only few equations
and, more importantly, few iteration variables. Similarly, we now discuss how
the air flow network is configured such that again only simple algebraic loops
are formed.
A schematic of the complete air flow model, which contains components from
multiple HVAC component models, is shown in Figure 8.5. The model is
bounded at both sides by the fixed outdoor pressure. The AHU consists of
a fan, the lumped pressure drop of components with a fixed flow coefficient
and two dampers. The main supply duct is modelled using a pressure drop
component with a fixed flow coefficient. VAVs are modelled using a pressure
independent damper model, which is described in more detail in Chapter 7.
Zones are modelled using three volumes that cause no pressure drop. All
pressure drops within one branch of the flow network are merged into a single
equation, as described in Chapter 5. E.g. the variable flow coefficient of a
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Figure 8.5: Schematic of the supply side of the air flow model of one of the
two AHUs.
damper and the fixed flow coefficient of the duct contraction in series with
the damper are combined into a single pressure drop equation.
The illustrated flow network is modelled using quasi-stationary equations,
which generate an algebraic loop. Algebraic loops are solved in Dymola by
choosing a number of iteration variables from which residual equations are
evaluated. The residual equations are iteratively solved using a Newton solver
such that the equation values converge to zero. In general, the fewer iteration
variables that are used, the lower the computation cost for this algorithm.
In the drawn configuration only three iteration variables are required: the
pressure at both sides of the dampers, and the pressure at the duct outlet
(right). Indeed, the zone air volume pressures and the fan inlet pressure are
known and equal to the outdoor pressure. The fan outlet pressure equals
the inlet pressure plus the prescribed pressure difference set point. From
these pressures all mass flow rates can be computed. This number of iteration
variables is acceptable, but can be improved further since the fan has a supply
duct pressure difference set point, instead of a fan outlet pressure difference
set point.
This is modelled by including relative pressure sensor senRelPre. Its two ports
are connected to the fan inlet and the duct inlet. The measured differential
pressure output is connected to a fan input. Then the fan model is changed
such that it prescribes the relative pressure input instead of the pressure
difference between the fan inlet and outlet. Since the fan inlet pressure is
known and equal to the boundary pressure pamb , Dymola thus computes duct
inlet pressure from the known boundary value and the prescribed pressure
difference of the fan. Since the duct inlet pressure is now known, one iteration
variable for the duct outlet pressures is sufficient to solve the flow rates
through the VAVs and the main ducts. Due to conservation of mass, the total
mass flow rate of the VAVs also passes through the AHU and therefore only
one iteration variable is required. This results in two algebraic loops with
one iteration variable instead of one algebraic loop with 3 iteration variables.
The described functionality for prescribing relative pressures has been made
available in the IBPSA library as parameter option of the FlowControlled_dp
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model.

8.3.4

HVAC control

Relevant parts of the PCD3 programmable controller implementation
schematics were exported in pdf format and implemented manually in
Modelica.
Control component in the schematic representing simple,
unambiguous operations such as a logical operation or an integer addition
could directly be mapped into their Modelica counterparts. For more specific
components, such as a heating curve and a PID controller, the exact logical
controller implementation is proprietary and unknown. These components
were modelled in Modelica assuming the most reasonable implementation
based on the available information and through observation of the logged
controller behaviour. These components are discussed in this section.
The controller components are parameterised. These parameter values can
change throughout the year when insights in the system and/or control
performance has led to modifications. This affects the validation results. Logs
of these changes are unavailable and therefore they are not taken into account
except for one significant update to the CCA temperature set point heating
curve.
8.3.4.1

PI controller model

PI controllers are used extensively in the BMS. The IBPSA library contains
a PID controller model. When configured as a PI controller, it computes the
control signal y(t) based on a set point input uset (t) and measurement input
um (t) as
y(t) = min(ymax , max [ymin , yPI (t)])

(8.45)

yPI (t) = k [uset (t) − um (t) + I (t)]

(8.46)

d I (t)
uset (t) − um (t) − aw(t)
=
dt
TI

(8.47)

aw(t) =

y(t) − yPI (t)
0.9k

(8.48)

where ymax and ymin are the upper bound and lower bound of the output, k
is the PI controller gain, TI is the integrator time constant, which is usually
180 seconds, and aw(t) is the output of the anti-windup implementation that
limits the integrator value.
This PI controller implementation is insufficiently detailed to model the BMS
PI controller since the model:
1. cannot model time-dependent gains k,
2. cannot model time-dependent bounds ymax and ymin ,
3. has a different anti-windup implementation than the BMS,
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4. cannot bound

d y(t)
dt ,

the rate of change of the output.

For these reasons a new PI controller model is developed.
implementation aspects of the model are discussed here.

Some

The BMS PI controller allows to define an upper bound and lower bound for
the time derivative of the controller output, such that
yd,min ≤

d y(t)
≤ yd,max .
dt

This could be implemented in Modelica using



d yd,lim (t)
d yPI (t)
= min yd,max , max yd,min ,
,
dt
dt
y(t) = min(ymax , max [ymin , yd,lim (t)]).

(8.49)

(8.50)
(8.51)

However, such an implementation would sustain a constant offset between
the values of yd,lim (t) and yPI (t) after the activation of one of the rate
of change bounds. Solving this would require a second anti-windup
d y (t)
implementation. Moreover, the computation of dPIt in Modelica would
involve the computation of


d yPI (t)
d uset (t) d um (t) uset (t) − um (t) − aw(t)
=k
−
+
.
(8.52)
dt
dt
dt
TI
The set point uset (t) is often computed using discrete logic and therefore
d uset (t)
may be undefined, e.g. when instantly switching between the outputs
dt
of two heating curves. Dymola therefore does not accept equation (8.52), and
the rate limiter output yd,lim (t) is computed approximately from



d yd,lim (t)
yPI (t) − yd,lim (t) + awd (t)
= min yd,max , max yd,min ,
(8.53)
dt
τd,lim
awd (t) = y(t) − yd,lim (t)

(8.54)

where τd,lim is a time constant that determines the time delay of the
computation. Variable awd (t) is an anti-windup implementation that limits
how much yd,lim (t) can rise above or below ymax (t) and ymin (t) when these
bounds are active. This mitigates big jumps in the output of y(t) when the
regular output limit is active and the bound value ymin (t) or ymax (t) is then
suddenly relaxed by the BMS.
The anti-windup implementation of the regular output limits is also
implemented different from (8.48), since this implementation can also create
an output overshoot when ymin (t) or ymax (t) changes quickly. The integrator
output derivative I (t) is penalised such that

− ∆Imax ≤ y(t) − k [uset (t) − um (t) + I (t)] ≤ ∆Imax

(8.55)
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is satisfied, where the middle term is formed by moving all terms in (8.45)
and (8.46) to one side, which returns zero unless a bound is active, and ∆Imax
is an integrator saturation limit, which is a parameter of the PI controller. The
integrator output is computed using a differential equation that contains a
penalty term when inequality (8.55) is not satisfied. The larger the gain of this
penalty term, the more accurate the result is, but the smaller the model time
constants.
8.3.4.2

Heat pump cascade

The BMS heat pump controller consists of 8 PI controllers that are activated in
sequence. When a PI controller output reaches 100 % the next PI controller
in the sequence is activated, and the output of the former PI controller is
fixed to 100 % until the next PI controller output drops to 0 %. A cascade
consisting of 8 stages is thus formed. The cascade implementation requires
PI controller concepts, such as blocking its output value based on an external
signal, that are not available in Modelica. Moreover, the exact implementation
is unknown.
Therefore, this control sequence is implemented in a simplified and more
intuitive way by considering a single PI controller of which the output is
bounded by 0 and 8. The outputs of eight hysteresis controllers become high
when the PI controller output exceeds {1, 2, 3, 4, 5, 6, 7, 7.99} and become low
when it is less than {0.01, 1, 2, 3, 4, 5, 6, 7}. The last hysteresis controller in the
cascade with a high output determines which heat pumps are activated at
that point in time. For subsequent stages in the cascade, the number and
type of heat pumps are selected such that the total thermal power equals
{29, 43, 58, 72, 86, 101, 115, 144} kW. This leads to an implementation that result
in very similar controller behaviour, but with less complexity.
8.3.4.3

Other

Other custom components that have been implemented are a set-reset (SR)
flip-flop with dominant set, simple blocks such as integer equality comparisons
and switches, a minimum on block that maintains a high signal at the output
for a minimum period when the input becomes high, an off delay block that
maintains a high signal at the output for a minimum period when the input
becomes low, and a block that returns the maximum value of a number of
inputs at its output and further returns the index of the highest input.

8.3.5

Boundary conditions

A weather station on the roof, next to the atrium logs the dry bulb
temperature, the wind speed and wind direction, the total solar irradiation
on a west, south and east facing vertical surface, the relative humidity and
the atmospheric pressure. The solar irradiation measurements, the building
position and orientation and an approximate inverse implementation of the
Perez model 104 , 105 are used to compute the direct and the diffuse solar
irradiation, which are inputs to the IDEAS library. The relative humidity and
the dry bulb temperature are used to compute the absolute humidity. The
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sky temperature is computed 29 from the dry bulb temperature, the dew point
temperature and assuming N = 5 tenths cloud cover.
Electrical power use for lighting and appliances is measured separately for
each of the five office zones. The measured electrical powers are converted into
radiative and convective heat gains. Based on ASHRAE 10 20 % of the electrical
power use is converted into radiative heat gains, whereas the remaining 80 %
is converted into convective heat gains. Convective heat gains are injected in a
simple thermal plume model. Radiative heat gains are spread over the walls,
floor and ceiling. The electrical power measurements of zone 1 are spread
over the north and south part based on their relative surface area.
The number of occupants in each zone as a function of time is estimated
using CO2 measurements in each zone. This estimation is compared to
measurements for a single zone using on-site occupancy measurements. For
more details the reader is referred to Chapter 7.

8.4

Computational aspects

The resulting model is compiled using Dymola 2018, which collects all
equations and performs computer algebra to determine in what order the
equations should be solved. This results in a system of Ordinary Differential
Equations (ODE) that is compiled into efficient C-code and that is integrated
using a time integrator. The default integrator in Dymola is an implicit
integration method, which requires many iterations and therefore many
model evaluations. Moreover, the model Jacobian needs to be computed,
which is performed by default using a finite difference approach, which leads
to even more model evaluations. Discrete equation switches (events) in the
controller model further increases the number of required model evaluations.
The corresponding computational work scales superlinearly with the number
of state variables. This causes implicit integrators to perform poorly for our
model, which has 2251 continuous time states, about 32000 time-varying
algebraic variables and time constants ranging from seconds to hours. Jorissen
et al. 71 found that computation speed and solver robustness can be increased
significantly by using explicit integration methods. Explicit integration
methods however require that the model time constants are sufficiently large,
since otherwise the time integrator becomes unstable for a given time step
size.
Therefore the fastest model dynamics are either slowed down artificially,
or assumed to be quasi-stationary. Quasi-stationary modelling however
introduces algebraic equations, which can cause computationally expensive
algebraic loops to be formed. Flow networks and other quasi-stationary
models therefore need to be constructed specifically to avoid the generation
of large algebraic loops.
This section further summarizes the specific model design choices that enable
the use of explicit Euler integration, which yields a speed increase of about two
orders of magnitude relative to implicit integration methods. The resulting
computation time is 1.9 hours when simulating a year using Euler integration
with a fixed time step size of 15 seconds. For a more theoretical discussion
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and a comparison of the model accuracy the reader is referred to Chapter 3.
QSS solvers 85 are a promising integration method for further increasing the
simulation speed.
Building Envelope The window glazing thermal dynamics are simplified as
described in Section 4.4. Furthermore, small time constants in wall models
are avoided by using wall layer discretisations that are at least 1 cm thick.
HVAC components HVAC components such as the heat pumps, the solar
collector and the pellet furnace contain only a few state variables such that
a first order dynamic response can be modelled without requiring too small
time constants.
Air Flow Network Rooms, ducts and other air volumes with a fixed volume
V contain air with a variable amount of mass m(t) since air density is
temperature-dependent and pressure-dependent. IDEAS models this by
default as
dm(t)
= ∑ ṁi (t)
(8.56)
dt
i
where ṁi (t) are the mass flow rates entering or leaving the volume. The mass
m(t) determines the air density and therefore the node pressure, which affects
ṁi (t). Equation (8.56) is a differential equation and therefore introduces a
state variable, which has a small time constant due to the fast nature of air
flow phenomena. To avoid these small time constants, the implementation is
simplified such that m(t) is constant and equal to ρV where ρ is the nominal
density of air.
Each zone has a supply air VAV and a return air VAV. Sometimes their flow
rates are imbalanced, which causes a net air extraction from the zone. In
theory this leads to an underpressurisation of the zone such that air is drawn
into the zone from nearby zones or from outside such that mass is conserved.
If this effect were modelled as described, the zone air pressure would be an
algebraic variable that needs to be solved from the flow network equations.
This would generate an algebraic loop that is expensive to solve. Moreover,
pressure drop models for air leakage through closed windows, doors and
cracks would be required, which are unavailable in IDEAS and for which
appropriate parameter values are hard to find. The zone air model is therefore
simplified. The zone air pressure is fixed to a constant exterior air pressure
of 1 atm. The supply and return mass flow rates are computed from this
pressure and any mass flow rate imbalance is compensated by an air flow to
or from outside.
In practice an imbalance would also cause mass exchange with nearby
corridors or other zones. The combined zone imbalances would likely cause a
mass exchange between corridors and the building exterior through exterior
doors of the building envelope. This implies a concentrated inflow of outdoor
air in the building corridors in case of an underpressurisation. This effect
is thus not modelled. However, it should be negligible when no flow rate
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imbalances exist, as is often the intented building design.
The AHU model contains state variables that represent the temperature of
the air contained by the indirect evaporative heat exchanger and the chiller’s
evaporator and condenser. Due to the high speed at which air passes through
these components, the corresponding time constant is small. The air thermal
mass was therefore lumped with the thermal mass of the heat exchanger and
is then further increased artificially such that, at nominal flow rate, a time
constant of 1 minute is obtained. This slows down the dynamic response of
the AHU, but since the AHU boundary conditions and temperature set point
change much slower than this, the error is small.
The air flow network sectionsb consist of multiple ducts, bends, filters, etc.
All these components introduce pressure drops along each section. However,
we are only interested in the total pressure drop along each section since this
information is sufficient to compute the flow rates in each section, and more
detailed pressure drop distributions within the sections are not of interest.
Therefore all series pressure drops of a single section are lumped into a single
pressure drop equation. Main duct sections of only a few meter in between
the floors are neglected. These simplifications lead to fewer equations and
therefore greatly reduce the computation time required for solving the air
flow network.
Hydronic Flow Network The hydronic flow network consists of many pipes,
valves and other components that cause pressure drops. The resulting
equations cause large non-linear algebraic loops of equations (unless
simplified), which cause the solver to stop. The model is therefore restructured
and simplified as described in Chapter 5. The presented methodology first
splits the flow network algebraic loop in smaller parts by neglecting the
pressure drop of some bypasses. The remaining pressure drop components
are then configured using parameter from_dp such that algebraic loops can
be solved using fewer iteration variables. The resulting algebraic loops could
be simplified further by the use of custom valve models that do not cause
a pressure drop. Finally, thermal dynamics are simulated by disabling the
thermal dynamics in pumps, valves and junctions and by then lumping the
total thermal mass of a subcircuit branch into the component at the start of
that branch. We further indicate to the solver that the flow does not reverse in
many parts of the system, using parameter allowFlowReversal.
By default, valve openings and pump control signals are filtered to avoid
algebraic loops, which can for instance occur when there is a direct
feedthrough from a three-way valve opening, to the valve flow rates, to
a downstream temperature sensor reading, to the PI controller that controls
the valve, back to the valve control signal. The control valve signal then
b For this discussion we define a section as a part of the air flow network where the air is forced
along a single path. E.g. a collection of pipes, filters and VAVs where no duct splits occur.
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indirectly depends on itself, which generates an algebraic loop. In many cases,
filters could however be removed.
Control Model The largest part of the building controller is modelled using
algebraic equations. I.e. only few state variables are used, mostly for the
integrator in PI controllers. The integrator time constant is 180 s, which is
sufficiently large. Most PI controllers however also have an integrator reset
functionality that is modelled approximately due to constraints imposed by
the Modelica specification. The corresponding state variable is slowed down
artificially to reduce its time constant.

8.5

Validation methodology and results

The Solarwind building is equipped with many sensors that can be used to
validate the presented model. A direct comparison of the full model with
the measurements would however not be informative since a deviation in the
measured zone temperatures can be caused by a controller model error, an
HVAC model error or a building envelope model error. We therefore first
verify each of these submodels in isolation, using measurements from the
building as boundary conditions for the submodel. Measurements are then
directly compared to their corresponding simulation values. The purpose of
these validations is primarily to have an estimate of the order of magnitude
of the errors that exist in the model, and to rule out implementation errors.
I.e. the purpose is not to claim that we present a completely validated model.
Moreover, a quantification of the model errors is useful to estimate the real-life
MPC performance. When some model parameters are unknown, their values
are manually calibrated such that the model results match the measurement
data. Simulations are performed using Dymola 2018 on a Dell Precision T5810
workstation with Intel Xeon E5-1650 v4 processor running Ubuntu 14.04.
In this section a number of validations are performed. For each of these
validations we list the modelled components, the used boundary conditions
and we then present results.

8.5.1

Heat pump

Each heat pump has an on/off controlled primary and secondary circulation
pump. At the evaporator side a two way valve is used to block the flow when
the pump is off. At the condenser side a three way valve is used that can, but
in practice does not, mix supply water into the return water stream that enters
the condenser. The four condenser hot water supply sides are connected to a
supply pipe 147 of 60 m that models the transport delay. Similarly a hot water
return pipe is used. Pipes with a length of 7 m are used for the evaporator. At
the evaporator and condenser inlet pipes, the measured inlet temperatures
are used as boundary conditions. Other boundary conditions are the pump,
heat pump and valve control signals and a boundary temperature for the
pipe heat losses. A Kamstrup MULTICAL 601 heat meter, located at the
condenser return pipe outlet, is used to compare the measured mass flow
rate and thermal power with their simulated values in the first and third plot
in Figure 8.6. A Sosomec DIRIS A20 electrical meter is used to compare the
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Figure 8.6: Validation of heat pump subcircuit. The condenser thermal
power is the instantaneous thermal power that flows through the heat pump
condensers, while the simulated thermal power of the heat meter also takes
into account the thermal dynamics of the building pipes. This explains the
difference between the green and red curves in the top subgraph.
measured active power use of the heat pumps and circulation pumps with
their simulated values in the second plot in Figure 8.6. Boundary conditions
are shown in the last plot in Figure 8.6.
Figure 8.6 shows a good match between the simulations and measurements
with errors in the order of a few percent for the electrical power use and
the pump flow rates. Some electrical power peaks do not appear in the
measurements, possibly due to the higher resolution results of the simulation.
Larger errors occur between the simulated and measured thermal power. The
top plot includes the instantaneous thermal power that is emitted by the heat
pump condensers. There is a large difference between this instantaneous
thermal power and the thermal power measured by the heat meter. This
difference is caused by the thermal dynamics of the pipes. Note also that the
thermal power is sometimes larger than zero when all heat pumps are off. This
thermal power is thus also produced by the thermal inertia of the pipes. Taking
into account that these two effects are modelled much more accurately than
the case where pipes are not simulatedc , the differences between the computed
and simulated thermal powers of about 5 % are considered acceptable.

8.5.2

Pellet furnace

The pellet furnace model is illustrated in the top left of Figure 8.8. It is
connected to a heat exchanger using an on/off circulation pump and a 16 m
pipe at the furnace side of the heat exchanger. At the other side of the heat
exchanger, an on/off circulation pump and a three-way valve are used to
c This

corresponds to the ‘Condenser’ thermal power in Figure 8.6
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Figure 8.7: Validation of pellet furnace subcircuit
control the heat exchanger outlet temperature that is supplied to the heating
system. Boundary conditions are: the inlet temperature of the three-way
valve, indicated with an arrow in Figure 8.8, and the pump, valve and furnace
control signals.
Figure 8.7 shows results for the thermal power that passes through the primary
side of the heat exchanger, the inlet and outlet temperature of the pellet
furnace, and the inlet and outlet temperature of the subcircuit. Thermal power
during startup of the furnace is sometimes overpredicted, which also causes a
deviation in the outlet temperatures. This suggests that the furnace thermal
inertia or internal control is not modelled sufficiently accurately. Temperature
deviations also occur when the three-way valve is partially closed, probably
since the total flow rate is not correctly distributed over the two valve inlets.
This is most likely caused by a deviating three-way valve characteristic, an
inaccurate valve actuator model, or a wrong estimation of the nominal pressure
drop of the system pipes and the heat exchanger. Around day 117.6 and day
119.1 inlet temperature oscillations cause the furnace outlet temperature upper
bound to be reached. The thermal power is therefore modulated downward,
an effect that can be observed in the model.

8.5.3

Solar collector

The solar collector model is validated together with the approximate inverse
Perez model, which computes the direct and diffuse solar irradiation
components from the measured solar irradiation components on three vertical
surfaces, the sun’s position and the coordinates of the building. The solar
collector model at the bottom left of Figure 8.8 is connected to a heat exchanger
using two pipes of 80 m. The outlet temperature of the heat exchanger is
controlled by a three way valve and a pump. The inlet and outlet of the
circuit are connected to the same pipe, to which water is supplied using a
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Figure 8.8: Illustration of pellet furnace and solar collector validation circuits
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Figure 8.9: Validation of solar collector subcircuit for a winter (left) and
summer (right) period.
third circulation pump and a pressure independent valve, which is used to
precisely control the flow rate. The inlet temperature of the pump, indicated
by an arrow, is prescribed to the measured value. Other boundary conditions
are the control signals of the valves and pumps and boundary temperatures
from which heat losses of the pipe and solar collector are computed.
Results are shown in Figure 8.9 for four days at the end of the winter period
(left) and eight days during summer (right). The measured solar irradiations
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Figure 8.10: Comparison between measured and simulated values of total
mass flow rates of north and south CCA circuits.
are decomposed into the diffuse and beam solar irradiation using an inverse
implementation of the Perez model. These components are then recombined
using the Perez model to compute the solar irradiation for all orientations.
The recombined signals are compared to the measurements in the top of
Figure 8.9. These results are not exact since the inverted Perez model is an
overdetermined problem. I.e. 3 equations corresponding to 3 measurement
inputs are used to compute 2 degrees of freedom. Still, the measured solar
irradiations, denoted using (M), closely match the computed solar irradiations,
denoted using (S). As part of the inverse Perez computation, the beam solar
irradiation is computed using each sensor and combined into a single value.
These values are shown in the second graph. Days 180 and 181 show that
the beam solar irradiation transitions smoothly between the three sensors
throughout the day.
The resulting solar irradiation on a horizontal tilted surface is used to compute
the heat gains of the solar collectors. The thermal power is measured using a
Multical 402 heat meter at the inlet of the three-way valve and is compared to
the simulation in the bottom plot of Figure 8.9. Errors are in the order of 10 %,
both during summer and during winter. During summer, circulation pumps
are occasionally enabled until late in the evening. During these periods a net
heat loss occurs through the solar collector and its supply and return pipes.
This heat loss is also predicted accurately.

8.5.4

CCA flow network

The south and north CCA flow networks are validated by simulating all
parallel CCA segments, their 29 two-way valves and the main supply and
return pipes, which are connected to two fixed differential pressure pumps
and two three-way valves that track the supply water temperature set points
of each circuit. Boundary conditions are: the control signals of all two-way
valves, the pumps and the three-way valves.
Figure 8.10 compares the simulated total pump flow rate with the
corresponding measurement from a MULTICAL 601 heat meter from February
1st 2015 to January 31st 2016. The CCA circuits show maximum errors in
the order of 10 % of the nominal flow rate. For small flow rates the errors
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are relatively large, up to 200 %. A consistent error occurs between days 110
and 160 in the south circuit. In this case one two-way valve of the south CCA
circuit is fully opened, one has an opening of 20 % and 12 valves have the
minimum valve opening of 2 % or 5%. The small valve openings lead to small
flow rates that still add up to a significant total flow rate. The chosen valve
model may however not be sufficiently accurate for these valve openings,
which may explain the observed errors. Since the valves are operated using a
feedback controller, these model errors are not problematic. For larger flow
rates at the end of the year, the south circuit flow rate is underestimated. This
may be caused by a model error, by a calibration valve calibration error, or a
malfunctioning valve.

8.5.5

VAV flow network

The VAV flow network is validated through simulation of the main ventilation
ducts of both wings, all connected zone VAVs and the restroom return air
CAVs. Supply and return duct pressure measurements serve as boundary
conditions for the duct pressures (see bottom plot in Figure 8.11). Zone
pressures are fixed to 1 atm as explained in Section 8.4. Other boundary
conditions are the measured AHU and zone VAV control signals. The nominal
pressure drop of the main supply and return ducts and the nominal pressure
drop along the supply and return VAV ducts are calibrated using flow rate
measurements.
Figure 8.11 compares the computed flow rate of the AHU fans with the
measured flow rate of the AHUs. The supply flow rates are lower than
the return flow rates since the restroom CAVs only extract air from the
building. Moreover, the larger pressure drop at the supply side VAVs, causes
the available pressure head to be too low for large total flow rates, due to
which the total flow rate is lower than the sum of the VAV flow rate set
points. This effect is clearly illustrated by an experiment in the top left of
Figure 8.11, where firstly the flow rate was increased by increasing the VAV
control signals. Afterwards the duct pressure set point was lowered. Due
to the reduced pressure, the flow rate set point could not be obtained. This
effect is correctly simulated by the model. It illustrates the need for this model
accuracy, especially if an inferred building controller such as MPC were to
reduce the duct pressures dynamically to reduce energy use. Note that the
duct pressures are automatically reduced by the AHU to avoid exceeding the
nominal flow rate of 14200 m3 h−1 . This effect is not modelled.
The east wing return flow rate is overestimated and supply flow rates are
underestimated during other periods of the year. These errors may be caused
by model inaccuracies and simplifications, or by inconsistent configuration of
the VAVs. Maximum flow rate errors are only in the order of 10 %, despite
that the flow rates are up to 25 % lower than the set point when the supply
differential pressure is not sufficiently high. This shows that the model is
sufficiently accurate for our intended application.

Flow rates
west wing [kg/s]

Flow rates
east wing [kg/s]
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Figure 8.11: Comparison between measured and simulated values of total
supply and return mass flow rates of AHU1 and AHU2.

8.5.6

VAV heating coil subcircuit

The VAV heating coil subcircuit is validated by modelling all VAVs, including
heating coils and their heating coil two-way valves. This includes heating coil
valves of floor -1, for which the exact system layout is not documented. The
valves are connected in parallel to a pipe that is connected to a pump with
a fixed head of 6 m. The pump control signal and the control signals of all
two-way valves are model boundary conditions.
The total heating coil mass flow rate is measured using a heat meter.
Figure 8.12 compares the measured with the simulated flow rate. When
many valves are fully opened, typically at the start of a day, the flow rate error
can become large. This error is not observed when many valves are only partly
opened. The cause for this can be that the flow network pressure drops are
not modelled up to the detail of individual pipes and calibration valves, and
therefore the model is only accurate when the valve pressure drops dominate.
We conclude that errors in the flow network model cause an overprediction
of the peak heating capacity of the VAV heating coils. However, the closedloop controller partly compensate for this since they track a fixed supply
temperature set point. This model error should therefore not introduce large
errors in the computation of the building energy use.

8.5.7

Controller

Many parts of the controller are compared against measurements, of which the
most important results are reported here. Temperature sensor measurements,
the RMAOT, AHU three-way valve openings and on/off control signals,
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Figure 8.12: Validation of total mass flow rate for VAV heating coils.
and the pellet furnace pump demand signal are used as model boundary
conditions. Some measurements that are required for validating the VAV
controller are not logged due to the BMS measurement limit. This controller
is therefore not validated separately. This discussion relies on the modes that
are defined in Section 2.4.
Results are presented in Figure 8.13. The left subgraphs show a spring period
when the furnace is used. The right subgraphs show a summer period when
the solar collectors are used and when the CCA switches between heating
and cooling mode. The first subgraph shows the inputs of the PI controller
that controls the furnace supply water inlet temperature using the installed
three-way valve. The measured and simulated valve openings are shown
in the second subgraph. A large error is observed. Since the PI controller
inputs are measured, this error suggests that the Modelica implementation
of the PI controller is not sufficiently accurate. The algorithms of the real PI
controller implementation are however unavailable, such that the error is hard
to pinpoint. The mismatch may also be caused by the limited accuracy of the
measurement data. These mismatches cause the 70 % valve opening threshold
of the furnace not to be crossed, due to which the furnace does not enter a
Tmax mode. This causes many errors in the furnace mode that is displayed in
the third subgraph.
An error that is unexplained by this is the transition from furnace mode 8
to mode 7 around day 117.5 and 118.25. This error is caused by a different
measurement inaccuracy: due to the measurement update threshold and
averaging of the measurements, the measurements tend to lag behind their
real values. When a DHW tank temperature becomes low, it will trigger a
heat demand, which relatively quickly increases the tank temperature. Due to
this quick feedback loop, the temperature threshold is sometimes not crossed
in the simulations, due to which no heat demand is generated, which affects
the system modes.
These measurement inaccuracies also affect the HWST mode since there is a
feedback from the furnace mode into the HWST mode. Errors in the solar
mode are caused by mismatching modes of the HWST or measurement errors.
E.g. the error around day 117.3 and 118.3 is caused by the wrong value of
the HWST mode. The error around day 117.75 is caused by a solar collector
temperature measurement that does not drop below a threshold, after which
the solar collector temperature increases. At day 118.6 both errors occur.
During the summer period no noticeable errors are observed.

185

80
70
60
50
40
1.0

Set point (M)

Measurement (M)

(S)

(M)

Threshold

0.5
0.0
10
8
6
4
2
0
10
8
6
4
2
0
10
8
6
4
2
0

Furnace (S)

Outdoor (M)

30
20
10

Mode

Mode

Temp. [◦ C]

Mode

Mode

Mode

Furnace
valve
opening

Temp.
furnace
inlet [◦ C]

Part I. Simulation
8.5. Validation methodology and results

6
4
2
0
6
4
2
0
117.0

Furnace (M)

HWST (S)

HWST (M)

Solar (S)

Solar (M)

3 hour avg (M)

3 day avg (M)

CCA (S)

Geothermal (S)

117.5

118.0
Time [day]

118.5

174

176

CCA (M)

Geothermal (M)

178 180
Time [day]

182

184

Figure 8.13: Validation of the main control model modes that are defined in
Section 2.4. A selection of boundary conditions is illustrated in the first and
the sixth plots.
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Figure 8.14: Validation of borefield model using thermal response test.
The seventh subgraph shows the CCA mode. The mode is well predicted
except on day 183. The RMAOT temperatures that are shown in the sixth
subgraph however suggest that a manual override occurred in the building
since the outdoor temperatures are higher than the days before and therefore
the cooling mode should be activated also during day 183. At day 174 and day
176, the simulation predicts a mode change which does not occur in practice.
This may be caused by a wrong parametrisation of the outdoor temperature
thresholds, which can be changed manually by the building operator and
which are fixed in this validation based on observations at a different point in
time.
The last subgraph shows the geothermal borefield modes, which are clearly
computed from the CCA modes.
Based on these modes, the valve openings and pump control signals are
computed. These results were also verified but are not part of the scope of
this text.
We conclude that, although some errors occur, these can typically be explained
by measurement inaccuracies or the absence of system feedback. The controller
model is thus a good representation of the real BMS.

8.5.8

Borefield

The borefield model is validated using measurements from a Thermal
Response Test (TRT) of a single borehole and using measurements during
operation.
During the TRT a thermal power of about 3.6 kW was injected in the borehole.
The TRT borehole temperature was measured in June 2009 to determine the
undisturbed ground temperature of 11.28 ◦ C. The initial ground temperature
is assumed to be uniform and equal to this measured value. The borehole
shank spacingd is unknown and is manually calibrated using the TRT such
that the temperature response error is minimised, as illustrated in Figure 8.14.
d The shank spacing is here defined as the distance between the pipe center and the borehole
center.
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This results in a shank spacing of 2.68 cm.
The borefield model is further validated using measurements from a heat
meter. The borefield and a pump are modelled. The pump flow rate equals
0.34 kgs−1 . The measured thermal power is injected into the borefield. The
validation period consists of over 500 days and starts on May 2014. A uniform
initial ground temperature of 13 ◦ C is assumed for this validation since this
ground temperature is observed from the measurements at the start of the
simulated period.
The response of the borefield is shown in Figure 8.15. The measured inlet
and outlet temperatures of the borefield are compared with the simulated
ones in the first subgraph. The second subgraph compares two temperature
measurements at the top and bottom of the borefield, with the value of model
variable TWall, which represents the boundary temperature between the short
and the long term response of the model. The exact location of the sensors is
unknown so they may not be directly comparable to TWall. The pump mass
flow rate and measured heat flow rate are displayed in the bottom graphs.
Two cooling periods are used to validate the model due to the high variability
of the heat flow rates during heating periods, which makes it visually difficult
to compare results and since pipe thermal dynamics affect the measured
temperatures.
The first period shows that the borefield core temperature is correctly predicted
at the start of the validation period for the initial ground temperature of 13
◦ C. However, the borefield inlet and outlet temperatures are overpredicted,
suggesting that the borehole thermal resistance is overpredicted, or that the
model initial conditions are not accurate enough. Furthermore, the simulated
temperatures fluctuate more strongly than the measurements. This is caused
by the measurement accuracy during this period. A temperature threshold of
0.5 K was used for logging the borefield temperatures. When the threshold is
crossed, this leads to a discrete change in the computed heat flow rate, even
though the heat flow rate changes smoothly in reality. This can be seen in the
third subgraph and by the fluctuations caused.
The second part of Figure 8.15 occurs 400 days later. Borefield measurements
were then logged each minute, such that a smoother heat flow rate is observed.
The second subgraph shows that a drift in the borefield core temperature
has occurred, which is now underpredicted by about 1 K. This can be
caused by model approximations, by an overestimation of the ground thermal
conductivity or volumetric heat capacity, or by an underestimation of the
undisturbed ground temperature. The response to discrete changes in thermal
power is however well predicted. Despite the underprediction of the ground
temperature, the borefield inlet and outlet temperatures are overpredicted
during cooling mode. These model errors will lead to an underestimation of
the borefield cooling capacity and an underestimation of the heat pump COP
during heating mode.
We conclude that the borefield model has both long-term and short-term model
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Figure 8.15: Validation of the borefield model. The first subgraph compares measured with simulated inlet and outlet
temperatures of the borefield. The second subgraph compares temperatures inside the borefield. The remaining graphs are
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Figure 8.16: Validation of the mass flow rate of two main circulation pumps in
subgraph 1 and the electrical power use in subgraph 2 for the control signals
in subgraph 3.
errors up to a few Kelvin. This can cause small errors in the computation of
the heat pump COP, but more importantly it can cause an underprediction of
the passive cooling capacity of the borefield. The model simulations are thus
on the conservative side with respect to this effect.

8.5.9

Pump electrical power use

The pump models are validated using electrical power measurements from the
two largest pumps. The borefield circulation pump (pump 16 in Figure 2.3),
the passive cooling circulation pump (pump 17 in Figure 2.3) and its two-way
valves (valve u in Figure 2.3 and the valve connection to the Cold Water Storage
Tank (CWST)) are simulated. The pressure drop in each of the three circuit
branches is modelled using a pressure drop component with a fixed flow
coefficient, which is calibrated using the measurement data. The measured
pump and valve control signals are boundary conditions.
The first subgraph in Figure 8.16 compares the measured flow rate of pump
16 with the simulated flow rate. The nominal pressure drop of the circuit
is calibrated to 165 kPa using measurement data from the first period.
The second period shows that the model is also accurate for other pump
control signals. During the first period the active electrical power use is
underpredicted by about 20 %. When both pumps are at nominal speed,
around day 384.5, the error is only 9%, which can be explained by the fact that
the efficiency of the frequency converter is not taken into account. Experiments
have shown that the electrical power use of pump 17 at 20 % of the nominal
speed equals 250 W, whereas the simulation predicts a power use of only
25 W. Indeed, the affinity laws do not consider zero load losses of electrical
motors, which can dominate for low speeds. The pump model accuracy could
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Figure 8.17: Validation of DHW tanks. The first two subgraphs compare the
simulated tank temperatures and heat flow rates to measurements. The last
subgraph shows boundary conditions of the validation.
thus be improved. Further errors may be caused by the fact that the frequency
converter of pump 17 performs a non-linear mapping of the control signal to
the pump speed, which was not taken into account since the curve shape is
not well known.
We conclude that the pump models are sufficiently accurate when the nominal
circuit pressure drop is calibrated properly. Improvements could be made
to the way how frequency converters and part load operation of motors is
modelled.

8.5.10

Domestic hot water tanks

The DHW tanks are validated using a model that consists of the three tanks,
three three-way valves, three pumps that supply hot water to the integrated
heat exchanger, and three pumps that draw water from the tanks and circulate
it through the building pipes. Boundary conditions are the supply temperature
at the three-way valve inlets and the control signals of pumps and valves.
Figure 8.17 compares simulation results for one of the three tanks during a
period of one week. The model assumes that no DHW is used since DHW
profiles are unknown. Validation is therefore difficult unless the DHW use is
indeed zero, which is probably the case during weekends and holidays. The
second day in Figure 8.17 is Luxembourg’s national day and the sixth and
seventh days are weekend days and are used to validate the model. During
these days the tank thermal charging power is usually predicted correctly
with errors up to 20 % for the first two days and up to 50 % for the third
day. The larger error during the third day is consistent with the larger tank
temperature measurement that is observed in the top subgraph. The larger
initial temperature indeed results in a lower charging thermal power. The
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insulation thickness of the tank is calibrated such that the temperature decay
of the tank is correctly predicted when the DHW circulation pump is off.
The resulting thickness is 7 mm (see also Table 8.5) for the tank for which
results are shown in Figure 8.17, which is considered small. This computation
uses the default tank insulation thermal conductivity of 0.04 W(mK)−1 . This
corresponds to a heat loss that is 7 times larger than the value reported in
the datasheet. One possible explanation for this is that the hot water in the
circulation pipes causes a natural buoyancy effect that maintains a small flow
rate even when the circulation pump is off. To explain the additional heat loss
of about 500 W, a buoyancy-induced mass flow rate of about 3 g/s would be
required, which we consider a realistic flow rate.
The DHW circulation pipe length is also calibrated. For this calibration we use
the fact that the water in the pipes cools down at night. When the circulation
pump is enabled, this causes a large amount of cold water (26 ◦ C) to enter the
tank, which causes a temperature drop. The pipe length is calibrated such
that this temperature drop is predicted correctly. This leads to large pipe
lengths of {230, 230, 170} m when using a pipe diameter of 25 mm. In practice
the HVAC plans indicate that the supply and return pipe respectively have a
diameter of 20 mm and 32 mm. Pipe heat losses are computed assuming an
insulation thickness of 15 mm and a thermal conductivity of 0.035 W(mK)−1 .
The used calibration possibly overpredicts the pipe lengths if the storage tank
is not well mixed, as the model implicitly assumes.
During the other days, the DHW use is clearly larger since more thermal
power is used. However, standby losses amount to a significant fraction of the
total energy use.

8.5.11

Building envelope

The building envelope validation compares the simulated heat use of the
building with heat meter measurements. The heat meter from the CCA1 and
CCA2 circuits includes heat use from floor -1. Therefore the building envelope
validation includes floor -1 in addition to floors 0 – 3. The model further
contains the ventilation flow network, (excluding AHUs) and the CCA flow
network (excluding pumps) and heat gain models for occupants and electrical
devices. Boundary conditions are: the weather station measurements, east and
west window blind positions, heat gain measurements and occupancy profiles,
supply flow rate and temperature of CCA1 and CCA2, supply head and
temperature of the VAV heating coil network, supply pressures, temperatures
and relative humidities and return pressures of the air flow network and
control signals for VAVs, VAV heating coils and CCA valves. Internal gains
from occupants and electrical equipment are assumed to be zero for floor -1
since no detailed information is available for this zone. Measured control
signals are used in this simulation, which implies that no feedback controllers
are used. This can cause zone temperatures to deviate from their set point
values.
Figure 8.18 compares simulation results with measured temperatures for
zone 2b. The floor number is omitted for privacy reasons. The simulation
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initialisation period starts on January 26th 2015, immediately after a prolonged
measurement interruption. All reported total energy uses are from February
1st 2015 till January 31st 2016. Day numbers on the x-axis are relative to
January 1st 2015.
The first subplot compares a wall mounted temperature sensor (Siemens
QAA2012) measurement with the surface temperature of the corresponding
wall in the model, and the zone air temperature. The CCA slabs contain
one temperature sensor per zone. Their exact location within the concrete
is unknown. This sensor and the measured CCA supply water temperature
are compared with the simulated temperature in the center of the slab. The
supply and return air are compared with measurements in the second plot in
Figure 8.18. The third and fourth plot in Figure 8.18 show the VAV and CCA
flow rates and important heat gains of the model. They facilitate interpretation
of the results, e.g. supply and return air temperatures should not be compared
when the VAV flow rate is zero, since free-floating duct temperatures are not
modelled in detail. Four periods are plotted such that the building response
can be validated for all seasons. The first period occurs during winter time,
with ambient temperatures around 0 ◦ C and therefore has relatively high CCA
supply temperatures of around 27 ◦ C. The second period occurs during spring
time and has very low direct solar heat gains, a low CCA flow rate and night
ventilation. At the end of this period, CCA cooling is activated. The third
period occurs during summer time, when CCA is in cooling mode. Direct
solar heat gains are low due to the window shading devices. The last period
starts on the 20th of December and therefore corresponds to a period with
relatively low internal gains due to the Christmas period.
During the second and third periods, the measured wall dynamics are well
predicted by the simulated air temperature of the zone. During the first and
fourth periods, the temperature dynamics of the simulated air temperature
and measured wall temperature are however opposite. During the day, the
simulated wall temperature decreases, while it recovers at night when the
ventilation is disabled. In the simulation this effect is not observed. During
the day, temperature rises are observed that correspond to internal heat gains.
This suggests that the used air model is not sufficiently accurate to model the
relative magnitude of various convective heat transfer effects that occur in the
zone. The model zoning may also not be sufficiently accurate if heat gains or
ventilation are concentrated in specific parts of the zone.
During the second period, the ventilation system operates continuously.
Return air temperatures and CCA core temperatures are underpredicted
by up to 2.5 K. Therefore, less heat is evacuated from the zone through the
ventilation system than in reality. Due to conservation of energy this means
that less heat enters the zone than in reality. The CCA heat flow rate is
relatively small due to the small temperature difference and flow rate, which
therefore is not a likely cause of the error. The VAV flow rate has been
validated up to reasonable accuracy and its supply temperature is measured.
However, mismatches between the measured and simulated VAV supply air
temperature are observed. The simulated VAV supply air temperature equals
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the measured AHU supply air temperature. The second plot of Figure 8.18
thus shows a mismatch between two measured values, which suggests a
measurement error. In this case the error occurs because the AHU humidifier
and heating coil are active. The AHU temperature sensor seems to be unable
to obtain a correct measurement of the dry bulb temperature when these
components are activated. This accounts for a part of the energy balance error
since the supply air temperature is larger than what is simulated. However,
the large mismatch suggests that the zone heat gains are also underpredicted.
During the third period, CCA cooling is used. The wall and core temperatures
are underestimated by about 0.5 K. This again suggests that the heat gains of
the zone are underestimated.

8.5.12

Conservation of energy

This validation reveals that both the simulated CCA cooling energy use, and
the heating energy use, are underpredicted. Therefore, this section presents an
energy balance of the building envelope that verifies conservation of energy
and that allows better analysis of the energy use deficit.
For this analysis all mass and energy flow rates that enter the building are
grouped and their corresponding energy flow rates are integrated as a function
of time to obtain cumulative values. Figure 8.19 shows the integrated energy
use as a function of time where
- Ecca,i are the energy uses for the north (N) and south (S) CCA circuits
for cooling (c) and heating (h),
- Esol are the diffuse and direct shortwave radiative heat gains through
windows,
- Eocc are the sensible heat gains from occupants,
- Eint are the internal heat gains from electrical appliances and lighting,
- EVAV are the heat gains from the VAV heating coils,
- Eair,0−3 are the total (sensible and latent) heat losses and heat gains of
floors 0–3 that are caused by mechanical ventilation,
- Eair,−1 are the total (sensible and latent) heat losses and heat gains of
floor -1 that are caused by mechanical ventilation,
- Epip are the heat losses and heat gains of the CCA pipes.
The remaining terms of the energy balance are the latent heat gains from
occupants, building envelope infiltration losses, and thermal losses and gains
through windows and the façade. They are included in Eenv .
The first subgraph of Figure 8.19 reveals that the building heat gains are
dominated by the internal gains and the solar heat gains. The heat delivered
by the CCA is relatively small.
The second subgraph of Figure 8.19 shows that this heat is primarily cooled
away by the two AHUs of floors 0 – 3. However during CCA cooling mode,
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this cooling load is partly taken over by the CCA. We compute that the CCA
cools 36 MWh during the summer period where the two main AHUs cool
only 24 MWh. Building envelope heat losses are positive during winter and
negative during summer.
The third subgraph confirms that the sum of these thermal power integrals
equals the internal energye of the building envelope, which equals the sum
of the internal energies of all heat capacitors and fluid volumes in the model.
Energy is therefore conserved by the building envelope model. This rules out
some major modelling errors (but not all).
Figure 8.20 further presents time series data that corresponds to the top
and bottom rows of Table 8.6, which compares the building energy use
corresponding to this validation model (row ‘Envelope’) with the energy use
measured by heat meters and electrical energy meters (row ‘Measurement’).
The figure shows an underprediction of the south CCA heating energy use
at the start of the period, and an overprediction at the end of the period.
Both periods occur during winter, but the second period has much less
solar irradiation. The heating energy use of the north zone is strongly
underpredicted, but now especially during the first heating period. The
cooling energy of both CCA zones is significantly underpredicted, although
the cooling provided by the AHUs is correctly predicted. This suggests the
existence of an unmodelled or underpredicted heat source, or the use of
wrong assumptions. The overall results suggest that the building envelope
heat losses are larger than predicted and that solar heat gains during summer
are larger than predicted. However, no physical explanation for this could be
identified.
Occupant behaviour such as the opening of windows and measurement errors
are other possible causes for the wrong predictions. However, no proof could
be found that these aspects would lead to such a substantial impact.

8.5.13

Building model

Table 8.6 compares the building energy use corresponding to the above
validation model (row ‘Envelope’) with the energy use measured by heat
meters and electrical energy meters (row ‘Measurement’), and the energy
use of the building model (row ‘Building’). The building model includes the
building envelope, HVAC and controller models. Since additional component
models for floor -1 are unavailable, this floor is not simulated but instead
replaced by an adiabatic boundary condition for the floor at ground level.
Other boundary conditions are: the weather station measurements, east
and west window blind positions, electrical heat gain measurements and
occupancy profiles, the measured AHU on/off control signals, and the running
mean outside temperature computed by the BMS.
The CCA energy use for both heating and cooling are significantly
underpredicted, except for the heating demand of the south zones. The
e The internal energy is computed as a sum of the internal energies of all components. The
open-source nature of Modelica libraries was required here to obtain this internal energy for all
component models.
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Figure 8.19: Energy balance of the building envelope model (simulated).
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Figure 8.20: Comparison of simulated and measured energy use.
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Table 8.6: Comparison of heating (h), cooling (c) or electrical (el) energy use
[MWh] of i) the building envelope validation that uses measured boundary
conditions (‘Envelope’), ii) the building model including HVAC and controls
(‘Building’) and iii) measurement data (‘Measurement’), for north (N) and
south (S) CCA circuits, east (E) and west (W) air handling units and the VAV
heating coils. Ven denotes the cooling energy that corresponds to the sum of
the enthalpy flow rates of AHU1, AHU2, and any air infiltration or exfiltration
that compensates for supply and return flow rate imbalances. The energy uses
are in MWh for a year starting on February 1st 2015.
Envelope
Building
Measurement

CCA N,h CCA N,c CCAS,h CCAS,c
31.8
25.4
30.5
19.5
19.3
31.1
24.8
29.4
45.1
40.9
25.2
46.3

VAV AHUE,el AHUW,el
35.1
NA
NA
21.6
18.8
19.1
32.4
24.2
23.2

Ven
169
177
177

underprediction is larger for the building model since it does not include floor
-1. The CCA cooling energy uses are underpredicted by up to 58%, also at
times when the outdoor temperature is lower than the indoor temperature.
This makes it unlikely that thermal bridges or the opening of windows
introduce additional heat into the building. The resulting heat gain deficit
more likely originates in an underprediction of internal gains or solar gains.
The underestimated CCA heating requirements of the north zones however
indicate the contrary. The heating requirements of the south CCA zones are
overestimated. The absence of internal heat gains from occupants and electrical
devices on floor -1 reduces the cooling load. The cooling load underestimation
is consistent with the concrete core temperature underestimation during
cooling mode in Figure 8.18.
The VAV heating coil energy use is overpredicted by about 10% in the envelope
validation and underpredicted by about 30% in the building model. Floor -1
accounts for a lot of the required heat, which partly explains the lower value
for the building model.
The AHU electrical energy use is slightly underestimated, which is partly
caused by the more energy efficient control strategy that is implemented in
the AHU model, see Chapter 6. The cooling provided to floors 0 – 3 by the
ventilation system has an error of only a few percent for both the envelope
validation and the building model.
Measurement errors may also cause the observed differences, but from an
analysis of redundant measurements no significant errors could be identified.
E.g., there is no proof that windows are opened often during winter, which
would increase the heating load. Furthermore, while the simulated annual
heat losses of the DHW boilers are significant, there is no proof that all of this
heat is dissipated in the building. Moreover, this heat loss is not concentrated
around the summer period, when the cooling load mismatch occurs.
While the presented energy deviations are substantial, there is no way around
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conservation of energy. Most of the energy flows are measured (electrical
power use, flow rates and temperatures) or computed from measurements
(solar gains, internal gains from occupants) and the building is well-insulated.
There is some uncertainty on the estimation of the internal heat gains of
the occupants, since the occupancy is deduced from CO2 , which can have a
large uncertainty due to measurement drift and flow rate measurements that
have an unknown accuracy. Moreover, the heat generation rate per person is
unknown. However, the internal heat gains of occupants currently represent
only about 15 % of the total heat gains such that this uncertainty is unlikely to
cause a large error on the total energy balance.
One possible model mismatch that could explain the observed differences is
the simplified air flow model. I.e. we assume a constant infiltration rate, while
in practice the air infiltration rate depends on wind forces and the stack effect.
In any case, we believe that these errors are not caused by model
implementation errors, e.g. we refer the reader to Section 8.5.12 for
a verification of the building model implementation using conservation
of energy and to Chapter 4 for a verification of the building model
components using BESTEST. Moreover, this gap between model simulations
and measurements is a well-known aspect of building energy simulations 52,69 .
The primary objective of this chapter is not to present a validated building
model, but to demonstrate Modelica for the detailed simulation of integrated
building systems, primarily for comparative studies. We thus present the
results as they are, using physical parameters and without tuning the building
envelope model to measurement data. Future work will implement detailed
air infiltration models in IDEAS.

8.6

Conclusion

This chapter presents a comprehensive overview of the Solarwind building
model. The model implementations, their configuration and parameters are
presented. The presented modelling approach shows how Modelica-specific
language constructs are used to ensure model consistency and to avoid code
duplication. We further explain how the guidelines from Chapter 3 are
applied such that small model time constants are removed without introducing
significant errors in order to be able to use explicit Euler integration. These
modifications strongly reduce the model computation time, down to 1.9 hours
for one year. Finally, the accuracy of the model and important model
subsystems is verified using on-site building measurements. Building HVAC
models are found to be accurate, with errors in the order of about ten percent,
although some model parameters were calibrated. The electrical energy use
of air handling units and the cooling generated by the ventilation system are
well predicted. However, zone temperatures are predicted with errors up
to 2 K and the cooling and heating provided by the concrete core activation
systems are underpredicted significantly. One possible explanation for this is
the simplified air infiltration model that is used. Despite these shortcomings,
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the model can still be used as a virtual test bed for comparative optimal design
and control studies. The model should however not be used to predict the
absolute energy savings that are achievable in Solarwind.
This chapter concludes the simulation part of this work. The result is a
partly validated dynamic simulation model that serves as a virtual test
bed. Chapters 9-10 (Part II) will now use and extend this model for the
implementation of an MPC. Chapter 11 (Part III) will use this model for the
demonstration of our methodology for integrated optimal control and design.

Chapter 9
Toolchain for automated control and optimisation
of buildings
Chapters 3-8 present models and methodologies for the development of
simulation models. The goal of this PhD thesis is however to develop a userfriendly toolchain for the integrated optimal design and control of thermal
systems in buildings. This chapter and Chapter 10 present our work with
respect to optimal control using Model Predictive Control (MPC). These
chapters rely heavily on the models and methodologies that are presented in
earlier chapters.
This chapter is based on the publication:
F. Jorissen, W. Boydens, and L. Helsen. TACO, an Automated Toolchain
for Model Predictive Control of Building Systems: Implementation and
Verification. Journal of Building Performance Simulation, 2018. Submitted
This chapter further summarises work that was published as:
D. Picard, F. Jorissen, and L. Helsen. Methodology for Obtaining Linear State
Space Building Energy Simulation Models. In 11th International Modelica
Conference, pages 51–58, Paris, France, 2015. doi: 10.3384/ecp1511851
F. Jorissen and L. Helsen. Towards an Automated ToolChain for MPC in
Multi-zone Buildings. In International High Performance Buildings Conference,
West-Lafayette, IN, 2016. Paper 202

9.1

Introduction

To minimise the amount of implementation work, we propose an automated
toolchain that generates MPCs. We require that our toolchain is user-friendly
such that it is easy to use for users that do not necessarily have an optimisation
or even a building simulation background. Therefore, we use the same
intuitive object-oriented approach that is used for the simulation models.
The simulation models could be used directly by using simulation-based
optimisation. The optimisation algorithm then evaluates the simulation model
multiple times. However, our building has about 100 control variables and the
200
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simulation time is two hours. Therefore this is an intractable approach.
A more scalable approach is to use Linear Programs (LPs), which represent
a class of linear optimisation problems for which highly efficient and
robust solvers exist. These solvers compute the optimum values of
optimisation variables o such that the objective function, which is a linear
combination of these variables, is minimised. Typically, a set of equality and
inequality constraints are enforced, which must be linear combinations of the
optimisation variables. Mathematically this can be expressed as:
min
o

s.t.

c T o,

(9.1)

Go ≥ b,

(9.2)

where G is a matrix of constants and b and c are constant vectors. Such
problem formulations can be solved quickly, but they highly constrain what
type of equations, and thus models, can be used. Moreover, solvers typically
require that the problem is defined by supplying matrix G and vectors b and
c. Obtaining these matrices and vectors is non-trivial, especially when using
object-oriented models. However, obtaining the non-linear equations directly
from the Modelica models is even less trivial since this requires a Modelica
parser, which may take years to develop.
Given the targeted model sizes, and limited demonstrations of non-linear
MPC, our initial developments focussed on the implementation of a linear
MPC toolchain. This toolchain relies on the use of the built-in Dymola function
linearize(), which computes constant matrices A, B, C, D by linearising
the Modelica equations using central finite differencesa such that they are
exported as
d x (t)
= Ax (t) + Bu(t),
dt

(9.3)

y(t) = Cx (t) + Bu(t),

(9.4)

where x (t) are the model states, u(t) are variables that are declared as
Modelica inputs and y(t) are variables that are declared as Modelica outputs.
These matrices are used to derive G, b and c automatically. The exported
matrices are exact if the involved model equations are linear, which is not
the case in general. Non-linear equations therefore have to be linearised and
optimisation variables need to be declared as inputs. Additional dummy
inputs need to be created for non-linear computations that do not depend on
state or optimisation variables, which are precomputed off-line. Moreover,
Dymola does not support the concept of a model constraint or objective
function. Therefore, dummy Modelica outputs are used to export the
constraints and cost function. For a more detailed discussion of the practical
implementation and the linearisation of IDEAS models we refer the reader to
a with

an unknown step size
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Picard, Jorissen, and Helsen 111 and Picard 109 . This linearisation approach has
been further extended into a toolchain by Jorissen and Helsen 70 . Picard 109
used this toolchain to implement MPC for multiple building types (office,
elderly care home, school, apartment), where the heat and mass flow rates
that enter the building are optimised directly. We applied this toolchain to
the Solarwind office building model 70 , where the HVAC system is instead
implemented using linear models, which takes into account the HVAC system
constraints and cost function in more detail. This implementation also allows
to reduce the fan power by reducing the duct supply pressures. Electrical
energy savings of approximately 30 % are obtained for the Solarwind case.
The simplified linear HVAC models are however not object-oriented, and
object-orientation is hard to introduce since the linearised HVAC models were
tuned to this specific system such that they are not generic. The work of both
Jorissen and Helsen 70 and Picard 109 involves significant mismatch between
the MPC optimisation variables (e.g. heat flow rates) and the actual building
control variables (e.g. valve positions). This is partly resolved by implementing
post-processing of the MPC results, which maps the optimisation variables to
the actual control signals of the building. Implementing this post-processing
however requires expert knowledge, which we cannot expect the intended
users to have. Furthermore, the linear MPC models are either conservative
approximations, which lead to sub-optimalities, or they can lead to infeasible
solutions.
These problems are mostly caused by the inability to model the HVAC systems
accurately using non-linear equations. Based on our experience with the linear
toolchain, which was in fact highly efficient in terms of computation time due
to the efficient implementation of the discretised time dynamics 70 and the
precomputation of model inputs, we developed a second, non-linear toolchain
using JModelica.
JModelica implements a full Modelica parser and can thus be used to
implement non-linear MPCs. The JModelica optimisation parser however does
not support discrete decision variables or the Modelica Standard Library data
reader (CombiTimeTable), which is used in the IDEAS weather data reader.
Moreover, JModelica implements collocation by default, which approximates
state and algebraic variables using piece-wise polynomials and a fine-grained
temporal discretisation 3 . Such a fine discretisation is expected to result in
larger computation times for multi-zone building models, which have in the
order of a thousand state variables and thousands of algebraic variables.
Our second toolchain therefore combines the strengths of the linear approach
and JModelica in an attempt to develop a toolchain for MPC, with the
following requirements.
1. MPC model development should be fast.
2. Expert knowledge can be required for component model development,
but no expert knowledge should be required for developing MPC models
using combinations of these component models. I.e. models should be
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object-oriented, such that they are generic and easy to combine by users,
and easy to maintain by developers.
3. The framework should be scalable to large problems, with reasonable
computation times.
4. The resulting MPC should be portable (exportable and importable) and
robust.
5. The framework preferably leverages existing standards and tools such
that it is future-proof.
This chapter thus presents TACO, a Toolchain for Automated Control and
Optimisation. TACO is not to be confused with ‘Toolkit for AMPL Control
Optimization’ by Kirches and Leyffer 83 . TACO uses Modelica-based libraries
such as the IDEAS and the IBPSA (Annex 60) library 146 . TACO is a modified
version of JModelica that includes modifications that allow the use of data
readers and further implements a custom problem formulation that exploits
the near-linear nature of building dynamics. TACO also supports the
use of non-linear HVAC models that do not contain state variables. The
implementation and a verification of TACO are discussed in this chapter.
Section 9.2 elaborates on the main algorithms of the implemented framework
and the modifications that have been made to the existing JModelica toolchain.
Implementation details are summarised in Section 9.3. The algorithms are
verified and benchmarked in Section 9.4. Finally, conclusions are presented in
Section 9.5.

9.2

Methodology

TACO is a modified version of JModelica v9608 that aims to provide a tool
for user-friendly and low-cost MPC controller development for models that
have a specific mathematical structure. This structure can be found in
building models, but TACO is not limited to building models. A whitebox building envelope model first needs to be developed using the IDEAS
library 78 , which has an option to linearise all time dynamics 111 such that
the building envelope model state variables have linear interdependencies
only. The involved complexity and overhead for developing the model are
similar to the development of a regular building energy simulation model.b
Additionally, non-linear HVAC components can be added as long as the model
constraints and cost function are twice continuously differentiable (C2 ) with
respect to the optimisation variables. Furthermore, HVAC models should be
steady state, by which we mean that they should not define state variables.
However, the HVAC equations can depend non-linearly on building envelope
states. An exception to this rule are HVAC models with dynamics that are
not significantly faster than the control time step, such as storage tanks. They
are supported as long as the time derivative of a state variable depends only
b This overhead could however be reduced through the use of templates or automated
toolchains based on Building Information Modelling (BIM).
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linearly on that state variable. Integer optimisation variables are currently not
supported by JModelica.
TACO automatically transforms the Modelica model into an optimisation
problem of the form
min f (o, u)

(9.5)

g(u) ≤ g(o, u) ≤ ḡ(u)

(9.6)

o ≤o ≤ ō

(9.7)

subject to

where o is a vector of optimisation variables with lower bounds o and upper
bounds ō, u is a vector of inputs, f (o, u) is the cost function, and g(o, u) is a
vector of constraints with upper bounds ḡ(u) and lower bounds g(u).
The objective function and constraint equations are implemented using the
C++ interface of CasADi 3.1 6,7 , which computes derivative information using
Algorithmic Differentiation (AD). In our examples the resulting functions are
optimised using IPOPT 3.12.6 8 and linear solver ma27 1 , which are installed
separately from the toolchain.
In Section 9.2.1, we first present at a high level how the existing JModelica
functionality has been modified. Next, Section 9.2.2 presents the used time
discretisation formulation that replaces collocation. This formulation is
computationally efficient since it reduces the number of required optimisation
variables and constraints. The remaining sections present other aspects
that effect the number of optimisation variables and constraints, or their
sparsity: variable inlining (Section 9.2.3), iteration variables for non-linear
expressions (Section 9.2.4), discrete time dynamics filtering (Section 9.2.5)
and non-equidistant time discretisations (Section 9.2.6). Finally, Section 9.2.7
summarises the resulting optimisation problem definition of objective (9.5)
and constraints (9.6).

9.2.1

Toolchain structure

We first outline the main algorithms and building blocks of the existing
JModelica simulation and optimisation toolchains and then discussion how
these were recombined and modified in TACO.
The left part of Figure 9.1 summarises the initial structure of the JModelica
toolchain. A Modelica model is defined in an .mo file, which uses a number of
Modelica libraries such as IDEAS and IBPSA. An optimica 3 .mop file extends
this model and specifies cost function, optimisation variables and constraints
and couples them with the simulation model through equations that use
variables that are declared in the simulation model. The resulting files are
passed to JModelica, which parses all model files and collects all variable
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Figure 9.1: Schematic overview of JModelica toolchain (left) and modified
toolchain (right). Modified or new blocks are indicated in blue.
declarations V and all equations E. These sets of equations and variables are
analysed using Tarjan’s algorithm 130 , which determines what equation groups
(blocks) E are solved for what variable groups V . Typically, one equation
is solved for one variable, but when algebraic loops are generated, multiple
equations are solved for multiple variables simultaneously. This information
is collected in the BLT (Block Lower Triangular). For simulation purposes the
BLT is transformed into a Functional Mockup Unit (FMU), which is called
by the user through PyFMI. For optimisation purposes the BLT equations are
transformed into a CasADi MX object representation, which is used in Python
to create an optimisation problem using collocation and which is solved using
IPOPT.
This toolchain structure is modified to the structure presented in the right
part of Figure 9.1. The key difference is that the model equations are split
into two parts. The first part contains all equations U : IR → IRnu that
depend on time only. I.e. these equations and variables do not depend
directly, or indirectly, on state variables or optimisation variables. They are the
boundary conditions of the model, which are denoted using u(t) ∈ IRnu . These
equations are compiled into an FMU using parts from the existing simulation
toolchain. The advantage is twofold. Firstly, we are not constrained by the
type of equations that are supported by the JModelica optimisation toolchain.
E.g., equations can be discrete and they can use external C functions such
as the MSL CombiTimeTable data reader. Secondly, these equations do not
need to be evaluated as part of the optimisation problem, which reduces the
computational overhead.
The second model part consists of the remaining equations, which is a mix
of differential equations I : IRnx × IRnu × IRnz × IRno → IRnx that solve for
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dx (t)

state derivativesc dt ∈ IRnx and algebraic equations H : IRnx × IRnu × IRnz ×
IRno → IRnz that solve for algebraic variables z(t) ∈ IRnz . The model constraints
G : IRnx × IRnu × IRnz × IRno → IRn g and the objective function integrand
J : IRnx × IRnu × IRnz × IRno → IR are also imported.
The combined set of equations results in an infinite-dimensional continuous
time optimisation problem of the form
Z t∞

min
o (t)

t0

J ( x (t), u(t), z(t), o (t)) dt,

d x (t)
= I ( x (t), u(t), z(t), o (t)) ,
dt

s.t.

(9.8)

(9.9)

z(t) = H ( x (t), u(t), z(t), o (t)) ,

(9.10)

u(t) = U (t) ,

(9.11)

x ( t0 ) = x0

(9.12)

0 ≤ G ( x (t), u(t), z(t), o (t)) ,

(9.13)

where x0 ∈ IRnx is the initial state of the system and o (t) ∈ IRno are the
control inputs, which are declared in the Modelica model by adding the
optimica attribute free=true to the variable declarations. This continuous
time problem is now discretised.

9.2.2

Discrete time optimisation problem

We now describe how (9.8)-(9.13) are transformed into cost function (9.5),
constraints (9.6) and optimisation variable bounds (9.7). Equations (9.8)(9.13) are infinite-dimensional and therefore the problem is discretised. The
discretisation method determines how many optimisation variables and
constraints exist in the actual optimisation problem. As mentioned earlier, we
do not use collocation. This is motivated by the fact that building envelope
models can be simplified slightly such that they have linear dynamics. Such
models can be discretised more efficiently using a custom discretisation
approach, which is now presented.
The cost function equals
Z t∞
t0

J ( x (t), u(t), z(t), o (t)) dt

(9.14)

where t0 and t∞ are the start and the end of the MPC horizon. We do not
solve integrals analytically, since J ( x (t), u(t), z(t), o (t)) can contain non-linear
expressions, such that a solution may not be known. The cost function is
c We

here implicitly assume that the equations can be solved explicitly for the state derivatives.
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therefore discretised as
nc

f (o, u) =

∑ ∆ti J (x[i], u[i], z[i], o[i]) ,

(9.15)

i =1

where
u[i ] = 0.5 [u(t[i − 1]) + u(t[i ])] ,

(9.16)

z[i ] = H ( x [i ], u[i ], z[i ], o [i ]) ,

(9.17)

for discrete times {t[i ] ∈ IR, i ∈ {1, . . . , nc }} where nc is the number of control
intervals and using
∆ti = t[i ] − t[i − 1].
(9.18)
Discrete state variables x [i ] are computed from differential equation (9.9) as
x [i ] ≡ x (t[i ]) = x (t0 ) +

Z t [i ]
t0

I ( x (t), u(t), z(t), o (t)) dt.

(9.19)

The term I (·, ·, ·, ·) can contain non-linear expressions. However, our
building models have a specific mathematical structure with mostly linear
dependencies between the building envelope state variables, such that they
can be formulated as
dx (t)
= I ( x (t), u(t), z(t), o (t)) = Ax (t) + Bu(t) + CN( x (t), u(t), z(t), o (t)) + b
dt
(9.20)
where A ∈ IRnx ×nx , B ∈ IRnx ×nu and C ∈ IRnx ×nn are constant matrices,
b ∈ IRnx is a constant vector, and the elements of N : IRnx × IRnu × IRnz × IRno →
IRnn equal nn ∈ N terms of elements of z(t) that are non-linear combinations
of variables that depend on the states and/or timed . In our building models,
x (t) typically represents temperatures, N(·, ·, ·, ·) are typically heat flow rates
at the interface between the building envelope and the HVAC, u(t) are timedependent boundary conditions such as the outside temperature and heat
gains through windows, and b are fixed boundary conditions.
Usually, MPC problems consider optimisation variables o (t) that form a
piecewise constant trajectory as a function of time. In this work we assume that
the optimisation variable values also result in a piecewise constant trajectory
for N(·, ·, ·, ·). This is often not true since state variable values change as a
function of time and consequently N(·, ·, ·, ·) changes too. This assumption
could be enforced by changing the optimisation variable values during a
control interval, such that they counteract for the state changes during that
control interval. Whether this is possible, depends on nn and on the number
d E.g. the square of a state variable, or the multiplication of a state variable and an element of
u(t) are included in N(·, ·, ·, ·), but the product of a state variable and a constant is included in
matrix A.
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of optimisation variables no . If nn > no then this leads to an overspecified
problem. For this discussion we instead assume that changes in x (t) do not
significantly affect the values of N(·, ·, ·, ·). This assumption is verified for an
example in Section 10.4.2.1.
If we further assume that u(t) maintains a constant value u[i ] during interval
i and z(t) has constant value z[i ], then differential equation (9.9) is a constantcoefficient homogeneous first-order Ordinary Differential Equation (ODE),
which can be solved as
x [i ] = Âx [i − 1] + B̂u[i ] + ĈN( x [i ], u[i ], z[i ], o [i ]) + b̂

(9.21)

where x [i − 1] are the state values of previous interval and Â, B̂, Ĉ and b̂ are
the discretised forms of A, B, C and b. A derivation for these matrices is
presented in Section 9.3.1.
Recursive definition (9.21) is reformulated by eliminating x [i − 1] from the
equation such that
i

x [i ] = b̂i + Âi x [0] +

∑ B̂i,j u[ j] + Ĉi,j N(x[ j], u[ j], z[ j], o[i]),

(9.22)

j =1

where x [0] = x0 is the initial state, Âi , B̂i,j , Ĉi,j are matrices and b̂i are vectors.
A definition for these matrices is presented in Section 9.3.2. Since terms Âi x [0],
B̂i,j u[ j] and b̂i are functions of time intervals i and j only, the discrete time
dynamics can be reformulated by introducing variable u x [i ] as
i

x [i ] = u x [i ] +

∑ Ĉi,j N(x[ j], u[ j], z[ j], o[ j]),

(9.23)

j =1

i

u x [i ] = b̂i + Âi x [0] +

∑ B̂i,j u[ j],

(9.24)

j =1

where u x [i ] are inputs of the optimisation problem, which are pre-computed.
This reduces the number of equations that need to be evaluated as part of the
optimisation problem.
The resulting state variables x [i ], and u[i ] and z[i ] are used to evaluate
constraint equations (9.13) for each interval i.

9.2.3

Variable inlining

The problem formulation proposed in Section 9.2.1 and Section 9.2.2 has some
advantages compared to the existing JModelica collocation implementation,
which are now explained.
Firstly, building models may contain thousands of state and algebraic variables
and equations. When using collocation, these equations are replicated many
times, depending on the chosen collocation interval and the number of
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collocation points. Using our approach, algebraic equations are replicated
only nc times. Moreover, since matrices Â, B̂, Ĉ and b̂ are computed off-line,
the overhead for evaluating the linear differential equations is reduced. Also,
intermediate algebraic variables and linear algebraic loops are eliminated from
the optimisation problem formulation. Our approach therefore leads to fewer
equations and fewer mathematical operations.
Secondly, the proposed problem formulation computes state variables x [i ]
using usuallye explicit Equation (9.21), whereas collocation corresponds to a
fully implicit Runge-Kutta method 3 . The explicit variable declarations can be
inlined into the other equations, whereas implicit equations are often solved
by declaring additional optimisation variables and equality constraints that
enforce the implicit equations. Explicit algebraic variable definitions can also be
eliminated from the optimisation problem by inlining them into each equation
where the variable is used. This leads to a much denser problem formulation,
but one that requires much fewer equality constraints to be enforced by the
solver.
For example: an IDEAS building model that consists of n zones has in the
order of n temperature constraints, 3n control variables, 30n state variables
and 300n unique algebraic variables. Therefore, if algebraic constraints
z[i ] − H ( x [i ], u[i ], z[i ], o [i ]) = 0,

(9.25)

corresponding to algebraic equations (9.10) were added to the optimisation
problem constraints g(o, u), then there would exist two orders of magnitude
more constraints. Moreover, since z[i ] would become optimisation variables,
there would also be two orders of magnitude more optimisation variables.
For this reason, algebraic variables are inlined when they can be evaluated
explicitly. The same argumentation can be made for the state variables.
Therefore, state variables are also inlined when an explicit formulation exists.
Variables are inlined using the BLT information, which specifies what equation
is solved for what variable. A variable that is explicitly solved from one
equation, is inlined into each equation that uses the solved variable. However,
there are two cases where an explicit solution is not available.
Firstly, when H(·, ·, ·, ·) contains algebraic loops, then algebraic loop with
index l ∈ {1, . . . , n a } simultaneously solves a set of variables Vl ∈ IRna,l from
a set of equations El (Vl ) : IRna,l → IRna,l , where n a is the number of algebraic
loops and n a,l is the number of algebraic variables contained by algebraic
loop l. We then cannot derive analytic expressions that compute Vl explicitly.
The resulting algebraic loop can then either be solved using an iterative
numerical method such as a Newton solver during each optimisation iteration,
or by introducing additional optimisation variables Vl and additional equality
constraints El (Vl ) that ensure that the model equations are satisfied. Our
current implementation uses the second approach.
Secondly, the m-th element of (9.21) is considered an implicit equation if its
term N( x [i ], u[i ], z[i ], o [i ]) depends on any element of x [i ]. For each of the ns
e The

equation is usually explicit, but not always: see further in this section.
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(m)

state variables where this occurs, optimisation variable os [i ] ∈ IR is added
and the corresponding element of (9.23) is added as an equality constraint.
This could be avoided by using x [i − 1] for the evaluation of the right hand
side of (9.23). However, for systems with dynamics faster than the control
time step, this is expected to lead to large errors since the response of the
system on the control action is then not taken into account.
Despite that optimisation variables are introduced to represent state variables,
we categorise the problem as a single shooting approach since each state
depends on the initial state. A weak point of single shooting is that unstable
systems are difficult to treat 38 . However, building dynamics are stable.

9.2.4

Iteration variables for non-linear expressions

We explained earlier that inlining variables reduces the number of equality constraints and optimisation variables. However, inlining variables significantly
increases the computation time required by CasADi to evaluate the constraint
Jacobian and the Hessian of the Lagrangian, especially for large problems.
This could be related to the graph-colouring 51 technique that is used by
CasADi. The increased computation time causes the presented approach to be
orders of magnitude slower for large problems, unless additional optimisation
variables on [i ] ∈ IRnn and equality constraints
on [i ] = N( x [i ], u[i ], z[i ], o [i ])

(9.26)

are introduced. In what follows, N( x [i ], u[i ], z[i ], o [i ]) is substituted by on [i ]
in (9.23).

9.2.5

Discrete time dynamics ‘filtering’

We allow matrices Ĉi,j in the discretised state equations (9.23) to be ‘filtered’
such that the model sparsity increases. Element Ĉi,j (k, l ) indicates how much
variable on [ j](l ) contributes to the value of state x [i ](k). Recall now that Ĉi,j
originates in the time integration from the building dynamics. The relative
importance of these contributions therefore highly depends on the ‘distance’
between x [i ](k) and on [ j](l ) in both time and location. More specifically, 1)
control actions that have occurred a long time ago, may no longer significantly
influence the current state, and 2) state variables in one room of the building
may not be influenced significantly by a control action at the other side of the
building. Most elements of Ĉi,j (k, l ) are therefore small, indicating that their
influence is negligible. We therefore allow such small values to be filtered
automatically through the definition of the cut-off fraction δ. Element Ĉi,j (k, l )
is set to zero if



abs ν(l )Ĉi,j (k, l ) < δ max abs ν ? Ĉi,j (k, :) ,

(9.27)

where Ĉi,j (k, :) is row k of Ĉi,j , ν ∈ IRnn is the nominal value of on [i ] and ? is
the component-wise product.
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Non-equidistant time discretisation

The discussion thus far implicitly assumes that constraints are enforced at the
end of each of the nc time intervals. Such a high resolution may however not
be required towards the end of the time horizon for typical MPC applications.
The implementation is therefore generalised. Assuming a discrete time interval
of 1 hour, the user must define an integer vector that indicates how many
hours each control interval lasts. The optimal control variables are maintained
constant during each control interval and the constraints are only enforced
at the end of each control interval. The number of control variables and
constraints can therefore be reduced significantly, or the MPC horizon can be
extended using the same number of optimisation variables. This approach is
often called move blocking, the reader is referred to Cagienard et al. 23 for more
information.

9.2.7

Optimisation problem summary

We now summarise the resulting computation sequence. Cost function (9.5)
and constraints (9.6) are evaluated from time variable t and optimisation
variables
o = {o [i ], o a [i ], os [i ], on [i ]},

∀i ∈ {1, . . . , nc }

(9.28)

∀l ∈ {1, . . . , n a }

(9.29)

∀m ∈ {1, . . . , ns }

(9.30)

(l )

o a [i ] = {o a [i ]},
(m)

os [i ] = { os

[i ]}

as follows.
Firstly, initial states x [0] are fetched from the FMU for the first MPC solution,
and are otherwise updated using a state estimation method, which is not yet
included in the toolchain. Secondly, inputs u[i ] are computed using the FMU
for the time horizon of interest using
u(t) = U (t) ,

(9.11 revisited)

u[i ] = 0.5 [u(t[i − 1]) + u(t[i ])] ,

(9.16 revisited)

which are in turn used to evaluate
i

u x [i ] = b̂i + Âi x [0] +

∑ B̂i,j u[ j],

(9.24 revisited)

j =1

using pre-computed matrices Âi , B̂i,j and vector b̂i . This results in the
following inputs for the optimisation problem
u = {u[i ], x [0], u x [i ]}

∀i ∈ {1, . . . , nc }.

(9.31)
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Using these fixed inputs and the optimisation variables, the discrete
optimisation problem with inlined variables x [i ] and z[i ] is formulated as
nc

min
o

∑ ∆ti J 0 (os [i], u[i], oa [i], o[i]) ,

(9.32)

i =1

i

s.t.

∑ Ĉi,j on [ j],

∀i ∈ {1, . . . , nc }

(9.33)

on [i ] = N0 (os [i ], u[i ], o a [i ], o [i ]) ,

∀i ∈ {1, . . . , nc }

(9.34)

o a [i ] = H0 (os [i ], u[i ], o a [i ], o [i ]) ,

∀i ∈ {1, . . . , nc }

(9.35)

0 ≤ G0 (os [i ], u[i ], o a [i ], o [i ]) ,

∀i ∈ {1, . . . , nc }

(9.36)

os [i ] = u x [i ] +

j =1

where H0 (·, ·, ·, ·) is the inlined version of H(·, ·, ·, ·), which has fewer inputs
and fewer outputs since many algebraic variables are inlined. Consequently,
J 0 (·, ·, ·, ·), N0 (·, ·, ·, ·) and G0 (·, ·, ·, ·) also have fewer inputs.
Optimisation variable bounds for inequalities (9.7) are obtained from the
Modelica min and max attributes of the optimisation variable declarations.
When an attribute is not defined then positive or negative infinity is used.
The resulting set of equations is converted into CasADi MX expressions
using the JModelica toolchain. CasADi detects common sub-expressions such
that recurring sub-expressions and inlined variables are evaluated only once.
Moreover, since all equations are inlined, variables and equations that are not
required for evaluating the cost function or constraints, are not evaluated since
they do not appear in the objective or constraints. Therefore only a fraction
of the state variables needs to be evaluated, which reduces computation time.
Self-contained C code is generated from this problem formulation using the
CasADi code generator. The resulting files are compiled into a library that
implements the cost function, constraints and the required derivatives as a
function of o and u.

9.3

Implementation details

This section provides further details about how the toolchain has been
practically implemented.

9.3.1

Computation of Â, B̂, Ĉ and b̂

Explicit Euler integrationf is used to compute Â, B̂, Ĉ and b̂ from A, B, C and
b, which are in turn derived by separating the model equations based on their
dependencies on time or state variables. The matrices are then derived using
forward finite differences. For generality consider that B, C and b are merged
f Note that matrix exponentials could have been used instead, but the numerical routines
would have to be imported from external libraries, which would have introduced additional
dependencies.
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into a single matrix D such that (9.20) equals
dx (t)
= Ax (t) + Dc[i ]
dt

(9.37)

where c[i ] is the concatenation of u[i ], n[i ] ≡ n(t[i ]) and 1. Using explicit Euler
integration, the values of x (t) at times t0 + ∆t and t0 + 2∆t then approximately
equal
x (t0 + ∆t) = x (t0 ) + ∆t [ Ax (t0 ) + Dc[i ]]
(9.38)

= [ I + ∆tA] x (t0 ) + ∆tDc[i ]
x (t0 + 2∆t) = x (t0 + ∆t) + ∆t [ Ax (t0 + ∆t) + Dc[i ]]

= [ I + ∆tA]2 x (t0 ) + [∆tD + ∆t( I + ∆tA) D ] c[i ].

(9.39)

For t = t0 + n∆t this is generalised into
Â = ( I + ∆tA)n ,
D̂ =

(9.40)

n −1

∑ ∆t( I + ∆tA)i D.

(9.41)

i =0

These expressions are used to compute Â, B̂, Ĉ and b̂ with ∆t = 1 s and a
user-defined value for the control interval length lc = n∆t. To avoid large
computation times, the matrix power in (9.40) is evaluated using exponentiation
by squaring, which requires O(log(n)) times the cost of a matrix multiplication
instead of O(n). Furthermore, sum (9.41) implies that
D̂

n=2j

= D̂

n= j

+ ( I + ∆tA) j D̂

n= j

.

(9.42)

This sequence is used to evaluate B̂, Ĉ and b̂, also using O(log(n)) operations.

9.3.2

Computation of Âi , B̂i,j , Ĉi,j and b̂i

The equality of (9.21) and (9.22) implies that
Âi = Âi ,

(9.43)

B̂i,j = Âi− j B̂,

(9.44)

Ĉi,j = Âi− j Ĉ,

(9.45)

b̂i =

i −1

∑ Âi− j b̂.

j =0

(9.46)
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Verification and benchmarks

The implementation of TACO is now verified and benchmarked using two
example models to assess the scalability. The models are described in
Section 9.4.1. Section 9.4.2 presents a verification of the implementation
of the discretised time dynamics. The purpose of Sections 9.4.3, 9.4.4 and
9.4.5 is to demonstrate the influence of some of the main parameters of the
toolchain and to verify the implementation for some simple examples. For
a real demonstration and discussion of the optimal control results that are
obtained for a realistic building model, we refer to Chapter 10.

9.4.1

Example model description

Two examples are used to demonstrate the TACO, and to verify its
implementation.
Example 1 is the IDEAS implementation of the BESTEST case 900 building.
It consists of a single zone of 8 m × 6 m × 2.7 m and has a single southoriented window of 12 m2 . All radiative and convective heat transfer equations
are linearised as described by Picard et al. 111 since they would otherwise
introduce non-linear dynamics, and the default moist air medium is replaced
by a dry air medium. A weather data set is used that has a resolution of 2
minutes. A heat flow rate is injected in the zone air node. This heat flow
rate is minimised and is lower bounded by zero. The zone air temperature
is constrained to be larger than 21.85 ◦ C (295 K). The resulting model has
one optimisation variable o (t), 29 state variables x (t) of which only the air
temperature is used and 22 time-dependent inputs in u.
Example 2 is one floor of the Solarwind model, which consists of 8 zones of
which 6 are conditioned, 6 Concrete Core Activation (CCA) slabs for which
the two-way valve openings are optimised, and 6 VAVs for which the control
signals and heating coil valve openings are optimised. The objective is to
minimize the total heat flow rate supplied to the heating coils and the CCA
slabs. The zone air temperature is constrained between 21.85 ◦ C and 23.85
◦ C. The resulting model has 18 optimisation variables o ( t ), 250 states x ( t ) of
which 12 are used, 171 inputs u(t), 12 state iteration variables os (t), 0 algebraic
loop iteration variables o a (t) and 24 iteration variables on (t).
These examples are translated using TACO, which generates a library that
exposes the required optimisation functions. This library is called from a C++
interface, which is in turn called periodically from Dymola 2018. This way
the MPC code can be run as a C function in a Modelica simulation together
with the actual model. I.e. the optimal control results of the example model
are applied to an instance of the same model in Dymola. The optimisation
problem is re-evaluated after each control interval. The initial guess value
of all optimisation variables is 10−5 for the first MPC solution. For the next
MPC solutions, the optimisation problem is warm-started using the converged
solution of the previous optimisation.

Error [K]
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Figure 9.2: Open-loop optimisation errors e (see (9.47)). The error goes to zero
as lc goes to zero.

9.4.2

Numerical time integration

Example 1 is first used to verify the numerical integration implementation
of equations (9.23)-(9.24). The simulation model is therefore simulated using
Euler integration with a fixed time step of 1 s, to avoid mismatch with the
integration algorithm used by the MPC code. The MPC’s discrete internal
variable for the air temperature Tair,mpc (t) ≡ Tair,mpc (t[1]) is compared to
Tair,sim (t), the simulated air temperature computed by Dymola. Note that
Tair,mpc (t) is only updated every control interval. The normalised error is
computed for various values of the control interval length lc as

R t∞
e=

t0

abs( Tair,mpc (t) − Tair,sim (t)) dt
t ∞ − t0

(9.47)

for initial time t0 = 1.42 · 109 s and end time t∞ = 1.43 · 109 s, which
corresponds to a duration of 116 days.
Since all model equations are linear, the implementation has no model
mismatch except for the discretisation of the time-dependent inputs u, which
are assumed constant during each control interval. This discretisation error
decreases as lc decreases such that e is expected to go to zero as lc goes to
zero. Figure 9.2 illustrates that this is indeed the case. Note that the reported
errors are open loop errors, i.e. no state update is performed such that errors
accumulate over time and only dissipate at a rate determined by the time
constant of the building.

9.4.3

Impact of MPC horizon length

Example 1 is now used to investigate the impact of the number of control
intervals nc , i.e. the MPC horizon length, on the performance of the MPC
controller. When the horizon length is longer, the MPC controller can
anticipate further into the future, which should reduce the cost function.
We use nc control intervals of lc = 600 s such that the model mismatch is in
the order of 0.1 K (see Figure 9.2).
The integral of the objective J is evaluated for various values nc . The resulting
objective value differences are smaller than 0.01%. This result suggests that
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Figure 9.3: Optimal control results for nc = {2,36,72} control intervals of 10
minutes each (top) and for 72 intervals of 10 minutes, 9 concatenated intervals
or 4 concatenated intervals.
there is no relation between J and nc . Indeed, in this example no gains can
be obtained by looking further into the future than 1 control interval. We
qualitatively explain this by the fact that constraints do not require to preheat the building and the objective function does not promote this either.
Constraints do not impose that the building is pre-heated since there is no
upper bound for the injected thermal power. The objective does not promote
pre-heating since each injected unit of energy has the same cost, and energy
that is injected earlier, has more time to dissipate such that its effect on the
zone air temperature is smaller. We here implicitly assume that the influence
of a unit of energy added at time t0 on the zone air temperature is a strictly
decreasing function of time t > t0 . This is the case when heat is injected
directly into the air node.
We therefore adjust the model such that heat is injected in the radiative node,
which spreads the thermal power over all walls, floor and ceiling. Moreover,
the objective now equals the square of the thermal power. For this example the
influence of the control interval length is shown in the top plot of Figure 9.3,
where thermal power profiles for 2, 36 and 72 intervals of 10 minutes each are
shown.
The longer horizon causes the controller to pre-heat the building such that
the rising slopes of the thermal power are smoother and peaks may be
smaller. Decreasing slopes are in general not smoother, since smoothing
two consecutive intervals would imply that the (larger) thermal power during
the first interval is reduced and/or thermal power during the second interval
is increased. This would incur a comfort violation at the end of the first control
interval, since the thermal power is reduced.
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Impact of MPC horizon resolution

These results illustrate the advantage of having long MPC horizons, depending
on the optimisation problem properties. The number of optimisation
variables and constraints however both increase linearly with the number
of optimisation intervals. This results in a super-linear increase of the
computation time per iteration, typically also in an increased number of
iterations, and possibly even in convergence problems for large models.
Therefore, TACO allows concatenating multiple control intervals into a single,
longer control interval, as described in Section 9.2.6. E.g. the horizon of
nc = 72 control intervals of duration lc can be reformulated into nc = 9
control intervals with a duration of {1,1,10,10,10,10,10,10,10} times lc . This
results in a reduction from nc = 72 into nc = 9 sets of optimisation variables
and constraints, while the total horizon length stays the same. The intervals
can be concatenated further, e.g. by using nc = 4 intervals with a duration
of {1,11,30,30} times lc . The results for nc = 72, nc = 9 and nc = 4 are
summarised in the bottom plot of Figure 9.3. The optimal control results
are often very similar, although some clear differences can be seen starting
around day 4.6. Significant drops are observed in the optimal control results,
especially when 30 intervals are concatenated. The reason is a large peak in
solar irradiation, which suddenly causes heat demand to be zero around day
5.1, which is 720 minutes later. At day 4.6, the last temperature constraint of
the MPC controller is enforced before the end of the peak power requirement.
During the next control interval, the constraint is enforced after the peak
power requirement and the MPC controller does not see the peak demand just
before that. The power demand for smoothly pre-heating at the current time
step can therefore be reduced, since the power demand in the future is also
reduced. This is observed as a dip in the optimal control result. The optimal
control result then recovers as the second last constraint nears the peak, after
which it drops again. Note that although the results are visually different, the
integral of the objective changes only slightly from 2.55671 · 1012 J for nc = 72
to 2.55721 · 1012 J for nc = 9 and 2.56126 · 1012 J for nc = 4 for this example.
The impact of the concatenations on the computation time cannot be measured
sufficiently accurately for example 1 because of the small model size. The
same analysis is therefore performed using example 2.
Table 9.1 summarizes the main computation times for this model as reported
by CasADi. The simulations are performed for a case with and without
iteration variables on [i ]. These results show that the computation times for
both the Jacobian and the solver scale more than quadratically with nc for
sufficiently large values of nc , and illustrate the effect of the use of the iteration
variables for on [i ]. The solver time of IPOPT decreases, despite the larger
number of optimisation variables, when adding iteration variables on [i ]. A
likely cause is that the equality constraint Jacobian has only 604416 instead
of 748800 non-zero entries when using iteration variables for nc = 64. The
respective constraint Jacobians have 7.6 % and 51 % non-zero entries. These
results further show that the evaluation time when using the iteration variables
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Table 9.1: Computation times for Example 2 per evaluation of the constraint
Jacobian tjac and per iteration of the solver (IPOPT) tsol for different values of
the number of control intervals nc .
t jac
tsol
t jac
tsol

nc
[ms]
[ms]
[ms]
[ms]

with on [i ]
no
no
yes
yes

2
0.45
0.5
0.04
0.6

4
1.7
0.8
0.08
0.9

8
9.9
2.8
0.18
2.1

16
36.9
12.8
0.58
9.8

32
143
71
2.6
51

64
566
499
8.7
350

Table 9.2: Computation times for Example 2 per evaluation of the constraint
Jacobian tjac and per iteration of the solver (IPOPT) tsol for different control
interval lengths, with iteration variables on [i ].
nc
tjac [ms]
tsol [ms]

4
0.08
1.0

8
0.17
2.0

16
0.57
9.6

64
8.7
350

is faster. On average the Jacobian evaluation time scales as O(n2.1
c ) and
O(n1.86
)
for
the
case
without
and
with
iteration
variables.
In
both
cases
the
c
solver time scales as O(n2.5
)
.
c
Table 9.2 summarises the dominating computation times of the optimisation
problem for the same model when control intervals are concatenated using
interval lengths
- {1,3,30,30} (nc = 4),
- {1,3,10,10,10,10,10,10} (nc = 8),
- {1,3,4,4,4,4,4,4,4,4,4,4,5,5,5,5} (nc = 16) and
- 64 intervals of duration 1 (nc = 64).
These results illustrate that the computation time can be reduced significantly
by concatenating intervals. Note that the computation times do not increase
relative to the results in Table 9.1. Indeed, the equation structure for nc intervals
does not depend on the length of each interval. Only the numerical values of
the non-zero coefficients in Ĉi,j and the values of u x [i ] are affected.

9.4.5

Impact of model sparsity

The results in Table 9.1 and Table 9.2 show that the computation time of
the solver dominates the computation time of the derivatives. Significant
speedups can therefore only be obtained by improving the solver speed.
Table 9.1 already illustrates that the Jacobian sparsity can have an influence on
the solver speed. The constraint Jacobian sparsity highly depends on matrices
Ĉi,j in (9.23) since this matrix links state-dependent constraints to optimisation
variables on [i ]. Sparser matrices Ĉi,j lead to a sparser constraint Jacobian. We
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Table 9.3: Computation times per evaluation of the constraint Jacobian tjac
and per iteration of the solver (IPOPT) tsol for different cut-off filters that set
fraction f of the non-zero entries in the set of Ĉi,j matrices to zero.
δ
tjac [ms]
tsol [ms]
f [%]

0
10−10
0.57 0.28
9.6
2.2
0
20

10−9
0.28
2.1
26

10−8
0.28
2.0
34

10−7
0.27
1.8
42

10−6
0.27
1.4
54

10−5
0.15
1.2
64

10−4
0.15
1.0
75

10−3
0.14
0.7
86

10−2
0.14
0.7
91

therefore attempt to increase the sparsity of Ĉi,j using the filtering approach
presented in Section 9.2.5.
Table 9.3 shows the influence of this option for the second example using
multiple values of δ and control interval lengths {1, 3, 10, 10, 10, 10, 10, 10}.
The number of non-zero entries in Ĉi,j can be reduced by 91 % when filtered
using δ = 10−2 and the computation time is then reduced by about 90%.
Note that the values of tjac are integer multiples of 0.14 ms, where the integer
multiplier equals the number of files over which the C code is split. This code
could therefore potentially be implemented more efficiently. Moreover, tsol
decreases most significantly between δ = 0 and δ = 10−10 despite that only
20% of the non-zero coefficients are removed. This may be caused by filtering
small coefficients that make the problem numerically ill-posed.
The resulting code is tested in an open-loop MPC simulation of 277 hours
using lc = 3600 s for δ = 0, δ = 10−4 , δ = 10−3 , δ = 10−2 . In all cases the
comfort violations are in the order of 0.1 K and the objective value changes
less than 1%. These simplifications therefore do not have a significant impact
on the results for example 2.

9.5

Conclusion

This chapter demonstrates TACO, a JModelica-based toolchain for the
development of MPC for building systems and verifies its implementation.
Its goal is to significantly reduce the engineering cost and expertise required
for MPC development, through the use of detailed, object-oriented Modelica
models that encapsulate the model complexity. For the building envelope,
Modelica models from the IDEAS library can be used directly, without the
need for model order reduction. For the HVAC systems, detailed Modelica
models can be used. The need for post-processing is avoided by directly
mapping control variables of the system to optimisation variables. However,
integer decision variables are currently not supported.
Changes to the structure of the existing JModelica toolchain are elaborated,
and the main toolchain algorithms and important equations are explained. Our
implementation is computationally efficient, since 1) time-dependent inputs
of the optimisation problem are precomputed using an FMU, which reduces
the optimisation problem size, 2) the collocation algorithm of JModelica is
replaced by a single shooting approach that efficiently pre-computes the linear
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part of the thermal dynamics, 3) we implemented a ‘filter’ that removes the
dependency of constraints with respect to optimisation variables to which
they have a small sensitivity, which increases the model sparsity and 4) we
implemented move blocking, which reduces the number of optimisation
variables and constraints while keeping the same MPC horizon length.
Building envelope model dynamics must be linear and time-independent, such
that the model dynamics can be pre-computed. This constraint is satisfied for
our building application since IDEAS models are parameterized to be linear
time-independent. Steady state non-linear HVAC equations, constraints and
objective are allowed. TACO supports the use of data readers and supports
code export for the resulting MPC controller. Our implementation is verified
using a first (simple) example model that demonstrates that the integration
error of a zone temperature goes to zero as the control interval length goes
to zero. Furthermore, the impact of the MPC horizon length and horizon
resolution on the computation time and objective value are demonstrated
using a second (more complex) example model. Finally, we demonstrate the
impact of our filtering technique on the model sparsity and the corresponding
computation time.
Chapter 10 applies TACO to the Solarwind model presented in Chapter 8,
which demonstrates the performance of the framework and the energy savings
potential of optimal control of advanced HVAC systems. Furthermore, it is
shown that TACO efficiently scales to large problem sizes, and to complex
non-linear systems.

Chapter 10
Application of TACO to Solarwind
In this chapter TACO is applied to the Solarwind model that is presented
in Chapter 8. To this end, a modified optimisation model is presented. This
model will be used in the integrated optimal design and control loop that will
be presented in Chapter 11.
This chapter is based on the publication:
F. Jorissen, W. Boydens, and L. Helsen. TACO, an Automated Toolchain for
Model Predictive Control of Building Systems: Application and Demonstration.
Journal of Building Performance Simulation, 2018. Submitted

10.1

Introduction

We first repeat some important aspects of the optimisation model, which is
based on the simulation model. Each zone has individually controlled Variable
Air Volume (VAV) units with a heating coil and Concrete Core Activation
(CCA) slabs. Air is supplied using two Air Handling Units (AHUs) with
passive cooling, an active chiller, a heating coil and an indirect evaporative
heat exchanger. Four geothermal heat pumps, a solar collector and a pellet
furnace supply heat to the building. The geothermal borefield can also cool
the CCA directly. The simulation model further uses a Rule Based Control
(RBC) strategy, which serves as a benchmark for our MPC implementation.
The solar collectors, pellet boiler and hot water storage tank are not optimised
since they are primarily used for the production of Domestic Hot Water, which
is not modelled in detail in the simulation model.
Besides the RBC benchmark we compare our work to earlier work and
specifically to OptiControl-II 129 , which was a major, practice-oriented project
in the optimal control field. Our novel contributions are that our MPC for
Solarwind has a larger degree of detail and flexibility than the MPC developed
by Sturzenegger et al. 129 , more specifically: 1) our model considers a larger
number and variety of optimisation variables: 92 instead of 18 129 , 2) we
model each floor separately instead of using one representative floor, which
results in a larger optimisation model containing 1151 state variables instead
of about 300 states before and 55 states after model order reduction, 3) we
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do not need model order reduction, 4) we optimise each CCA section and
each VAV separately instead of optimising the total heat or mass flow rate to
the building, 5) we optimise control signals for valves and dampers directly,
instead of optimising heat flow rates or mass flow rates, which greatly reduces
the need for post-processing, 6) we do not make abstraction of flow networks
and explicitly model pressure-driven flows in the main pipes and ducts, which
unlocks optimisation potential with respect to the supply pressure set points
of these systems, 7) non-linear instead of linear cost functions are used such
that heat pump, circulation pump and fan powers are computed accurately,
8) boundary conditions are computed more accurately using detailed building
models from IDEAS, 9) air quality is ensured by modelling and implementing
constraints for the CO2 concentration instead of enforcing a minimum air
flow rate, 10) we use an open-source non-linear solver (IPOPT), instead of a
commercial solver (CPLEX), 11) we use TACO, a JModelica-based, highly
automated, object-oriented toolchain for implementing the model predictive
controller, instead of BRCM 128 .
This chapter has the following structure. Section 10.2 first explains in general
terms how the simulation model of Chapter 8 is modified such that it can
be optimised using TACO, and what the motivation is for these changes.
In particular, equations should be twice continuously differentiable (C2 ),
algorithm sections and discrete decision variables are not supported, and
non-linear algebraic loops are avoided when possible. Appendix A applies
the approach to the case study model, and to the used Modelica libraries.
Details of the MPC-implementation, such as constraints, objective function,
post-processing and framework parameters, are discussed in Section 10.3.
Section 10.4 presents several results. Firstly, model statistics are summarised
that illustrate the size of our model, and the compactness of the problem
formulation that is implemented in TACO. Secondly, the convergence and
optimality of the results are discussed, after which the modified optimisation
models are verified. The MPC is then used in a closed-loop optimisation of
a full year. Its performance is compared to the RBC strategy presented in
Chapter 8. Section 10.5 summarises the conclusions.

10.2

Background and methodology

The model presented in Chapter 8 is modified to overcome some limitations
of the proposed framework. More specifically, JModelica does not support
integer decision variables, such that these need to be approximated. C-function
calls and algorithm sections are neither supported by the optimisation toolchain
of JModelicaa . Moreover, non-linear algebraic loops are avoided, since they can
cause convergence problems for large models using the current implementation
of TACO. Flow reversal can introduce discontinuities in the model equations,
which can also lead to convergence problems. Finally, building envelope
a Support for this could in theory be added, but this can strongly increase the problem
complexity and thus also the computation time. Therefore we consider it better practice to
reformulate such models.
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dynamics should be linear.
This section methodologically outlines how the simulation model is modified.
Appendix A describes in detail how specific component models are modified
and how flow circuits are reconfigured. The resulting model has no non-linear
algebraic loops in its optimisation code, and 6 linear algebraic loops that
compute the specific enthalpies in the pipes of the hydronics.

10.2.1

Linear dynamics

For the pre-computation of the model dynamics using Euler integration, the
building envelope model dynamics should be linear and time-invariant, and
HVAC models should be steady state. To adhere to this requirement, obsolete
states can be removed by making the respective equations steady state, or
by simply removing the model or differential equation if it is not required
for the optimisation. E.g. energy meters contain an integrator that computes
the total energy use, which can be removed from the optimisation model.
The dynamics of pipes, pumps, valves and temperature sensors are removed
since their dynamics are fast relative to the control time scale of interest.
Alternatively, weakly non-linear equations can often be linearised within a
limited operating range without significantly affecting the model results. E.g.
radiative heat transfer is linearised.

10.2.2

Differentiability

IPOPT assumes that the constraints and the objective are twice continuously
differentiable functions of the optimisation variables 8 . Model equations
that are used in the objective or constraints should therefore also be twice
continuously differentiable functions of optimisation variables o. I.e. equations
can be non-differentiable or even discrete functions of inputs u.
Many analytic expressions are differentiable. The use of if-then-else clauses
can however introduce non-differentiabilities. These clauses should therefore
be formulated with care, such that the result of the then branch and the
else branch is C2 when switching. One exception is if the optimisation code
always evaluates the same branch, i.e. if the result of the if condition never
changes as a result of a change in the optimisation variables. Dedicated
functions exist that allow to switch smoothly between two mathematical
expressions. See e.g. IBPSA.Utilities.Math.Functions.quinticHermite
and IBPSA.Utilities.Math.Functions.spliceFunction in the IBPSA (Annex 60) library 148 .
These general-purpose functions are however not appropriate for all purposes.
E.g. when using these functions to implement a smooth approximation to
a min(·, ·) function, an overshoot occurs, which is problematic when using
min(0, ·) to limit an expression to negative values. Moreover, a local maximum
is created that could result in a (more) non-convex problem. Therefore,
specific problems may require specific regularisations that have the desired
mathematical properties.
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10.2.3

Algebraic loops

When a group of mutually dependent equations and variables cannot be
ordered or manipulated such that an explicit solution for the variables is
found, an algebraic loop is generated. For the current implementation of
TACO, the algebraic loop equations are part of the optimisation problem
equality constraints and may not be satisfied until the problem converges. For
large problems, algebraic loops can cause convergence problems, especially
nested non-linear algebraic loops. By a nested algebraic loop we mean an
algebraic loop that depends on the results of a different algebraic loop. E.g.
an algebraic loop that computes specific enthalpies typically depends on mass
flow rates, which may be computed in a different algebraic loop.
To improve robustness and computation speed, we avoid algebraic loops
by reformulating the problem equations such that an explicit solution to
these equations is found. This can be implemented by, firstly, inverting
model equations such that the algebraic loop iteration variables are used
as optimisation variables. Secondly, models can be reformulated by
implementing an analytic solution to the algebraic loop. Finally, models
can be simplified.

10.2.4

Flow reversal

When flow reversal occurs, entrained variables such as the specific enthalpy
of a medium, can change discontinuously. E.g. when flow reversal occurs
in a pipe, the specific enthalpy that enters the pipe changes discontinuously
from the value at one side of the pipe to the value at the other side of
the pipe. Some of these variables are already regularised such that the
transition occurs smoothly. For others this is however not the case, e.g.
because the implementation is not accessible. When connecting multiple
FluidPort connectors, mixing equations are added automatically by the
Modelica translator as described by Franke et al. 49 . These equations cannot
be changed by library developers and since they are not C2 , we avoid crossing
the discontinuity by not allowing the flow to reverse.
Moreover, when setting allowFlowReversal=false in IBPSA library models,
the equations are simplified, which can lead to fewer or smaller algebraic
loops 71 . This however leads to equations where the specific enthalpy h
depends on max(ṁ, 0) such that ddhṁ = 0 for ṁ < 0. This means that the
optimisation solver is unable to identify that it can influence the value of
h by changing the flow rate ṁ when the flow rate is negative. The solver
may therefore continue using negative values if this is advantageous, e.g. to
decrease the objective. Constraints could be added that enforce ṁ > 0 but
there exists no guarantee that these constraints are satisfied while iterating
on the problem. This is especially true when the flow rates are computed
from a non-linear algebraic loop since the algebraic loop equations are not
guaranteed to be satisfied until convergence of the optimisation problem. This
can cause convergence problems in practice. A robust way to avoid these
problems is 1) to avoid algebraic loops by changing the structure of the model
equations such that an explicit solution can be found, and 2) to reformulate
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the model equations such that negative flow rates are impossible, even while
iterating.

10.2.5

Discrete decision variables

Discrete decision variables (integer programming) are not supported by
JModelica and therefore integer or boolean optimisation variables cannot
be created. Such variables should therefore be replaced by a constant value,
or the corresponding model equations can be relaxed such that the discrete
decision variable is converted into a smooth approximation using a continuous
decision variable.

10.3

MPC specification

In addition to the system model equations, an MPC consists of an objective
and constraints. These elements are implemented in a .mop file using the
optimica extension 2 . Also, some post-processing is included in this MPC
specification. These equations are implemented in the same .mop file using
Modelica output variables. The translation is configured using the parameters
of TACO. A closed-loop simulation model that periodically calls the MPC
solver and applies the optimal control results to the simulation model is
developed, in order to assess the MPC performance by simulation. These
elements are now discussed in more detail. This discussion uses variables that
are defined in Appendix A.

10.3.1

Optimisation variables

The total set of 92 optimisation variables consists of
- 24 set points for the VAVs that control the flow rate,
- 24 VAV heating coil valve openings,
- 24 CCA valve openings,
- 4 valve openings (see valves in Figure A.3),
- the outlet temperature of the condenser Tcon,out (t),
- the borefield pump mass flow rate ṁbf (t),
- flow rate fractions f hp (t) and f pc (t) (see Equations (A.57), (A.58)),
- two AHU differential pressure set points,
- two AHU chiller control signals ychi (t) (see (A.35)),
- two AHU adiabatic cooling control signals yadi (t) (see (A.33)),
- two AHU damper control signals yPI (t) (see Equations (6.59) - (6.62)),
- two differential pressure set points for the north and south CCA pumps,
- one slack variable s T (t) for the temperature constraints,
- one slack variable sppm (t) for the CO2 concentration constraints.
For each of these variables, appropriate min, max and nominal attributes are
defined. Slack variables are lower bounded to zero. In the .mop file, these
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variables are inserted into appropriate placeholders of the Modelica model.
The placeholders are implemented using Modelica RealExpressions.
When the AHUs are disabled, corresponding VAVs, heating coil valve positions
and supply pressures are set to a small number or zero. We implement this by
replacing the optimisation variable by a constant in the appropriate equations
(in the RealExpressions). I.e. we did not add new constraints, which could
increase the problem complexity.

10.3.2

Objective

The objective function J (t) equals


J (t) = Ptot (t) + 2 · 105 s T (t) + sppm (t)
Ptot (t) = PAHU,1 (t) + PAHU,2 (t) + Php,tot (t) + Ppum (t)

(10.1)
(10.2)

where Ppum (t) is the electrical power use of the pumps of the passive cooling,
borefield, north and south CCA collector and the VAV heating coil pump (see
Equation (A.20)). The remaining terms in (10.2) are: the electrical power of
the AHUs (see Equation (A.20)) and the heat pumps (see Equation (A.31)).
Constant 2 · 105 is a large coefficient that penalises the slack variable values
using a weight that is approximately one order of magnitude larger than the
maximum electrical power use.

10.3.3

Constraints

All model constraints are now presented. This discussion does not include
optimisation variable bounds. A first set of constraints of the problem are:

0.2 ≤
0.2 ≤

n2,pc (t)
,
n1,pc

(10.3)

n2,geo (t)
,
n1,geo

(10.4)

0 ≤ Q̇con (t) ≤ 144000,

(10.5)

Q̇con (t)
≤ 4.
c p,w ṁcon (t)

(10.6)

The first two constraints constrain pump speeds n2 (t) (see Equation (A.26)) of
the passive cooling (pc) and geothermal (geo) pumps to the lower bound of
the pump frequency converter. The third equation constrains the heat pump
condenser heat flow rate Q̇con (t) (see Equation (A.30)) to its nominal value of
144 kW. The last constraint ensures that physically realistic water temperature
differences between the condenser inlet and outlet are obtained.
Comfort constraints are enforced in all zones except for one zone that has a
dedicated air handling unit with a high flow rate, which is not optimised or
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modelled. This is implemented as
T − s T (t) ≤ Top,i (t) ≤ T + s T (t)
cppm,i (t) ≤ 1000 + 100sppm (t)

∀i

(10.7)

∀i

(10.8)

where Top,i (t) is the operative zone temperature, T = 21.5◦ C and T = 24.5◦ C
are its lower and upper bounds, and cppm,i (t) is the CO2 concentration in
parts per million of zone i. Due to the scaling factors, the cost of a violation of
cppm,i (t) ≤ 1000, is 100 times larger than the cost of a temperature constraint
violation. These scaling factors are chosen since CO2 concentrations between
400 and 1000 ppm are allowed, whereas the allowed temperature band is only
3 ◦ C.
The air handling units are enabled based on the measured AHU control
signals. If the AHUs are allowed to operate continuously, the MPC often uses
the AHU at low supply pressures during the night. The fan power is then low,
but the AHU has a relatively large zero load electrical power consumption of
about 700 W. Since discrete decision variables are not implemented, the MPC
cannot turn off the AHU and thus reduce its zero load losses. Therefore the
measured AHU schedule is used. The following constraints are enforced for
each AHU, when it is enabled:
273.15 + 16 − s T (t) ≤ Tsup (t) ≤ 273.15 + 25 + s T (t),

(10.9)

Q̇chi,eva (t)
≤ 5.
c p,a ṁsup (t)

(10.10)

The first constraint keeps the supply air temperature Tsup (t) [K] within the
same limits as the RBC. The second constraint ensures that the simplified
chiller model heat flow rate Q̇chi,eva (t) (see Equation (A.35)) is realistic. I.e. it
ensures that the air temperature difference across the evaporator is less than
its nominal temperature difference of 5 K. When the AHU is off, the constraint
arguments are replaced by constants that automatically satisfy the inequalities.
In total there are thus only 11 technical inequality constraints and 69 comfort
inequality constraints, which have all been defined manually in the .mop file.
In the future, constraints could be included into the zone, chiller, heat pump
and pump models to avoid this overhead and to avoid implementation errors.

10.3.4

Post-processing

Thanks to the approach used in TACO, the need for post-processing is kept
to a minimum. However, some post-processing equations are included in the
.mop file problem definition, for various reasons.
Firstly, some of the optimisation variables cannot be applied to the system
directly. The AHU control variables are a good example of this. They are
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optimised using damper, chiller and evaporative cooling set points yPI (t),
ychi (t) and yadi (t), but in reality, the AHU has a supply temperature set
point. The optimal supply air temperatures are therefore outputted by the
optimisation problem. These outputs serve as set points for the AHUs. When
the AHU is disabled, a set point of 21 ◦ C is returned.
Secondly, post-processing of the MPC results can improve its performance
further. Consider for instance the pump that supplies water for passive cooling.
When passive cooling is not used, the pump can be disabled. A threshold is
thus required to check whether the passive cooling is used or not. In our case
study we check whether the passive cooling heat exchanger thermal power
Q̇pc (t) is less than 2 kW. When this is the case, the pump is disabled. Its
normalised speed n2,pc,out (t)/n1,pc , is therefore computed as
n2,pc,out (t)
n2,pc (t)
= if Q̇pc (t) > 2000 then
else 0.
n1,pc
n1,pc

(10.11)

Similarly, the heat pump is disabled when the condenser thermal power
Q̇con (t) is small, i.e.
shp (t) = if Q̇con (t) > 5000 then 1 else 0.

(10.12)

The geothermal pump is enabled when either the heat pump, or the passive
cooling pump is active.
Thirdly, one of the largest simplifications of our model is that the MPC allows
warm and cold water to be supplied simultaneously to the CCA collector inlet.
In practice either chilled or warm water must be supplied. Therefore we use
post-processing to define the heating mode state as
shea (t) = if f hp (t) > 0.5 then 1 else 0,

(10.13)

such that this does not occur in practice.
Fourthly, the optimised flow fractions f vav (t), and similar variables for the
CCA three-way valves, cannot be applied directly to the building. Therefore,
the computed valve openings yval (t) are also outputted by the MPC.
Finally, the pump of the VAV heating coils is disabled when the heat flow rate
being injected into the circuit is smaller than 2 kW, or if the valve opening of its
three-way valve is less than 5 %. The outputted valve control signals are lower
bounded to zero using a max(·, 0) function to avoid that a non-converged
optimisation could return negative control signals.

10.3.5

Parameters

To limit the computation time of the MPC for annual energy simulation studies,
we choose the following parameter values for the translation of the model.
The control interval length lc is set to 1 hour. The number of control intervals
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nc is 9, and their lengths are {1,1,1,1,4,8,12,16,30} such that the horizon length
is 3.1 days. Matrices Ĉi,j are filtered using δ = 10−2 .
The influence of nc , δ and the control interval lengths on the results and on
the computation time was tested, but not as systematically as for the example
models presented in Chapter 9. Performing such tests is not trivial since the
model mismatch, convergence tolerance and post-processing make it hard to
compare the results of multiple optimisation runs. A more detailed analysis of
appropriate parameter values is beyond the scope of this thesis, which focuses
on developing the methodology and showing a proof-of-concept. Further
fine-tuning and optimisation of parameters are topics for further research.

10.3.6

Closed-loop simulation model and solver

We now describe the simulation model that includes the MPC, which is
compared with the RBC implementation.
The MPC simulation model is the same as the RBC simulation model and
emulates the real building. The only difference is that the RBC controller is
removed and replaced by the MPC. The solar collector, storage tank, pellet
furnace and domestic hot water storage tanks, are not optimised by the MPC.
Therefore their pumps are turned off and their valves are closed. Most of the
other control variables are direct outputs of the MPC. Two exceptions that
require further post-processing (outside TACO) are now discussed.
Firstly, many control variables need to be mapped from the Real outputs of
the MPC to an integer or boolean variable before they can be used in the
Modelica model.
Secondly, the supply temperature set point of the heat pump Tset,hp (t) is
not a control input of the four heat pumps, their pumps and their valves.
Therefore the existing RBC controller implementation is used to control the
heat pumps using the optimised set point. This controller combines the four
heat pumps into eight power stages and operates these stages sequentially
using the output of a PI controller that tracks the supply temperature set point.
See Section 2.4 for more details.
This controller is adjusted to be able to track the discrete set point switches
between subsequent control intervals. This is required since the ramp rate
of the PI controller is limited to 5% per minute, such that it takes at least
20 minutes to enable or disable a stage. This implementation guarantees
a minimum off time of 20 minutes for the heat pumps. The adjusted PI
controller output changes discretely when the optimal control result changes.
The PI controller output is then offset by
8

∆ Q̇con (t)
,
1.5 · 144000

(10.14)

where ∆ Q̇con (t) is the difference between Q̇con (t) in the previous and the
current control interval and the nominal power of 144 kW is used to compute
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the expected stage. Multiplication factor 1.5 is used since the heat pumps do
not operate at their design conditions, such that their thermal power is larger
than the nominal value.
This post-processing could not be included into the MPC definition, since it
requires measurements and since it includes state variables.
For the optimisations, we use IPOPT 3.12.6 8 with a tolerance of 5 · 10−4 ,
warm starting and linear solver Pardiso 5.0 106 , using 10 threads. Pardiso uses
optimised Lapack and Blas routines from Netlib 5 and Atlas 151 . The MPC
code is re-evaluated every hour and the MPC states are updated before each
MPC optimisation using their simulated values. This is possible since there is
hardly any model mismatch between states of the simulation and optimisation
models. The zone air temperature state is not updated since the MPC and
simulation zone air model are different (3 nodes are used in the simulation
model whereas a 1-node model is used for the optimisation model). For the
simulation we use Dymola 2018 and Euler integration with a fixed time step
size of 10 seconds.

10.4

Results

In Section 10.4.1 we first present statistics of the optimisation model and the
translated optimisation problem that illustrate the compactness of the proposed
problem formulation. The MPC results and optimisation models are verified in
Section 10.4.2. I.e. the results of the simplified model are compared with those
of the detailed models, and we verify assumptions. Finally, the performance
of the MPC is compared to the RBC in Section 10.4.3.

10.4.1

Statistics

We first summarise statistics of the optimisation model, as reported by Dymola
2018, and statistics of the translated optimisation problem, as reported by
TACO. The optimisation model excludes all variables and constraints that are
defined in the .mop file.
The optimisation model contains 17 514 components, it has 1151 state variables
and 13 785 time-varying variables. The model has 486 linear algebraic loops
and 2 non-linear algebraic loops that compute the solar irradiation from the
measurement data, as described in Section 8.3.1.10. This implies that the
HVAC system has no non-linear algebraic loops despite its complexity.
The translated optimisation problem has nc = 9 control intervals and 3042
optimisation variables o, of which 9 · 92 = 828 are real degrees of freedom
(control variables) o (t) and the remaining 9 · 246 = 2214 optimisation variables
are iteration variables o a (t), os (t) and on (t).
Thus there are 2214 equality constraints corresponding to variables o a (t), os (t)
and on (t). The 720 inequality constraints are discussed in Section 10.3.3. The
inequality and equality constraint Jacobians respectively have 12 597 and
26 511 non-zero entries, which corresponds to matrix densities of 0.57 %
and 0.39%. Note that this density, which is low despite the use of single
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shooting, is partly caused by the aggressive filtering using δ = 10−2 , which
filters 96.6 % of the non-zero entries in matrices Ĉi,j . Only 95 of the 1151 state
variables are used in the optimisation objective or constraints. The problem
has 9 · 706 = 6354 inputs u[i ].
The total computation time for the objective function, constraints and
derivatives is 13.1 ms. The average IPOPT solver time per iteration is 55 ms.
Translating the model and compiling the FMU and the controller code takes
34 minutes. Reported computation times are for a Dell Precision T5810
workstation with Intel Xeon E5-1650 v4 processor, 32 GB of memory and
running Ubuntu 14.04.
The closed-loop simulation takes 12 hours to complete a full year, which
corresponds to an average MPC solution time of 5 seconds, which is 720
times faster than real-time. This is six times faster than results presented by
Sturzenegger et al. 129 , despite the use of a larger, more detailed and non-linear
model that is solved using an open-source solver. Furthermore, this is only a
factor 5 slower than the simulation model. More efficient code or linear solvers,
fewer control intervals, convergence using fewer iterations and less frequent
MPC re-evaluations can thus lead to optimisations that are faster than the
simulation. Note that the computation time of a single optimisation iteration
over a horizon of three days is 1000 times smaller than the computation time
of a simulation of three days.
These statistics illustrate the compactness of our problem formulation and the
computational efficiency of our code. It also demonstrates the potential of
Modelica, or equation-based translations in general.
Finally, we discuss the convergence results of our simulation. On average, the
8760 optimisation problems are solved using 93 iterations. The maximum of
500 iterations is reached in less than 1 % of the cases. One of the optimisations
is reported infeasible by IPOPT. The remaining problems converged.

10.4.2

Verifications

Our assumptions, simplifications, optimal control MPC results, and the
implementation of the post-processing are now verified. These verifications
show the degree of model mismatch between the simulation and the
optimisation model, and thus are an indicator for the degree of sub-optimality
of our MPC.
10.4.2.1

Verification of assumptions

For the derivation of (9.21):
x [i ] = Âx [i − 1] + B̂u[i ] + ĈN ( x [i ], u[i ], z[i ], o [i ]) + b̂

(10.15)

in Section 9.2.2 we assume that non-linear terms N ( x [i ], u[i ], z[i ], o [i ]) stay
constant throughout each optimal control interval i. This assumption is now
verified.
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Figure 10.1: Comparison between simulation model and MPC model of the
thermal power of one of the north CCA sections. The simulation model
uses three discretisations along the flow direction, whereas the optimisation
model lumps these into one. The corresponding two-way valve opening,
and the three-way valve opening of corresponding circulation pump are also
illustrated. Day numbers are referenced to January first 2015.
The CCA model contains an embedded pipe model that computes the
heat flow rate towards the concrete slab, which is one of the expressions
N ( x [i ], u[i ], z[i ], o [i ]). Figure 10.1 compares the internal value of this variable
in the MPC to the three corresponding variables in the simulation model.
There are three variables in the simulation and only one variable in the MPC
model, since the MPC model uses one instead of three discretisations of the
embedded pipe model. Figure 10.1 shows that the heat flow rate changes
during one control interval (lc = 1 h) are indeed small.
Furthermore, around days 101.5, 102.5 and 103.5 Figure 10.1 shows that
discrete changes in the heat flow rate are tracked reasonably well using the
open-loop control of the HVAC. On day 103 a large mismatch occurs since the
heat pump is not enabled because the minimum heat pump thermal power of
5 kW is not obtained. This figure also suggests that the same zone is heated
and cooled during the same day. Note however that the zone is heated using
residual heat from the other zones, since the three-way valve of the collector
is closed when the zone is heated. The MPC thus free-cools specific zones by
dumping low-temperature heat into other zones by circulating water through
the common pipes. This saves energy since heating and cooling loads in
different zones cancel each other out and less pump power is required since
the passive cooling pumps are activated less frequently.
10.4.2.2

Simultaneity of heating and cooling

The MPC allows simultaneous heating and passive cooling of the CCA using
the heat pump and the borefield. We verify whether this occurs in the MPC
simulation, since this would imply a destruction of exergy, and it would be
non-trivial to map such optimal control results into control actions for the
four two-way valves at the CCA collectors. The two heat flow rates on the
left axis of Figure 10.2 show that passive cooling and heat pump are indeed
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Figure 10.2: Thermal power of the free cooling heat exchanger and heat pump
condenser (left axis), and fraction f hp (t) (right axis), as computed by the MPC.
Day numbers are referenced to January first 2015.
not operated simultaneously. Moreover, f hp (t) is usually either close to zero
or close to one, which can easily be mapped into an open/closed control
signal for the two-way valves. In some occasions this is not the case. However,
thermal powers of passive cooling and heat pump are then small or zero. This
implies that the return water temperature of the free cooling and heat pump
branches is the same (if the VAV heating coils are unused), since both branches
simply pass the water through the circuit back into the collector inlet, without
exchanging energy. Therefore, it does not matter which of the two circuits is
opened in practice.
10.4.2.3

Heat pump model mismatch

Next, we verify the implementation of the simplified heat pump model and
the post-processing implementation of the heat pump supply temperature set
point. The top subgraph of Figure 10.3 shows that a considerable mismatch can
occur between the temperature set point and the actual supply temperature.
This is caused by the heat pump post-processing, which can only switch heat
pumps on or off completely. Moreover, the heat pumps are disabled when
thermal power is less than 5 kW. The requested thermal powers are often
in the order of 10 kW, which is about a quarter of the nominal power of a
single heat pump. A mismatch of the produced power and the system flow
rates causes the supply temperature to rise above the set point. The second
subgraph also shows that the heat pumps are cycling. However, averaged
over time, the desired thermal power is approximately delivered to the system.
The bottom subgraph shows that the heat pump COP is well predicted by the
MPC only when the supply temperature is tracked correctly, e.g. around days
31.8 and day 35.7. Note that, although the errors are relatively large, they are
of limited importance since the absolute heat flow rates are small.
10.4.2.4

Air handling unit model mismatch

The MPC implementations of the simplified AHU model, and of its simplified
fans, are verified in Figure 10.4. The top subgraph shows the temperature set
point of the MPC and the actual supply air temperature. The air handling
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Figure 10.3: Verification of the simplified heat pump model and its postprocessing implementation. Day numbers are referenced to January first
2015.

unit’s internal controller is able to track the requested temperature set point.
However, the damper position (see third subgraph) required for tracking this
temperature is underpredicted by the MPC when the Indirect Evaporative
Heat exchanger (IEH) is off (see fourth subgraph). This can be caused by the
return air temperature being lower than what the MPC computes, which is
likely caused by the simplifications of the zone air model in the optimisation
model. The second subgraph shows the model mismatch for the electrical
power use. In the MPC the adiabatic cooling power can be modulated. This is
not the case in practice. The required pump power is therefore underpredicted.
The chiller is unused by the MPC during the presented period. It is activated
during short periods of time in the simulation, e.g. when starting up the unit.
This can be seen in the second subgraph, e.g. at the start of day 215. When
the units are off, the MPC does not predict the electrical power use correctly
since the zero load losses of the AHU are not disabled.

10.4.3

Closed-loop simulation results

We now discuss the main simulation results of this chapter. The goal of a
MPC is to minimize its objective function, while satisfying its constraints.
Therefore, we first present the comfort constraint violations and then discuss
the objective in more detail.
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Figure 10.4: Verification of the simplified air handling unit model, results
are for AHU 1, the AHU of the east wing. Results should not be compared
when the AHU is off (see non-zero simulated electrical power in the second
subgraph). Day numbers are referenced to January first 2015.
10.4.3.1

Discomfort

We report discomfort as the total number of Kelvin-hours and ppm-hours,
which are computed as
1
3600

Z

1
3600

Z

1
3600

Z

max(0, Top (t) − T )dt

(10.16)

max(0, T − Top (t))dt

(10.17)

max(0, cppm (t) − cppm )dt

(10.18)

where Top (t) is the operative temperature, T and T are its lower and upper
bounds, cppm (t) is the CO2 concentration and cppm = 1000 ppm is its upper
bound. The integral is evaluated over the full year, including weekends and
nights. Figure 10.5 summarizes the discomfort of the RBC and the MPC. The
thermal discomfort of the RBC is larger, which is logical since it tracks a
temperature set point of 22 ◦ C, which is close to T. One zone has such a high
occupancy that the ventilation unit is unable to supply enough fresh air to
stay below cppm . The MPC obtains comparable CO2 concentration violations
for all zones, almost all of the higher than those realised by the RBC. Indeed,
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Figure 10.5: Discomfort of the 23 controlled zones. Overheating (positive
values for discomfort) is computed compared to the upper bound of 24.5◦ C.
Undercooling (negative values for discomfort) is computed compared to the
lower bound of 21.5◦ C. Violations of the CO2 concentration upper bound of
1000 ppm are reported at the bottom of the graph and on the right axis.
the air handling unit flow rates are reduced to save power. Note that this
accumulated constraint violation amounts to an average violation in the order
of only 5 ppm. Further analysis of the results shows that ppm constraint
violations are typically in the order of 50 ppm, when they occur. During
16 days these violations increase up to 200 ppm when the MPC relaxes the
constraints using slack variable sppm (t). The exact cause for this relaxation
could not be identified and should be investigated further. We estimate that
increasing the flow rates to avoid this relaxation would require 250 kWh of
fan energy, which is only 2 % of the total electrical energy use of the building.
We consider the reported violations to be acceptable. Furthermore, they
can easily be reduced further by changing the values of T, T and cppm in
constraints (10.7) and (10.8) (i.e. not in the evaluation of discomfort equations
(10.16)-(10.18)). E.g., the third row of Table 10.1 reports results for a shifted
comfort band of 21.85◦ C - 24.85◦ C instead of 21.5◦ C - 24.5◦ C. The electrical
energy use is affected only slightly. Electrical energy use results are now
discussed in detail.
10.4.3.2

Electrical energy use

The MPC minimises the electrical power use of the building. The total electrical
energy use, and its components are summarised in Table 10.1, which shows
that the MPC uses 82 % less electrical energy than the RBC.
The electrical power use of the heat pumps is reduced by 88 %, which is mostly
caused by a reduced energy demand from the building. I.e. the internal and
external gains, and the redistribution of these gains satisfy to keep the building
at the desired temperature. Moreover, the average COP increases from 4.5 to
5.7. The MPC requires significantly less heating than the RBC, which suggests
that the heating curve of the RBC results in too high supply temperatures. In
the RBC scenario this increased heat emission is cooled by the ventilation units,
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which increases the AHU flow rates and therefore also the fan power. The
reduced flow rates also allow the MPC to reduce its supply pressures while
still maintaining the required flow rates. The reduced flow rate and pressure
differences cause the air handling unit electrical power uses to decrease by
70 % and 77 % respectively. Moreover, the reduced flow rates cause less
heat supply to be required from the VAV heating coils for zones that do not
require cooling, which also reduces the heat demand from the heat pumps.
Similarly to the AHU fans, we allow the MPC to reduce the supply head
of the two main CCA pumps. This reduces their electrical power use by 93
%. The borefield and passive cooling pumps were already operated using a
variable speed by the RBC, such that smaller energy savings are achieved there.
Note that these theoretical savings are probably an overestimation since we
do not know the minimum supply head of the CCA pumps, which is chosen
to be 10% of its nominal value. Moreover, our pump models do not compute
zero-load losses from the electrical motors and inverters. This also results in
an overestimation of the savings. The zero-load losses of the AHU fans are
included in the AHU model.
Furthermore, these theoretical savings may not be obtained in practice, where
a larger model mismatch exists and where we do not have perfect state
estimations, or perfect predictions for the internal heat gains, occupancy and
weather.
10.4.3.3

Borefield imbalance

Table 10.1 shows that MPC introduces a thermal imbalance of 96 MWh into
the borefield. Over the course of multiple years this can lead to an increase
of the soil temperature and consequently the inability to cool the building
using passive cooling. To demonstrate the flexibility of our framework, and
the flexibility of the Solarwind building, we attempt to mitigate this effect
by changing the objective function such that heat injection into the borefield
is penalised. I.e. we add c Q̇geo (t) to objective function (10.1) where c is a
constant and Q̇geo (t) is the heat flow rate that is injected into the ground.
Consequently, the use of passive cooling is penalised, and the cost of using
heat pumps is reduced. Results for c = 0.1 are included in the bottom line of
Table 10.1. This result shows that the cooling load is shifted from the borefield
to the air handling units. The borefield imbalance is reduced by 27.2 MWh
and the AHU cooling load is increased by 21.5 MWh. Of the remaining
5.7 MWh, 4.7 MWh is dissipated through the building envelope due to the
increased average zone air temperatures and 1.2 MWh is dissipated in pipes.
This yields a heat deficit on the energy balance of 0.2 MWh. This is caused by
a reduced electrical power use of 0.6 MWh by the heat pumps, which is offset
by an increased electrical power use of 0.4 MWh by the four main pumps.
Note that the heat pump thermal power is also reduced. This is unexpected
since heating effectively became less expensive due to the modified objective
function. One possible explanation is that the controller recovers residual heat
within the building to avoid using passive cooling, which reduces the heating
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Concrete core activation
Hea
Coo
Ele
N
S
N
S
N
S
19.4 24.9 31.3 29.5 7.4 7.7
2.2
3.8 61.5 43.8 0.5 0.4
2.0
4.0 57.4 41.2 0.5 0.4
1.1
2.5 50.8 35.5 0.7 0.6

VAV
Hea
21.2
0.9
0.8
10.6

AHU
Ele
1
2
18.6 18.9
5.4
4.3
5.5
4.3
6.4
4.8

Coo

70.4
7.1
6.9
4.2

Heat pumps
Hea
Ele

15.5
1.3
1.3
0.7

176.5
52.9
55.5
74.4

58.9
102.2
95.5
72.3

Borefield & pumps
Hea Coo
Ele
1
2
2.7 0.1
0.2 0.1
0.1 0.1
0.3 0.0

56.2
6.5
6.2
3.8

70.9
12.2
12.1
13.8

Total
Ele

Table 10.1: Comparison between rule based controller (RBC), model predictive control (MPC), MPC with modified thermal
comfort bounds (T) and a modified MPC implementation for the borefield (GEO) of annual electrical (Ele) and thermal energy
use [MWh] for heating (Hea) and cooling (Coo) of the main HVAC units and their pumps. The indicated cooling energy for
the air handling units is the net cooling provided by both units.
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T
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Figure 10.6: Comparison between RBC and MPC results for the air handling
unit of the east wing. Day numbers are referenced to January first 2015.
Ambient temperatures are below 15 ◦ C during the first period.
requirements. Indeed, the VAV heating coils are used to heat the building
using low-temperature residual heat from the CCA circuit. This significantly
increases the VAV heating coil energy use and also explains why the CCA
transfers 14 MWh more cooling than the borefield provides. The modified
objective thus leads to a reduced primary energy use of the building for
cooling (8.4 MWh, 5 %) and heating (2.7 MWh, 41 %) and a reduced thermal
imbalance of the borefield of 27.2 MWh, 28 %, but the electrical energy use
increases by 13 %.
10.4.3.4

Comparison of AHUs

The first subgraph of Figure 10.6 shows that MPC uses the heat recovery
more often than RBC since supply temperatures are larger, especially during
the winter period. Moreover the flow rates can be reduced significantly
(see Figure 10.6 third subgraph) due to the reduced cooling loads, which
allows the supply pressures to be lowered (see Figure 10.6 second subgraph).
Consequently the electrical power use is reduced significantly (see Figure 10.6
fourth subgraph).
10.4.3.5

Comparison of CCA

Figure 10.7 compares the RBC and MPC results of the north section of the CCA.
The first subgraph shows higher supply temperature peaks during winter for
MPC, due to the post-processing of the heat pumps. The supply temperature
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Figure 10.7: Comparison between RBC and MPC results for the concrete core
activation of the north wing. The reported thermal power is the net thermal
power entering the collector. Day numbers are referenced to January 1st.
when cooling during summer is lower, since no lower bound is specified for
the supply temperature. Mass flow rates are reduced significantly, especially
during summer. Moreover, MPC reduces the supply head of the pumps,
whereas in some cases peak pressures do occur. These combined effects lead
to a significantly reduced electrical power use of the circulation pumps. The
heat and cold supply is more peaked in the case of MPC compared to RBC,
and occasionally this supply is disabled completely.

10.5

Conclusion

This chapter presents the application of TACO to Solarwind. The simulation
model is modified for optimisation purposes. The modifications ensure that
the building envelope model has linear dynamics and that the model equations
are C2 . Algebraic loops are avoided by using analytic solutions or model
reformulations. Furthermore, model discontinuities are avoided by avoiding
flow reversal. Discrete decision variables need to be approximated since
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they are not yet supported by the JModelica-based toolchain. Appendix A
explains in detail how these changes are applied to component models or
groups of models. Optimisation variables, the objective, constraints and
the post-processing implementation are discussed, after which the closedloop simulation model is presented. The resulting model is significantly
larger and more detailed than earlier work presented in the literature.
Furthermore, statistics of the optimisation model demonstrate the compactness
of our problem formulation. Various simplified optimisation models and
assumptions are verified, which demonstrates that our simplified models are
still sufficiently accurate to be used in closed-loop control. Finally, closed-loop
simulation results are presented and compared to a rule based controller.
The thermal discomfort is considered acceptable and is better than the rule
based controller. Indoor air quality is acceptable and can be improved further
by changing the CO2 concentration bound. The electrical energy use of the
optimised parts of the building is reduced by 82 %. This is probably an
overestimation of the theoretical savings since the zero-load losses of electrical
motors and inverters in frequency-controlled pumps are not modelled. In
practical applications the savings can drop further due to model mismatch
and the absence of perfect state and disturbance predictions. Results are then
presented in more detail for each of the main HVAC systems. An average
computation time for the optimisation problem of about 5 seconds is obtained.
An alternative objective formulation is tested to reduce the thermal imbalance
of the borefield by penalising heat injection into the ground. This causes the
MPC to partly shift cooling load from passive cooling to the air handling units.
Moreover, residual heat is redistributed between the different zones using the
CCA as a heat source and VAV heating coils as a heat sink.
This PhD work demonstrates the feasibility of Model Predictive Control for
multi-zone buildings with complex HVAC systems using TACO, the Modelica
language and open standards and software such as FMI. Computationally
efficient MPC algorithms are generated automatically using the Modelica
model of a building including HVAC system. This model consists of
component models from the IDEAS library and from the IBPSA library, which
are readily available. Additional, simplified optimisation models are presented,
which will be developed further within the scope of IBPSA project 1. The goal
of these models is to encapsulate the complexity of optimisation models into
preconfigured objects such that the complexity of optimisation problems is
not directly exposed to users. These object-oriented models are combined into
HVAC systems and a building envelope model using a graphical user interface.
This increases the usability and reduces the risk of implementation errors.
Multiple annual optimisations have been performed without convergence
problems, which demonstrates the robustness of the problem formulation
when the Modelica model is implemented correctly. TACO generates shared
libraries and an FMU that can be copied to, and executed on, a different
computer. This facilitates practical implementations and automated workflows since TACO does not need to be installed on every computer.
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This work demonstrates the potential and flexibility of TACO and other
Modelica-based tools for the simulation and operation of buildings. Although
some pressure drops are simplified in Chapter 5, the use of pressure-driven
flow models for most circuits unlocks a large electrical energy savings potential
in our case study, which has almost no heat demand. In this particular case, a
theoretical electrical energy use for Heating, Ventilation and Air Conditioning
(HVAC) in the order of 2 kWhm−2 y−1 is predicted. This excludes model
mismatch, domestic hot water and server cooling, as well as the top floor,
which has more transmission losses. We show that direct optimisation of
detailed building models is feasible, without the need for techniques such
as model order reduction, hierarchical MPC, or decentralised MPC, which
usually add complexity and sub-optimality to the optimisation algorithm.
Future work should add support for integer decision variables and add
better support for non-linear algebraic loops. Furthermore, TACO opens
opportunities for new research questions. For a broader and more detailed
discussion of future work we refer the reader to Chapter 13.

Chapter 11
Integrated optimal control and design
This chapter presents the integrated optimal control and design methodology
and applies it to the Solarwind case study, the third main part of this thesis.
The methodology uses the simulation and optimisation models that are
demonstrated in Chapters 3-10.
This chapter is based on the publication:
F. Jorissen, W. Boydens, and L. Helsen. Methdology for integrated optimal
control and design of buildings. In REHVA Annual Meeting Conference: low
carbon technologies in HVAC, Brussels, 2018. REHVA. Submitted

11.1

Introduction

Our approach for integrated optimal control and design is straight forward:
Firstly, the simulation and optimisation models that were discussed earlier,
need to be parametrised with the design variables that are of interest, insofar
that this is not already the case. A heuristic optimisation algorithm then
chooses the values of the design variables. The resulting optimisation model
is then translated using TACO. Finally, the optimisation model is coupled to
the simulation model, which evaluates the cost function(s). The resulting cost
values are returned to the heuristic optimisation algorithm, which uses these
to determine the next set of design variables.
The implementation of this approach is presented in Section 11.2. Modifications for the case study implementation are explained in Section 11.3. Results
are presented in Section 11.4.
Note that this chapter is short, since the main challenge of this approach is
the robust and computationally efficient evaluation of the optimal controller
and simulation models, which has been explained in past chapters. Here the
methodology is illustrated, detailed results are summarised in Appendix B.

11.2

Implementation

The practical implementation of our approach is now discussed. For this
implementation we rely on Modelica-based concepts as much as possible. We
deliberately avoid spreading the design problem definition across multiple
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files and programming languages. The user thus interacts with a consistently
defined Modelica model as much as possible.

11.2.1

Model parametrisation

As a first step, the simulation and optimisation models are parametrised
such that a change in design variables affects the model equations.
This parametrisation has to be done consistently for the simulation and
optimisation models, insofar that they do not already extend the same code,
in which case the code is automatically consistent. Next, we create a Modelica
record that summarises the design degrees of freedom. The record contains a
set of sub-records that each correspond to a Boolean, Integer or Real design
variable. These sub-records contain fields that define the investment cost
ci , annual maintenance cost cm , lifetime l and replacement cost cr . The
maintenance cost and replacement cost are defined as a fraction of the
investment cost. For real design variables an upper and lower bound are
specified. For integer variables, all allowed integer values must be specified.
This record is instantiated in the simulation and optimisation models and its
values are used to compute the earlier declared design variables of the model.
Using these cost values, each record automatically computes the Net Present
Value (NPV) of the investment, maintenance and replacement as
rc =

d −1

∑

j =0

1
,
(1 + r ) j



(11.1)


cNPV,i = ci 1 + rc cm + cr floor

d−e
l


,

(11.2)

where d is the depreciation period in years, r is the annual discount rate, rc is
a cumulative discount rate, e is a small positive number that ensures that the
replacement cost is zero when l = d, and floor(·) is a function that rounds a
decimal value to the largest integer value that is smaller than or equal to this
decimal value.
The simulation model is used to compute the NPV of the operational costs
cNPV,o = rc ce ,

(11.3)

where ce is the annual energy cost. Note that this formulation implicitly
assumes that energy prices are fixed throughout the years. Additional costs
can be defined by the user.

11.2.2

Heuristic optimisation algorithm

A multi-objective heuristic optimisation algorithm is implemented using
DEAP 48 . The main argument for using DEAP is its support for the automated
parallelisation of its tasks on a computing cluster using SCOOP 65 and
ZeroMQ 64 . The algorithm is based on NSGA-II, which was developed by Deb
et al. 37 .
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Figure 11.1: Schematic overview of optimal design algorithm. Executables
indicated in blue are called by the DEAP script in this order: TACO, Dymola,
Simulation. Files (ovals) with the extension .so are linux shared libraries.
The template contains all models that are common to the simulation and the
optimisation model.
Our algorithm automatically parses the design record and identifies how
many design variables exist, what types they are and what upper bounds
are defined for their valuesa . The algorithm generates a set of design values
and translates the optimisation problem using these values by assigning them
to the sub-records. The optimisation model is then translated using TACO,
after which it is translated by Dymola using the same set of parameters
and using the MPC generated by TACO. Cost functions cNPV,o and cNPV,i
are evaluated and saved to a text file that is read by the heuristic algorithm.
This information is used by NSGA-II to choose a new set of design variables.
Figure 11.1 presents a schematic overview of this implementation.

11.3

Case study

11.3.1

Design variables

This methodology is now applied to Solarwind as a proof of concept. Design
variables are summarised in Table 11.1. The presented cost values are based
on the work of Picard 109 and on personal communication with Boydens
Engineering. We assume that the replacement cost is 100 % of the investment
cost. We choose a depreciation period of d = 30 years and an interest rate of
r = 2 %. Investment costs include delivery and installation. We now discuss
the energy system design options in more detail.
Firstly, three air handling unit types are considered. The first type has only
heat recovery and a bypass. The second type has an additional evaporative
cooling function. The third type also has an active chiller such that the third
a Lower

bounds are zero by convention.
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Table 11.1: Summary of design variables, an indication of their type: boolean
(B ), integer (I ), real (R), their possible values, and investment cost ci .
Maintenance cost cm and replacement cost cr are presented as a fraction
of the investment cost. The replacement cost is paid after each lifetime of l
years. Awin = 691 m2 is the total surface area of the window glazing.
Variable
AHU type
HP stages
VAV type
VAV coil
Glazing type

Values
I ∈ {0, 1, 2}
I ∈ {2, 4, 6, 8}
B ∈ {0, 1}
B ∈ {0, 1}
I ∈ {0, 1, 2}

ci [ EUR]
2{45000, 100000, 140000}
11725I /2 + 11952I /8 109
24{110, 650}
24{0, 1600}
Awin {50, 50, 0}

cm
0.03
0.03
0.01
0.01
0

cr
1
1
1
1
0

l
30
20
30
30
30

type corresponds to the Menerga Adsolair type 58 unit. Secondly, we provide
the option to reduce the number of heat pumps. This choice is somewhat
simplified by optimising the number of heat pump stages, which is used
to limit the maximum thermal power of the heat pump in the MPC, and
the maximum stage in the post-processing.b Thirdly, dampers with a fixed
position, or controllable VAVs can be used. Fourthly, the VAV heating coils
may or may not be present. Finally, three types of double or triple glazing can
be installed.
The operational cost ce = pel Eel is evaluated by computing the electrical energy
cost of a full year, using the model predictive controller that is generated using
TACO. We assume a fixed electricity cost of pel = 0.2 EUR/kWh.

11.3.2

Model modifications for design parameter variations

We now summarise how the design variables are implemented in the
simulation and in the optimisation models.
The AHU types are implemented in the simulation model by disabling the
IEH and chiller controllers. When there is no chiller, the pressure drops of
the evaporator and condenser are removed. In the optimisation model, the
respective control signals are replaced by zero if the IEH or chiller are not
present. The pressure drops are also removed.
The heat pump stages are implemented in the heat pump post-processing by
limiting yPI (t) to the number of stages. In the optimisation model, the thermal
power upper bound (see Equation (10.5)) changes linearly with the available
number of stages.
When a damper is used instead of a VAV, the VAV models are reparametrised
using V̇max = V̇min = 10V̇nom (see (7.2)). This causes the VAV internal damper
to be opened fully. In the optimisation model, the control variables are
replaced by ones.
b A more correct implementation would be to consider two integer variables for the number of
heat pumps ∈ {0, 1, 2} of 29 kW and 45 kW. However, this would involve the recomputation of
the combined number of stages and an automated update of which heat pump must be switch
on depending on the active stage.
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When the VAV heating coils are unused, the heating coil valve openings are
forced to zero and the circulation pump is disabled.
For windows that are not oriented northc , three possible glazing types are
selected. The first is the original triple glazing type, GT401. The second is the
triple glazing type with a lower g-value that is also used for the north façade,
GT404. The third type is double glazing type Ins2ArGray from the IDEAS
library, which has a g-value of about 0.4, which is in between that of GT401
and GT404, and a U-value of about 1.3 W/m2 K. The energy use for lighting is
not adjusted when the window type changes.

11.3.3

Solver configuration

Each design case is computed for a full year that is split up into twelve parts
of 30.4 days such that the optimisation can be parallelised. Each part starts
with the same default initial conditions, which are the same for all design
cases. The required energy use is therefore probably underestimated, but this
underestimation is consistent across all design cases. The results should thus
be interpreted as relative trends rather than absolute numbers.
We use the same optimisation option parameters as in Chapter 10, except that
the MPC is recomputed only every two control intervals, which speeds up the
computations by about a factor two. Because of time constraints, the design
cases are evaluated on two computer systems. The first computer system
is a Dell Precision T5810 workstation with Intel Xeon E5-1650 v4 3.6 GHz
processor running Ubuntu 16.04 and GCC 4.8.5. The second computer system
consists of four nodes of a computing cluster that each have two Intel Xeon
E5-2630 2.3 GHz processors running Red Hat Enterprise 6.5 and GCC 4.9.2.
Dymola 2018 does not natively support running in the headlessd configuration
of the cluster. This can be circumvented by using an X virtual framebuffer,
Xvfb. Xvfb was only installed on four nodes such that we were unable to use
the full cluster, which consists of 352 nodes.
On both systems we use HSL linear solver ma27 1 instead of pardiso, since
ma27 is more efficient at single-core optimisations, of which we are thus able
to run 12 in parallel since both systems support 12 threads. Each node and the
workstation thus evaluate one design option simultaneously, which spawns 12
processes that each compute the operational cost for approximately one month.
In our case there exist (only) 144 design options in total, such that we were able
to evaluate all design options. We cache the solutions of already computed
design options such that the NSGA-II algorithm does not evaluate the same
case multiple times. At an average evaluation time of 15 cases per day, the
computations take at least 10 days. When using 50 newe nodes, we estimate
that the computation time would be about 12 hours.
c These

already have a different glazing type.
display.
e These nodes have about twice the computation power.

d Without
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11.4

Results and discussion

We first present optimal design results in Section 11.4.1. The optimal
design problem structure is analysed in Section 11.4.2 and we comment
on desired properties of heuristic optimisation algorithms. Shortcomings and
opportunities of our methodology are discussed in Section 11.4.3. Finally,
Section 11.4.4 proposes improvements with respect to the implementation of
our methodology.

11.4.1

Optimal design results

Results are summarised in Figure 11.2 where all subgraphs depict investment
cost versus operational cost. The top left subgraph shows the results for all
possible design variable combinations. The used color scale indicates the
mean annual thermal discomfort per zone. The discomfort scale reaches up
to 900 Kh/y, which corresponds to an average comfort violation of 0.1 K.
However, for the near-optimal cases, the discomfort is in the same order
of magnitude as the Solarwind reference case. The cost-optimal result is
indicated by the case on top of the black line, which connects all points that
have a combined investment and operational cost of EUR 261 852. Moreover,
each bullet contains the index of the casef . See Appendix B for more detailed
information for each case. This subgraph reveals only little structure in the
results. Two vertical bands can be seen on the left and a larger blob of points
is visible on the right. The structure of the results is better illustrated by the
other five subgraphs, which each focus on one of the five design variables. For
each design variable, the different possible design values are indicated using
different colors. Moreover, for each subgraph we collect the design cases in
groups for which each element has the same design variable values, except for
the design variable on which is focussed in that subgraph. These groups are
connected using black lines. These lines thus illustrate the sensitivity of the
costs with respect to a single design variable. We now discuss these results in
more detail.
We start by discussing the right and left groups of design cases, which have
clearly different operational costs. The bottom left subgraph shows that these
two groups correspond to design cases where VAVs or dampers are used.
Indeed, using a damper with a fixed damper opening results in a large flow
rate imbalance in our model since the supply and return air duct pressure
drops are not equal. Hence, the differential pressure across the supply and
return air damper is different, which causes different flow rates. This air flow
rate imbalance is compensated by exterior air infiltration, which has a low
temperature in general. Consequently, the heating costs rise significantly such
that the operational costs more than double.
The top right subgraph clearly illustrates that the air handling unit type has a
large influence on the investment cost, while its influence on the operational
cost is negligible. This suggests that the cooling options of the more advanced
air handling unit types are not required in Solarwind, where a borefield
f This
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Figure 11.2: Summary of design results. The top left subgraph shows the
annual mean (per zone) total (cold and heat) discomfort. Air quality is
summarised in Appendix B and is similar to or better than the MPC reference
case that has the design of Solarwind. The remaining subgraphs show more
detailed information for each design variable.
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provides alternative means for cooling. Note however that our design study
does not provide a solution for the thermal ground imbalance that can occur,
such that these additional cooling functions may still be required after a few
years, when the soil has heated up too much. The subgraph further shows
that the operational cost decreases slightly when adiabatic cooling is available,
which is logical since the set of available control actions grows. The operational
cost however rises when a chiller is added. This can be caused by the increased
pressure drops that are introduced by the evaporator and condenser, or by a
model mismatch that causes the active chiller to be activated more frequently
than intended by the MPC.
The middle left subgraph shows a similar trend for the number of heat pump
stages, where the operational cost has a low sensitivity to the number of
heat pump stages for the VAV cases (left). For the damper cases (right), the
influence is larger since the heating load is also larger. Note however that the
operational costs in general rise when the heat pump capacity rises towards six
stages, which is unexpected since the larger capacity results in more degrees of
freedom for the MPC. The results show slightly increased thermal discomfort
for design cases with only two stages. The reduced energy use can thus be
explained by the reduced zone temperatures.
The slopes of the black lines in the middle right subgraph show that the
glazing type has a significant and opposite impact on the operational cost
and the investment cost. The impact on the investment cost is however larger,
such that it is advantageous to use double glazing from an economic point
of view, especially in the VAV cases. For the damper cases the impact on
the operational cost is more pronounced. Indeed, the VAV cases require less
heating, such that additional heat losses through the glazing may simply
lead to a reduction of the cooling requirements, instead of increasing the
heating requirements, which is cheaper to realise. Similarly, the difference
between normal triple glazing and triple glazing with a low g-value is more
pronounced for the damper cases since the additional heat gains when using
normal triple glazing offset the heating requirements.
The bottom right subgraph shows that heating coils have a limited impact
on the operational cost for the VAV cases. For the damper cases the impact
is larger. Furthermore, the impact on the operational cost is larger when a
larger number of heat pump stages is used. In two cases with two heat pump
stages, the operational cost even decreases when no heating coil is available.
However, these cases have a large thermal discomfort, which can explain the
operational cost decrease.
The overall optimum is the design case that uses
- simple AHUs without adiabatic or active cooling,
- 2 heat pump stages,
- double glazing,
- VAVs,
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- no heating coil.
This case has an operational cost of EUR 61 162 and an investment cost of
EUR 200 690 This is the design case with the lowest investment cost possible,
except for the VAVs, which cost slightly more than dampers. This is not
surprising since the investment costs are up to 10 times larger than the
operational costs such that the investment costs must be reduced to reduce
the NPV. There is a small sensitivity of the operational cost of the VAV cases
to the AHU type, HP stages and heating coil availability. These results are
in line with the results presented in Chapter 10, where the adiabatic cooling,
active chiller, heating coils and the heat pumps are not used frequently. The
operational costs are dominated by the ventilation requirements of the building
and by zero-load power use of the AHUs. To reduce the operational costs
further, design options should be added that affect these aspects.
Compared to the original Solarwind design, the optimum design has an
investment cost of EUR 200 690 instead of EUR 699 444 and an operational
cost of EUR 61 162 instead of EUR 50 293 The total NPV for the considered
design variables, which does not include the borefield, hence decreases by 65 %
(EUR 487 885). This result shows that there is a strong economic case to be
made for an integrated optimal control and design analysis for the design
of buildings. This of course implies that MPC must be used in practice, for
which an additional financial incentive exists: implementing MPC instead of
RBC would by itself lead to additional operational cost savings in the order of
EUR 218 000 over a period of 30 years, assuming that energy prices stay fixed
at 0.2 EUR/kWh. The numbers reported here are of course not applicable to
every case, and they should be interpreted with care, as explained further in
Section 11.4.3. In addition to economic incentives, we expect that MPC can
lead to better thermal comfort, more systematic controller performance and
other advantages as outlined in Chapter 1.

11.4.2

Design problem structure

Since we essentially used NSGA-II to implement a brute force optimisation,
we did not report the details of its implementation. We therefore also do
not make any claims with respect to its convergence rate. However, based
on an analysis of the structure of our design problem, we discuss how this
information could be taken into account in heuristic optimisation algorithms.
Figure 11.2 reveals that this optimal design problem is highly structured.
I.e. throughout the solution space, the sensitivities of the cost functions to a
design variable are very similar. This is illustrated by the black line sections,
which often have a similar length and slope. For the heat pump stages this is
not the case: the black line directions are different for the VAV and damper
cases, which implies that the cost differences are not consistent throughout the
solution space. However, we do not in fact need to know the cost difference
value; the cost difference sign is sufficient. Indeed, we want to identify what
design is best and not necessarily how much better it is than the other designs.
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Closer inspection of Figure 11.2 reveals that total cost difference signs are
consistent throughout the solution space. This can be seen by comparing
the angles of the black line segments connecting the same two design option
values (colors). They have a slope that is always either larger or smaller than
the equi-cost curve in the bottom left of the graph. This means that, out of the
connected two design options, the same one is always better.
Of course, it is unlikely that all building design problems have this problem
structure. Moreover, there is no guarantee that thermal comfort and indoor air
quality are satisfied for the design that is generated this way. These kinds of
problem structures could however be exploited if thermal comfort and indoor
air quality are somehow taken into account. To our knowledge, heuristic
optimisation algorithms such as genetic algorithms do not take into account
the cost sensitivities of individual design variables when mutating or crossing
over. In that sense genetic algorithms randomly combine the designs with
best fitness. Other heuristic algorithms may use sensitivities more efficiently.
Our background knowledge of heuristic optimisation algorithms is however
limited such that we cannot comment on this further. Therefore we conclude
this discussion by suggesting that future optimal design studies should either
use, or develop, heuristic optimisation algorithms that exploit the structure of
building design problems efficiently.
We include the computed investment and operational costs in Appendix B
such that data can be used to test various types of heuristic optimisation
algorithms and settings without performing the optimisations required for
evaluating these costs.

11.4.3

Threats and opportunities

While the proof of concept leads to the conclusion that an economic potential
clearly exists, our analysis is too simplified in its current form to be directly
used in practice. Firstly, we neglect the impact of the thermal imbalance of the
borefield, which means that the proposed design may not be able to supply
the required cooling load for the entire period of 30 years. Secondly, we use
meteorological data for a single year, while extremely hot or cold years could be
included in the analysis, especially with the onset of climate change. Thirdly,
the building is almost completely occupied during the analysed period. In
practice, this may not always be the case such that internal heat gains are
lower, which can cause increased heating requirements. Having only two heat
pump stages may then not suffice and a (low-cost) backup system could be
included as a design option. Fourthly, a mismatch exists between the modelled
behaviour of the building, and its actual behaviour. This must be taken into
account when sizing the building thermal systems.
In addition to these threats, opportunities exist. Firstly, we did not yet optimise
the size of the borefield, which has a large investment cost. Secondly, the
building insulation thickness, window sizes or other elements of the building
envelope can be optimised. The height of the photovoltaic overhangs or other
shading types can also be optimised, which is essentially a degree of freedom
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that costs nothing. Thirdly, the location of the embedded pipes in the CCA can
be changed, or multiple embedded pipes can be used at different depths in
the concrete, which can increase the reaction speed of the CCA. Fourthly, the
flexibility of MPC can be exploited by developing new hydronic configurations.
E.g., thermal storage tanks can be added that can store residual heat or cold
for later use in the building. Or, the solar thermal collectors can be used as a
heat dissipater at night or during winter to regenerate the borefield for cooling
dominated cases. Finally, our work does not consider time-dependent pricing
and we do not consider the electrical power generation of photovoltaic panels.
With the onset of smart grids, the building design could use existing or new
thermal storage tanks to store low temperature heat, and/or convert this low
temperature heat into high temperature heat when electrical energy prices
are low. Similarly, the borefield and other components could be coupled to
a district heating network to compensate the thermal imbalance if financial
incentives exist to inject heat on the network using the heat pumps.

11.4.4

Usability

The presented methodology supports the automated detection and optimisation of Real, Boolean and Integer design variables. While many design
options can be created using these variables, either directly or indirectly, some
design options are non-obvious. E.g. replaceable components cannot be
redeclared directly from the script, since conditional redeclarationsg are not
supported by the Modelica specification. Similarly, optimisation variables of
type record cannot be used. In our case study example we therefore had
to instantiate each glazing record in the model and copy each record value
individually using a chain of if-then-else statements for the three glazing
options. This is an inconvenient and error-prone process.
It would be much more convenient if the Modelica language would support
enumerations or arrays of model and record references that can then be indexed
using an integer variable in redeclare statements. Using this functionality, we
would be able to robustly support the redeclaration and thus optimisation of
different heat or cold production devices, the hydronic configuration of these
components, or even entire HVAC systems.
Moreover, the usability could be improved further by allowing the user
to define optimisation parameters in the Modelica model by using the
existing optimica attributes free=true, min and max. For the investment
costs additional attributes could be defined, or records could still be used.
The optimal design routine could then be integrated into TACO, without the
need for separate python scripts. The user then need not collect all design
variables in a single record and design variables could be declared in a more
object-oriented way. This is a possible extension of TACO.
g Redeclarations

that depend on an if-condition.
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11.5

Conclusion

This chapter presents a methodology for integrated optimal control and
design of buildings using Modelica simulation models and TACO. The user
first creates a simulation and optimisation model of a building and declares
all design variables and parameters that are required for evaluating the Net
Present Value (NPV) of the investment (e.g. the investment and replacement
costs). Our implementation automatically identifies the design variables of
the Modelica model and a heuristic optimisation algorithm generates design
cases for which the operational and investment cost are computed using 1) an
MPC generated by TACO using the optimisation model and 2) the simulation
model.
This methodology is applied to the Solarwind model, which was presented in
Chapter 8. Five design variables are defined and all 144 possible design cases
are evaluated by computing the operational cost for a full year. The results
show that the investment cost dominates the total NPV of the investment and
that the operational cost is insensitive to many design variables, such that the
investment cost can be reduced significantly by changing the building design.
This results in cost savings of EUR 487 885 for the Solarwind case.
These results show that there exists, at least for some buildings, a large
potential to reduce the investment costs when using MPC as part of the design
process. Moreover, these results show the robustness of 1) MPCs generated
by TACO, which completed 630 000 optimisations without crashing or failing
once, and 2) TACO itself, which performed 144 unique MPC translations
without crashing or failing once.

Chapter 12
Conclusion
To reduce the energy use and investment cost of buildings, while also
solving problems with current-day practice when using rule based controllers
and improving thermal comfort, we developed a toolchain for integrated
optimal control and design of buildings, which also greatly facilitates
the implementation of Model Predictive Control (MPC) in practice. The
toolchain is virtuallya applied to Solarwind, an office building of 10 000 m2
in Luxembourg. For this case study, with the simplifications made, the
investment and operational costs for the optimised parts of the building are
reduced by 65 % and 78 % compared to current practice, which corresponds
to absolute cost savings in the order of respectively EUR 480 000, and EUR
217 000 over a period of 30 years. Comparable comfort levels are obtained
and the toolchain is designed such that it is robust and easy to use, which can
lead to further advantages such as reduced commissioning periods.
The methodology strongly depends on Modelica, an open-source modelling
language and consists of three main steps. Firstly, a Modelica simulation
model of a building is developed that is parametrised with respect to the
building design variables that are of interest. Secondly, an optimisation
model is developed based on the simulation model. Depending on the
model complexity, the simulation model needs to be modified slightly or
the simulation model can be used directly. Finally, a heuristic optimisation
algorithm automatically generates a set of design options for which model
predictive controllers are generated automatically using our Toolchain for
Automated Control and Optimisation (TACO). Each controller is combined
with its simulation model to evaluate the total cost (investment cost and
operational cost) of that specific design. The best design option is then
identified.
To ensure the practical relevance of our work, we imposed a set of
requirements on our toolchain in Chapter 1.
Firstly, the simulation and optimisation problems should be defined in an
object-oriented way such that the methodology is user-friendly and generic,
a Using

simulations, not in practice.

255

256

Chapter 12: Conclusion

where physical components can be mapped to component models on a
one-to-one basis. In our experience this is indeed a convenient approach
that furthermore avoids user errors and facilitates rapid prototyping and
development. However, the one-to-one mapping fails in a few occasions:
1) Optimisation variables and constraints are not yet declared at the object
level. MPC-oriented models should therefore be developed where constraints
and optimisation variables are declared at the component level. 2) Certain
flow networks are slightly modified to avoid algebraic loops. Future work
could address this by adding better support for non-linear algebraic loops.
Alternatively, component models could be developed that lead to fewer
algebraic loops. 3) Approximate models are required due to the absence
of support for integer variables. This support could be added in the future.
The second requirement is that the methodology should be scalable to large
and complex problems. We therefore demonstrate our methodology using
a case study, the Solarwind office building. The average computation time
of a single MPC optimisation is about 5 seconds, which is 720 times faster
than real time. A one year optimisation takes half a day. The integrated
optimal design methodology is thus indeed scalable to large problem sizes
when a computing cluster is available to compute multiple design cases in
parallel. For smaller problems, or shorter optimisation periods, a workstation
can suffice. For implementing the MPC in practice, a regular computer suffices.
In the introduction, a number of challenges were identified. Based on
this list, we now present our contributions to the state-of-the-art. Our
main contribution is the development, implementation and demonstration
of a mutually compatible set of algorithms and models (toolchain) for
the integrated optimal control and design of buildings, which involves
contributions to Modelica-based 1) simulation, 2) optimal control and 3)
integrated control and design of buildings.
The toolchain consists of a collection of component models for simulation.
These models are available open-source as part of the Modelica IDEAS and
IBPSA libraries. Some of these models were custom developed while others
were improved with respect to computation time, robustness or accuracy.
New component models that are worth mentioning are the Menerga Adsolair
type 58 air handling unit that was presented in Chapter 6, and the pressureindependent valve model that was presented in Chapter 7, which can also be
used as a VAV model.
We present an analysis and practical guidelines for the efficient use of Modelica
for building modelling applications in Chapter 3. Specifically, we explain the
importance of model time constants and algebraic loops, and their mutual
influence. We present practical ways of reducing algebraic loop sizes without
introducing small time constants. Explicit integrators such as Euler integration
can then be used, which reduces computation time significantly. We apply this
methodology to the IDEAS library in Section 4.4, to the Solarwind hydronic
system models in Chapter 5, to its air flow network in Chapter 7 and to
the remaining Solarwind model components in Chapter 8. For our model
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these optimisations ultimately lead to computations that are three orders of
magnitude faster than without such code optimisations. Moreover, the nonoptimised model does not converge robustly. Performing these simplifications
however requires some expertise, which limits the degree of automatability
of model development. Our contribution thus consists of the development
and demonstration of a computationally tractable simulation methodology
for detailed building energy simulations using Modelica.
Chapter 8 presents the Solarwind model and model validations using
measurement data from Solarwind. These validations show that the HVAC
models are accurate, with errors in the order of only about ten percent. The
building energy use and zone temperatures deviate more significantly, with
energy use prediction errors in the order of 50 % and temperature deviations
up to 2 K. One plausible explanation for this is the simplified air infiltration
model that is used. Furthermore, measurement uncertainties complicate
the validation. Building dynamics are however well predicted. Despite the
inaccuracies, the model can still be used for the comparative analyses of this
thesis. Our contribution thus consists of the demonstration of Modelica for
detailed building energy system simulations in buildings.
The toolchain further consists of TACO, a Toolchain for Automated Control
and Optimisation. TACO implements our methodology for the automated
development of building model predictive controllers from object-oriented
Modelica models. TACO is presented in Chapter 9. Due to its objectorientation, it exposes an interface to the user that has a similar complexity
as existing building energy simulation tools. It further implements a custom
developed single shooting approach that is tailored to the mathematical
structure of building problems and that allows efficient numerical evaluation
of the optimisation problem. This however implies that a set of mild
constraints are enforced on the type of problems that are supported. E.g.:
building envelope dynamics must be linear, but non-linear steady state
HVAC equations, constraints and cost function are allowed if they are twice
continuously differentiable with respect to the optimisation variables. The
HVAC equations can depend non-linearly on building envelope states. Since
integer decision variables and non-linear algebraic loops are currently not
supported, the degree of automatability can still be improved such that TACO
can be applied to any building model. This support can be added in the
future. TACO can also be used to develop MPCs for real implementations
since exportable C-code is generated. Our contribution thus consists of
the development and implementation of a practical methodology for the
development of MPCs.
Due to the mild set of constraints, most component models can be translated
into optimisation code directly. However, some models must be modified
in the case of Solarwind. Chapter 10 and Appendix A outline in detail
what modifications were performed. Furthermore, optimisation statistics are
presented that demonstrate the computational efficiency of our proposed MPC
problem formulation: our optimisation problem has an average computation
time of only 5 seconds, which is 720 times faster than real time. Earlier work
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has not demonstrated MPCs with this degree of detail, model size, or with
this computational efficiency. Electrical energy use savings in the order of
80 % are projected for the Solarwind case study. These savings are primarily
caused by a better coordination of various heat and cold emission systems and
by the efficient use of frequency-controlled pumps and fans. Such savings can
however not be expected for every building, since Solarwind is well insulated
and has a lot of internal heat gains such that there is nearly no net heat
demand. Moreover this implementation is based on some simplifications
(e.g. perfect weather and occupancy predictions, nearly no model mismatch),
turning these numbers into theoretical optimistic numbers. In addition to
energy savings, comparable thermal comfort levels as RBC are observed. The
CO2 concentration in the zones is at its upper bound but can be reduced
easily by lowering the upper bound. Furthermore, practical aspects such as
commissioning durations can be shortened by using MPC, which has to be
shown in future work. Our contribution thus consists of a demonstration of
the theoretic potential and feasibility of (non-linear) MPC for complex HVAC
systems in multi-zone buildings, using simulations.
Finally, we integrate TACO into a methodology for integrated optimal control
and design, which optimises the design of a building model by using an
optimal controller that is tailored to each specific design option. We apply
this methodology to the Solarwind case study, where the total net present
value can be reduced by EUR 487 885 (65 %). Moreover, the methodology
allows the design process to happen in a much more automated fashion.
Our contribution thus consists of the development and demonstration of the
practical feasibility of the proposed methodology.
Within a broader scope, we have demonstrated the potential of equationbased modelling, pressure-driven flow networks and object-orientation for
simulation and optimisation applications. Modelica supports these three
aspects through a powerful modelling language that uses general-purpose
solvers for solving the model equations. As such it is easy to use and
even easy to develop new models without having in-depth knowledge of
the translation and solver algorithms that are used. Chapters 3 and 5
and Appendix A however show that at least some background knowledge
is required to obtain computationally efficient models, especially when
developing component models and flow system networks. Furthermore,
the set of available component models is limited. This bottleneck hampers the
broader introduction of Modelica into industry, despite its potential for new
applications such as MPC. Despite these limitations, the proposed approach
could not have been developed using classical BES tools that tightly integrate
model equations and solvers, since these tools do not support the export of
model equations, which are required for analysing the problem structure and
for computing derivatives. This demonstrates the potential of Modelica for
advanced applications such as MPC. We therefore call for more academic
interest, international collaboration and funding for 1) the development of
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models, solvers and methodologies that are scalable, generic and efficient, and
2) educational material for being able to use Modelica to its full effect, e.g.
within the scope of IBPSA project 1 and the broader Modelica community.

Chapter 13
Future work
Future work should continue the development of scalable methodologies that
facilitate the implementation of MPC in practice. We first summarise what we
consider important or not important in that respect. We then discuss some
specific ideas and suggestions for future work.
We have developed a methodology that supports an optimisation model
structure with linear time-invariant dynamics, and non-linear, steady state
constraints and cost functions. Non-linear algebraic loops should at this point
be avoided. Future work could thus 1) extend the supported model structure,
2) improve the translation algorithms for our model structure, and 3) develop
generic component models that satisfy our model structure.
Our methodology can be complemented with other technologies and its
usability can be increased further. Furthermore, the convexity, optimality and
robustness of our methodology should be analysed theoretically. Finally, the
proposed toolchain opens opportunities for new applications.
We propose to refrain from further case study applications where the
contribution simply consists of using a new combination of components,
models, objective, constraints, hierarchy, stochasticity or solver if it only
virtually shows that MPC can cause energy savings or that the savings are
sensitive to earlier mentioned parameters. This research does not lead to any
real energy savings as long as MPC is not used in practice. Similarly, we
have shown that the efficient and robust solution of optimisation algorithms is
possible using existing open-source technologies. There is thus no need to limit
optimisation model complexity through the use of simplified models, model
order reduction, distributed MPC or by constraining ourselves to the use of
Linear Programs (LPs). This can in fact significantly increase the complexity
of the overall approach, and guidelines for their practical application can be
hard to generalise.

13.1

Extended model structures: integer variables

As part of our methodology in the introduction, we proposed that physical
objects should be mapped to component models on a one-to-one basis. This
has been realised to a large extent, although some simplifications were made.
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More specifically, valves and heat pumps were grouped into approximate
models since we cannot optimise integer decision variables directly. Support
for integer decision variables should thus be added, or an approximate
modelling technique should be developed. We outline a few approaches,
including possible pitfalls.
Firstly, integer decision variables can be supported directly. A general-purpose
Mixed Integer Nonlinear (MINLP) solver such as BONMIN 22 could then be
used instead of IPOPT. The optimisation problem may however become too
hard to solve. This could be mitigated by automatically relaxing the integer
variables for all but the first optimisation interval. This would introduce
a degree of sub-optimality since the model predictive controller does not
anticipate that a continuous variable will be converted into an integer variable,
which is essentially an additional constraint. Moreover, implementing the
relaxation itself would require that TACO overloads all integer and boolean
operations. For instance, suppose that the electrical power of a pump is
computed as
P = if I == 1 then Ppum else 0.
(13.1)
Directly relaxing I ∈ {0, 1} as I ∈ [0, 1] would then introduce a discontinuity
in (13.1) for I = 1. Alternatively, integer equality comparisons I == d could
be converted into
a = min(1, max [0, 1 − abs(I − d)]),

(13.2)

where a then changes continuously between 0 and 1. If-expressions that
depend on a could then be evaluated as
if a then b else c ≡ ab + (1 − a)c.

(13.3)

However, it is not clear how boolean operations should be treated, e.g. when
a ∨ e, e ∈ {0, 1} instead of a, is used as the argument of the if-expression.
Therefore, such automatic relaxation is unlikely to work well for all integer
variable uses.
Secondly, the integer variables can be relaxed in the component models
themselves. The model developer then chooses how to implement the
relaxation and no direct integer support is required. For integer I ∈ {0, 1}
this could be implemented using I ∈ [0, 1] and equality constraint

I(1 − I) = 0.

(13.4)

We however expect that such formulation would make it hard for the solver to
switch between I = 0 and I = 1 since this equation is non-convex, especially
when warm starting the optimisation problem. The presented approaches can
also be combined.

13.2

Improved translation algorithms: non-linear algebraic
loops

Non-linear algebraic loops are currently supported by TACO. However,
for large model sizes they hamper robust convergence. Therefore, we

13.3. Generic component models
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reformulated our models slightly to reduce the number of non-linear algebraic
loops, however a direct one-to-one mapping was again not achieved. Nonlinear algebraic loops should therefore be better supported. The mathematical
properties of the non-linear equations probably cause the problem to diverge.
Based on an analysis of the mathematics and related research in other research
fields, it could be possible to automatically reformulate the problem such
that the equations do converge. E.g. it may be required that conservation of
mass and energy equations need to be satisfied even while iterating. These
equations can then not be used as residual equations in algebraic loops.
Implementing this would require a Modelica construct for flagging what
equations are conservation equations. The Modelica flow prefix that is used in
connectors could be used for this.
An alternative would be to include a non-linear algebraic loop solver into the
optimisation problem, which solves the algebraic loop during each iteration.
This is how Modelica-based simulation models are usually solved. However,
this could increase computation time significantly.

13.3

Generic component models

Most of the optimisation model complexity is contained in the component
models. However, additional constraints and post-processing were added in
our case study. In our experience, most problems during the development
of the optimisation model result from errors in the formulation of the postprocessing, or by forgetting, or badly choosing, constraints. These constraints
and post-processing usually originate in the use of simplified, non-physical
models. E.g. the AHU chiller can extract an arbitrary heat flow rate. This heat
flow rate has to be constrained as a function of the mass flow rate to avoid
extremely low supply air temperatures. Models with the appropriate level
of complexity are therefore required such that these constraints follow more
naturally from the model equations.
Modelica libraries tailored to building optimisation should therefore be
developed, such that a truly object-oriented methodology is achieved. These
libraries can consist of preconfigured models from libraries for simulation
purposes, e.g. by disabling the dynamics of pumps and fans by default. The
respective constraints and optimisation variables can then be declared in the
component model. E.g. a pump can declare a control variable for the pump
speed, and an upper and lower bound for that speed can be included. The
development of an MPC-oriented Modelica library is starting within the scope
of IBPSA project 1.

13.4

Complementary technologies

The first complementary technology updates states by state estimation
techniques. For our case study we used perfect state updates. I.e. state
variables from the simulation model are used to update the state of the MPC
controller. In practice this is not possible since not all required building states
are measured. State estimation techniques can be applied to estimate all state
values based on the available measurement sensors. These techniques can
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be integrated into TACO. The question is however which state estimation
technique is appropriate. I.e. the chosen technique should support models
with many states and it should be generic in the sense that no human
interaction is necessary, e.g. for setting tuning factors or covariance matrices.
Several state estimation techniques may be implemented to cope with different
types of errors. I.e. different types of state estimators are not equally good at
correcting different types of errors such as measurement noise, model errors,
or boundary condition forecast errors. State estimators can be complemented
by offset-free MPC.
The second complementary technology adds an (approximate) analytic
functionality to solve specific systems of non-linear equations. The proposed
one-to-one mapping fails for flow circuits when components need to be
reconfigured to avoid non-linear algebraic loops. As discussed earlier, this is
not a problem when non-linear algebraic loops can be solved robustly. Another
approach for dealing with this could be to automatically detect specific flow
circuit configurations as part of the translation process and to map them to an
equivalent or simplified circuit. This is essentially equivalent to implementing
analytic, or approximate analytic solutions to specific systems of non-linear
equations. Software such as Maple implement such analytic functionality.
However, it may not be easy to implement this in a sufficiently generic way.

13.5

Convexity, optimality and robustness

Nonlinear optimisation problems are in general non-convex such that multiple
local minima can theoretically exist. Our cost function, which consists of the
electricity used by pumps, fans, a heat pump, chiller and adiabatic cooling,
however seems to be a convex function of the optimisation variables. The
model constraints can however cause the problem to be non-convex. It would
be interesting to know what kind of physical processes (equations) can cause
non-convexities. E.g. a reversing flow is a likely cause for non-convexity. Such
types of configurations could then be avoided when designing HVAC systems.
Relaxed integer variables can also introduce non-convexities into the objective
function. This should be taken into account when developing the relaxation.
Further research could be performed on the optimality properties and the
required tolerance and other parameters of our solvers. Ideally, only a single
tolerance parameter is exposed to the user, and all other parameters are
derived from this automatically.
Once our optimisation model was finalised, it was found to be highly
robust. A number of changes however needed to be made that required
in-depth knowledge of the toolchain and optimisation problems in general.
Convergence problems, e.g. when including non-linear algebraic loops, should
therefore be analysed further. When the cause has been identified, models can
be adjusted accordingly, users can be educated to avoid this type of problems,
and clear error messages can be developed.

13.6. New applications
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New applications

Our toolchain unlocks new research questions with respect to automated
integrated optimal design and control of buildings and their thermal systems.
Computer algorithms could generate many possible building designs, choose
HVAC components or sizes, or choose the hydronic configuration of these
components. TACO can then be used to identify what design performs
best. E.g. CCA buildings could be designed with separate chilled and warm
water supply pipes such that a heat pump can be coupled across the two
pipes, hereby simultaneously heating and cooling different CCA sections
using a low temperature lift. Moreover, excess heat or cold can be stored
in storage tanks for later use. Alternatively, Solarwind’s borefield could be
bypassed such that the CCA can be used as a heat source for the heat pump,
which can then be used to heat the supply air using the VAV heating coils.
Furthermore, the building envelope itself could be used as a heat or cold
collector. Highly glazed office buildings could collect solar energy (during
weekends) by opening active shading and by diverting the heat to storage
tanks for later use. Similarly, solar collectors or even AHUs could be used as
heat dissipaters at night, to regenerate the borefield, if the appropriate heat
exchangers and connections exist.
Based on the large variability as a function of time of the optimal control
results, we expect bad results from rule based controllers that are derived from
these results. However, our framework can be extended such that control rules
themselves are optimised by supporting parametera optimisation variables
that have the same value throughout the optimisation horizon. Long horizons
should automatically lead to a sparse optimisation problem through the use
of the proposed filtering technique, but further work should be performed to
avoid excessively long translation and computation times for such horizons.
Further research should identify what MPC horizon lengths should be used,
and how they should be discretised into control intervals. This analysis should
be linked to the time constants of buildings. TACO could then automatically
choose an appropriate horizon based on the observed model time constants.

13.7

IDEAS air infiltration modelling

The existing air infiltration model accuracy can be improved, especially for
tall buildings where the stack effect can be significant. The work of Ammar 4
can be a possible starting point. When implemented directly, multi-zone
airflow models can however lead to algebraic loops where each zone has an
iteration variable for the zone pressure. In the case of Solarwind this would
lead to an algebraic loop with 32 iteration variables or more, depending on the
used ventilation system model. This algebraic loop may not converge. Model
a Parameters,

by convention, are not a function of time.
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simplifications similar to those presented in Chapter 5 could however reduce
this number significantly.

Appendix A
Solarwind model: modifications for optimal control
This appendix explains how the Solarwind simulation model, which is
presented in Chapter 8 of this PhD thesis, has been modified such that it can be
optimised using TACO. Modifications are required since TACO only supports
time-independent linear dynamics. Stationary equations can be non-linear,
but they cannot include integer decision variables. Furthermore, non-linear
algebraic loops should be avoided. We first discuss how the used libraries
are adjusted. Then other components and flow networks are elaborated
on. The presented equations are used in the discussions of Chapter 10 and
consequently also by Jorissen et al. 76 .

A.1

Modifications to the IDEAS library

The building envelope model uses IDEAS building component models, such
as a wall, window and zone model. These models by default contain
non-linear equations such as non-linear convection correlations, radiative
heat transfer equations and trigonometric functions for computing the solar
irradiation. Picard, Jorissen, and Helsen 111 present an approach where
all model dynamics are linearised when parameter sim.linearise (now
sim.lineariseJModelica) is set to true. This approach linearises convection
and radiative heat transfer equations. For more details we refer the reader
to Picard et al. 111 . Our building model uses this approach, where we set
sim.lineariseJModelica = true in the SimInfoManager.
Furthermore, the building zone air model is replaced since it contains flow
rate-dependent convective heat transfer correlations, which are thus not timeindependent as required. The zone air model is therefore replaced by the
perfectly mixed air model of the IDEAS library.
We introduce a dummy state for the radiative temperature. Otherwise
the operative temperature depends on more states: all zone wall surface
temperatures, instead of only one radiative node temperature. This causes
fewer state variables to be used in the model, which reduces the number of
equations that are evaluated. Furthermore, it does not cause different results
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if the state time constant is small. We choose the time constant equal to two
minutes since it is much larger than the fixed time step of 10 seconds and
much smaller than the MPC control interval length of 1 hour.
Note that this simplification can be automated by TACO. When a constraint
or the objective uses an algebraic variable that is a linear combination of state
variables, the state variable coefficients of the used states in matrices Ĉi,j can
be combined automatically into a single dummy state. Individual states would
then not have to be evaluated. This functionality has not been implemented
yet.
Finally, the zone air thermal mass scaling factors cm , which usually equal
5 and take into account the effect of e.g. furniture, are set to 1, since other
values cause JModelica to introduce a linear algebraic loop. This simplification
introduces model mismatch that can be avoided in the future by improving the
way how JModelica treats linear algebraic loops, by reformulating the model
equations, or by accepting additional computational overhead. However, we
expect the mismatch to be small since the thermal mass of air is small relative
to the walls and the time constant of a typical zone with mc = 5 is estimated
to be in the order of 20 minutesa , which is smaller than the control interval
length. Transient effects that are caused by the thermal mass of air therefore
dissipate by the time that the resulting temperatures are used in constraints
or the objective function of the MPC.

A.2

Modifications to the IBPSA library

Models from the IBPSA library (see also IEA EBC Annex 60 146,148 ) are used to
implement flow networks and HVAC component models. These models have
been designed for building simulation applications. The model equations are
therefore in general only once continuously differentiable. Some equations are
therefore reimplemented such that they are twice continuously differentiable.

A.2.1

Pressure drop equations

The IBPSA library uses the quadratic pressure drop equation
q
ṁ(t) = sign(∆p(t))k (t) abs(∆p(t)).

(A.1)

for most of its pressure drop components such as valves and pipes. This
equation is defined in Chapter 5, where we mention that there is a
regularisation around zero flow. This regularisation is now derived and
motivated.
The derivative of flow Equation (A.1) yields an infinite value
d ṁ(t)
k(t)
= p
d ∆p(t)
2 ∆p(t)

(A.2)

a Estimation using a convective heat transfer coefficient of h = 3 Wm−2 K−1 and a zone
geometry of 10 × 10 × 2 m
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for ∆p(t) = 0. This can lead to problems when a Newton solver solves a
non-linear algebraic loop that contains this equation. The old implementation
avoids this by regularising the equation around zero flow rates 148 . The
regularisation is however not C2 and has therefore been reimplemented. For
clarity we omit the function of time notation in the following derivation. Note
that the differential pressure where turbulence occurs (∆pt ) is a parameter,
which is thus not a function of time. The new regularisation has the form
(
p
sign(∆p) k |∆p|, if |∆p| > ∆pt .
ṁ = M(∆p, k, ∆pt ) =
(A.3)
f (∆p),
otherwise
where the transitions at thresholds ∆pt and −∆pt should be smooth such that
equations
p
f (∆pt ) = k ∆pt ,
(A.4)
f (−∆pt ) = −k

p

∆pt ,

(A.5)

d f (∆pt )
k
= p
,
d∆p
2 ∆pt

(A.6)

k
d f (−∆pt )
= p
,
d∆p
2 ∆pt

(A.7)

k
d2 f (∆pt )
=−
,
d∆p2
4∆p3/2
t
d2 f (−∆pt )
k
=
d∆p2
4∆p3/2
t

(A.8)

(A.9)

are satisfied. Since (A.1) is an odd function, f (·) only needs to have three
degrees of freedom if it is also odd, i.e. if − f (∆p) = f (−∆p) : ∆p ∈ [0, ∆pt ].
We first implicitly define f (·) as
p
f (y∆pt ) = k ∆pt F (y)
(A.10)
and then choose

F (y) = αy + βy3 + γy5

such that equations (A.4), (A.6) and (A.8) become

(A.11)
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f (∆pt ) = k

p

∆pt = k

p

y∆pt F (y)



k
d f (∆pt )
= p
=k
d∆p
2 ∆pt

p

∆pt

y =1

p

∆p



d∆p



dF (y) d ∆pt
dy

∆pt F (1),

=k

y =1

(A.12)

k
= p
2 ∆pt


2

dF (1)
dy


,

(A.13)
 

∆p 2
2
d
p
d F (y)  ∆pt  

= k  ∆pt

d∆p
dy2


d2 f (∆p
d∆p2

t)

=−

k
4∆p3/2
t

=−
y =1



k
4∆p3/2
t

d2 F (1)
−4
dy2

(A.14)
after substitution of (A.10). Substituting F (1) = α + β + γ,

dF (1)
dy

= α + 3β +

d2 F (1)
dy2

= 6β + 20γ into (A.12), (A.13), (A.14) and eliminating common
5γ and
multiplication factors results in
1 = α + β + γ,

(A.15)

1 = 2α + 6β + 10γ,

(A.16)

1 = −24β − 80γ,

(A.17)

which can be solved for α = 1.40625, β = −0.56250 and γ = 0.15625.
The IBPSA library implements (A.3) using these values of α, β and γ. Its
inverse
∆p(t) = M−1 (ṁ(t), k(t), ṁt )
(A.18)

has been derived in the same way, which leads to coefficients α = 0.375,
β = 0.750, γ = 0.125. Note that M−1 (·, ·, ·) is thus not the exact mathematical
inverse of M(·, ·, ·). This causes both implementations to cause slightly
different results. This could be avoided by replacing (A.11) by a function that
can be inverted analytically.

In addition to these flow equations, a quintic Hermite spline has been
implemented, which is used in the pressure-independent valve model
to obtain a transition that is C2 between the two flow regimes of the
valve. The implementation presented in Chapter 7 is thus outdated. See
IBPSA.Fluid.Actuators.Valves.TwoWayPressureIndependent for the new
implementation.

A.2.2

Fan and pump model

An alternative pump or fan model has been developed for optimisation
purposes because of two reasons.
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Firstly, the translation of Modelica algorithm sections into CasADi code
is currently not supported. Therefore, the IBPSA fan or pump model, as
described in detail by Wetter 144 , is too complex since it uses an algorithm to
iterate over the piecewise pump curve.
Secondly, the existing implementation uses affinity laws
∆p2 (t) =




P2 (t) =

n2 ( t )
n1

2

n2 ( t )
n1

3

∆p1




P1

n1
V̇2 (t)
n2 ( t )

n1
V̇2 (t)
n2 ( t )


(A.19)


(A.20)

and piecewise functions ∆p1 (·) and P1 (·) at the nominal speed n1 to compute
the pressure difference ∆p2 (t) and the mechanical power P2 (t) at any speed
n2 (t) and volumetric flow rate V̇2 (t). Implicit equation (A.19) is then usually
solved for the pump speed n2 (t) using an algebraic loop. This algebraic loop
can be avoided if the flow rate or pressure difference is prescribed.
The alternative implementation is now presented. Firstly, the pump curve
∆p1 (V̇1 (t)) is approximated using a second degree polynomial
∆p1 (t) = a + bV̇1 (t) + cV̇1 (t)2 .

(A.21)

We then substitute the affinity law equations
V̇1 (t)
n1
=
n2 ( t )
V̇2 (t)
∆p1 (t)
=
∆p2 (t)



n1
n2 ( t )

(A.22)
2
(A.23)

into (A.21) such that
∆p2 (t)



n1
n2 ( t )

2

n
= a + bV̇2 (t) 1 + cV̇2 (t)2
n2 ( t )



n1
n2 ( t )

2
,

(A.24)

or equivalently
∆p2 (t) =

a
V̇2 (t)
n2 ( t )2 + b
n2 (t) + cV̇2 (t)2 ,
n1
n21

(A.25)

which is a quadratic equation in n2 (t).
When the pump or fan prescribes either the flow rate or the pressure drop,
the Modelica tool usually solves the other variableb from the flow network
pressure drop equations before computing n2 (t). Variables ∆p2 (t) and V̇2 (t)
b The

pressure drop or the flow rate.
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are then both known such that (A.25) can be solved for n2 (t) analytically.
Variable n2 (t) is then computed from the explicit equation
q


−bV̇2 (t) + b2 V̇2 (t)2 − 4a cV̇2 (t)2 − ∆p2 (t)
n2 ( t ) = n1
,
(A.26)
2a
such that no algebraic loop is formed.
If the pump or fan prescribes the speed, the fan model implements (A.25). If a
second model then prescribes the flow rate V̇2 (t), no algebraic loop is formed
since ∆p2 (t) can be computed directly from (A.25). Otherwise, an algebraic
loop could be formed depending on the flow network equations. However,
since ∆p2 (t) is computed explicitly, tearing is facilitated. These equations have
been implemented in a FlowMachineInterface that can be used to redeclare
the flow equations of existing pump models.
p
We further note that usually V̇2 (t) ∼
∆p2 (t). This can be substituted
into (A.25). If
n
(
t
)
is
prescribed,
then
the
resulting equation
is a quadratic
p2
p
equation in ∆p2 (t), which can thus be solved for ∆p2 (t) explicitly. A
pump model could thus be developed that integrates a pump and its load
into a single model, such that no algebraic loops are formed if the load has a
quadratic flow curve. This is however not in line with the object-orientation
that is typically used in Modelica models, where the pump and pressure drop
models are separated.
Coefficients a, b, c in polynomial (A.21) are computed using initial equations
∆p[i1 ] = a + bV̇ [i1 ] + cV̇ [i1 ]2

(A.27)

∆p[i2 ] = a + bV̇ [i2 ] + cV̇ [i2 ]2

(A.28)

∆p[i3 ] = a + bV̇ [i3 ] + cV̇ [i3 ]2

(A.29)

where i1 , i2 and i3 are three indices of vectors ∆p[·] and V̇ [·], which are the
piecewise interpolation points that are used in the definition of ∆p1 (·). These
linear initial equations are solved during initialisation of the FMU. The values
of a, b and c are automatically read from the FMU by TACO and are inlined
into the corresponding CasADi equations before the optimisation code is
compiled.

A.2.3

Nominal values of variables

TACO normalises optimisation variables using the nominal attribute of the
corresponding state variable or algebraic loop iteration variable. In a few
occasions these nominal values were not yet defined. They are then added in
the component models. Most importantly, the nominal value of the specific
enthalpy of fluid components is set to 100 000 J(kgK)−1 .

A.3

Changes to other models and flow networks

We now discuss modifications to the remaining models.

A.3. Changes to other models and flow networks

A.3.1
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General modifications

All HVAC components should be steady-state, except for components where
the dynamics are of crucial importance, such as for thermal energy storage
tanks. For these components, models with linear dynamics should be
developed. Thermal dynamics of all pumps, valves, pipes and heat production
devices are therefore removed, which is an acceptable simplification since
their dynamics are faster than the control time step of the MPC. Input filters
of valves and pumps, and states in temperature sensors that mimic the
temperature delay of a sensor, are also removed. Again, this does not introduce
large errors since these dynamics have time constants in the order of a minute.
Furthermore, heat losses of pipes are neglected since otherwise more linear
algebraic loops would be formed. This implies a model mismatch. Flow work
of pumps and fans is no longer injected into the fluid stream to reduce the
number of model equations. For the pumps this does not lead to large errors
since the pump work is in the order of 1 MWh (see Table 10.1) compared to a
total cooling load of 100 MWh. The fan flow work is in the order of 9 MWh.
This heat gain is however partly compensated by the AHU internal controller,
which will recover less heat from the return air flow in order to obtain the
desired temperature set point. Nonetheless, this heat dissipation could be
included in a future version of the model.

A.3.2

Heat pumps

Our simulation model uses four instances of the heat pump model that was
developed by Cimmino and Wetter 28 , which computes the thermodynamic
cycle of the heat pump using five thermodynamic states. The resulting model
generates an algebraic loop of two iteration variables for each heat pump.
Furthermore, the heat pump and their eight circulation pumps must either
be on or off, but discrete decision variables are not supported. For these
two reasons we manually approximate this group of heat pumps, valves and
pumps using a simplified model.
The model prescribes a single condenser outlet water temperature Tcon,out (t) [K].
The heat pump heat flow rate is computed from the condenser mass flow rate
ṁcon (t) and the inlet water temperature Tcon,in (t) [K] as
Q̇con (t) = c p ṁcon (t) [ Tcon,out (t) − Tcon,in (t)] ,

(A.30)

where c p is the specific heat capacity of water. The heat pump electrical power
use, including circulation pumps, is computed as
Php,tot (t) =

Q̇con (t)
,
COP(t)

(A.31)

where the coefficient of performance (COP) is implemented as
COP(t) = 6.4 − 0.16 [ Tcon,in (t) − 298.15] + 0.1 [ Teva,in (t) − 288.15] ,

(A.32)

and Teva,in (t) [K] is the evaporator inlet water temperature. This expression is
derived from a simulation where all heat pumps and pumps are enabled and
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Figure A.1: Simulated COP and inlet temperatures that are used for the
linearisation of the COP.
where first the evaporator and subsequently the condenser inlet temperature
are changed. Using these test data, which are illustrated in Figure A.1, the
COP is linearised.

A.3.3

Air handling unit and air flow network

The Menerga adsolair type 58 Air Handling Unit (AHU) simulation model
is described in Chapter 6. The model consists of two fans, four dampers and
other pressure drop components, an indirect evaporative heat exchanger (IEH)
and a modulating chiller. The model has been modified to overcome a number
of limitations. These modifications are now explained.
A.3.3.1 Adiabatic cooling
Since the AHU model contains non-linear equations, the model must be
stationary. In a stationary configuration, the model generates two algebraic
loops for the computation of the wet bulb temperatures. Furthermore, the
status of the adiabatic cooling function of the IEH is a discrete decision
variable. For these reasons the adiabatic cooling function is simplified. I.e. the
adiabatic cooling control variable is set to false and a new continuous control
variable yadi (t) is added that determines the modulation rate of a simplified
adiabatic cooling model. This variable causes the heat flow rate
Q̇adi (t) = c p,a ∆Tadi,nom yadi (t)ṁmin (t),

(A.33)


1/6
ṁmin (t) = ṁsup (t) + ṁret (t) − ṁsup (t)6 + ṁret (t)6

(A.34)

to be extracted from the supply air side in addition to the heat flow rate
computed by the existing e-NTU model, where ∆Tadi,nom = 7 K is the
nominal temperature difference of the adiabatic cooler and ṁmin (t) is a smooth
approximation of the minimum of the supply and return air flow rates ṁsup (t)
and ṁret (t). Since the e-NTU model and (A.33) are explicit equations, no
algebraic loops are formed.
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A.3.3.2 Chiller model
The AHU chiller model is implemented using a 2D table that implements
manufacturer data using a CombiTable2D component. These tables are
implemented using external C functions due to which they cannot be
translated into CasADi expressions. Therefore, the chiller model has to
be revised. We choose a pragmatic approach where the chiller modulation
control signal ychi (t) determines the chiller cooling power and electrical power
use as
Q̇chi,eva (t) = ychi (t) Q̇chi,nom ,

(A.35)

Pchi (t) = ychi (t) Pchi,nom ,

(A.36)

where the nominal chiller cooling power Q̇chi,nom equals 40 kW and the
nominal chiller electrical power is Pchi,nom equals 6.6 kW. These are the nominal
operating conditions reported by the manufacturer. Note that the latent heat
load due to condensation of water on the evaporator is thus neglected.
A.3.3.3 Moist air medium
The simulation model uses a moist air medium which models adiabatic cooling
in a physical way. This results in non-linear dynamics since the derivative of
the internal energy of air volumes depends on the specific enthalpy of that
volume, which is computed for moist air as
h(t) = c p,a ∆T (t) Xa (t) + [c p,steam ∆T (t) + hfg ][1 − Xa (t)]

(A.37)

where ∆T (t) and the absolute humidity Xa (t) are multiplied, which each
depend on a state. One option to overcome this product, would be to linearise
the equation, e.g. using nominal values Xa,nom and ∆Tnom such that
h(t) = c p,a ∆T (t) Xa,nom + [c p,steam ∆Tnom + hfg ][1 − Xa (t)].

(A.38)

However, we do not need moist air for other purposes than modelling the IEH,
which is simplified, and for modelling condensation of water on the chiller
evaporator, which is neglected. Therefore we use a dry air model instead.
A.3.3.4 Internal controller
The AHU model has an internal controller that tracks the temperature set
point of the air handling unit. This controller is disabled, and yadi (t), ychi (t),
the fan pressure differences and the damper positions are controlled directly
by the MPC. Note that the four dampers are controlled by mapping a single
control signal, yPI (t), into four damper positions using (6.59)-(6.62)
A.3.3.5 Air flow network
The air flow network, which is repeated in Figure A.2, results in four sets (two
supply and two return) of two algebraic loopsc . The first set of algebraic loops
c There are thus 8 algebraic loops in total, but the same two sets of equations are repeated four
times each.
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Figure A.2: Schematic of the supply side of the air flow model of one of the
two AHU’s
computes the total flow rate towards or from the zones, from the prescribed
pressure difference across the AHU ports. The resulting flow rates must
be distributed between the IEH and its bypass, which results in the second
algebraic loop. See Section 8.3.3.2 for more details. The model is simplified
slightly and restructured such that no algebraic loops are formed.
Firstly, we neglect the pressure drop of the main duct. The prescribed pressure
difference across the AHU ports is then directly applied to the VAVs, from
which the individual and the total mass flow rates are computed explicitly.
Secondly, this total mass flow rate is distributed between two possible paths.
The pressure drop of each path is governed by the quadratic pressure drop
equation (A.3) where k (t) depends on the valve control signal as defined by
(6.5) and (6.6). Using (A.3) and (A.10) we implicitly define G(·, ·) as
ṁ(t) = k (t) G(∆p(t), ∆pt ),

(A.39)

where G(·, ·) is not a function of k (t). For the IEH and bypass paths we then
have
ṁIEH (t) = kIEH (t) G(∆p(t), ∆pt ),

(A.40)

ṁbyp (t) = kbyp (t) G(∆p(t), ∆pt ),

(A.41)

where ∆p(t) is the same pressure difference for both VAVs since they are in
parallel. Furthermore, we know that mass is conserved such that
ṁtot (t) = ṁIEH (t) + ṁbyp (t),

(A.42)

where the total flow rate ṁtot (t) is computed from the known pressure
difference across the VAVs. Three equations are thus solved for variables
ṁbyp (t), ṁIEH (t) and ∆p(t). This system of equations cannot be solved
analytically by the solver, such that an algebraic loop is generated. However,
we can inline (A.40) and (A.41) into (A.42) and invert G(·, ·) to find an explicit
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expression that computes
∆p(t) = G

−1

ṁtot (t)
, ∆pt
kIEH (t) + kbyp (t)

!
.

(A.43)

Equation (A.40) is then solved for ṁIEH (t) and (A.42) for ṁbyp (t) using ∆p(t).
This analytic solution is not found automatically by Dymola or JModelica. We
have therefore created a template model that consists of two valve models.
The k(t) values from those valves are used to evaluate (A.43). This avoids the
second algebraic loop, without making any simplifications.
The resulting air handling unit and air flow models cause no algebraic loops
despite that all equations are stationary.
A.3.3.6 Variable Air Volume Units
The VAV units in Solarwind are configured such that they have a minimum
flow rate of 46 % of their nominal flow rate, as explained in Section 7.3.3.1. In
our optimisations we need more control flexibility since this lower bound can
cause a large imbalance between the supply and the return air flow rates when
low supply pressures are used. This is caused by the fact that the nominal
pressure drop of the supply air ducts is larger than that of the return air
ducts. The minimum VAV opening is therefore reduced to 0 %, such that the
MPC controller can reduce the VAV opening when a mass flow rate imbalance
would otherwise occur. This can be implemented in practice by turning the
physical knobs for the minimum VAV flow rates on the VAV units.

A.3.4

Control of pumps and fans

Solarwind has two frequency-controlled pumps, and multiple pumps and fans
that have a fixed differential pressure set point, which are thus also frequencycontrolled internally. Moreover, each fan and pump can be switched on or off.
We now describe how these devices have been configured in the optimisation
model.
A.3.4.1 Frequency-controlled pumps
The hydronic system uses two frequency-controlled pumps, which are
implemented using model SpeedControlled_y. These models are controlled
by prescribing the normalised speeds n2 (t)/n1 of the pumps. Consider
for instance the circulation pump connecting the summer heat exchanger
(passive cooling), the winter heat exchanger (heat pump) and the borefield.
The pressure drops from these three components are grouped into a single
pressure drop component that implements (A.3). Equation (A.25) is used
to model the pump. An algebraic loop is thus generated that solves these
two equations using the prescribed value of the normalised pump speed
n2 (t)/n1 . As discussed in Section A.2.2, this algebraic loop can be avoided by
changing the pump type to FlowControlled_m_flow such that the flow rate
is prescribed. The pump pressure difference can then be computed explicitly
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from the inverse of (A.3) (see from_dp=false in 71 ). The resulting pressure
difference and flow rate can then be used to compute n2 (t)/n1 from (A.26).
The restructured model thus causes no algebraic loop. Moreover, the mass
flow rate is now an optimisation variable, meaning that optimisation variable
bounds can be used to ensure that the flow rate stays positive while iterating.
This is a good way to avoid flow reversal.
A.3.4.2 Pumps or fans with a fixed pressure difference
Some pumps or fans automatically change the speed such that a fixed
differential pressure set point is maintained. These components are modelled
using FlowControlled_dp, which prescribes the differential pressure. TACO
then computes the flow rate from (A.3). Equation (A.26) is again used to
compute n2 (t)/n1 .
These pumps and fans are often on/off controlled. Since discrete decision
variables are not supported, their control signals can either be relaxed by
allowing the solver to continuously change the speed, differential pressure
or flow rate, or the control signal can be fixed such that the device is always
on. In both cases, the MPC results can be post-processed to further improve
the actual control signal. In our models we always enable the pumps and use
post-processing to determine the outputted pump control signal.
In the simulation model both concrete core activation pumps have a fixed
head of 12 m. In the optimisation problem we allow the head to be changed
continuously since this degree of freedom exists in practice, even though it is
not used. Similarly, the fixed pressure difference set point of the ventilation
units of 270 Pa are continuous optimisation variables.

A.3.5

Solar collectors and pellet boiler

The solar collectors and the pellet boiler are not implemented, since they are
mostly used for the production of domestic hot water, and we do not know
the domestic hot water demand profiles. Consequently, the heating coils of
the AHUs are not used either.

A.3.6

Hydronic flow network

We do optimise the Concrete Core Activation (CCA) and the VAV heating
coil hydronics. I.e. valve positions and thus mass flow rates and heat flow
rates are computed and optimised using the Modelica model. Figure A.3
illustrates the practical implementation of the hydronics using a graphical
view of the model in Dymola. This schematic is not a one to one mapping of
the HVAC schematic (Figure 2.3) of the building. Some changes are made to
avoid algebraic loops and integer decision variables. These are now explained.
A.3.6.1 Heat emission circuits
Consider the VAV block in the top left of Figure A.3. The absolute pressure
at both three-way valve inlets is the same since the condenser and junctions
are configured such that they do not cause a pressure drop. This part of the
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Figure A.3: Illustration of the optimisation model of the hydronic systems of
Solarwind.
circuit is connected to the 24 heating coils of the 24 VAV units. The mass flow
rate through each heating coil is controlled using a two-way valve. The circuit
including all these components is illustrated in Figure A.4. The pump has a
fixed head of ∆ppum = 6 m. Therefore, the differential pressure of the pump
is prescribed. This causes a pressure drop across the two-way valves and the
three-way valve. Note that the pressure drops of the heat exchanger and pipes
are integrated into the two-way valve equations. The resulting set of equations
is
0 = ∆pvav (t) + ∆pval (t) + ∆ppum (t),
ṁvav,i (t) = M(∆pvav (t), kvav,i (t), ∆pt,vav )

(A.44)

∀i ∈ {1, . . . , 24},

(A.45)

24

ṁvav,pum (t) =

∑ ṁvav,i (t),

(A.46)

i =1

ṁval,1 (t) = M(∆pval (t), kval,1 (t), ∆pt,val ),

(A.47)

ṁval,2 (t) = M(∆pval (t), kval,2 (t), ∆pt,val ),

(A.48)

ṁvav,pum (t) = ṁval,1 (t) + ṁval,2 (t),

(A.49)

where indices val refer to the three-way valve, vav refers to the heating coils
of the VAVs and pum refers to the pump. These 29 equations are solved
for 29 variables: 24 × ṁvav,i (t), ∆pval (t), ∆pvav (t), ṁvav,pum (t), ṁval,1 (t) and
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24 x parallel
p_rel
dp_in

Figure A.4: Schematic of the VAV supply pump, three-way valves and VAV
heating coils, including two-way valves. 24 instances of the two-way valve
and heating coil are connected in parallel.
ṁval,2 (t). Variables k(t) are computed from the valve control signals, which
are optimisation variables. This set of equations cannot be translated in a set
of explicit equations. Therefore an algebraic loop is generated. If ∆pval (t)
is chosen as an iteration variable, then (A.44) can be solved for ∆pvav (t).
The resulting values can then be used to evaluate the remaining variables.
JModelica chooses Equation (A.49) as the residual equation of the algebraic
loop. Thus, an algebraic loop with 1 iteration variable is formed. We now
propose a solution for avoiding this algebraic loop, which consists of two
modifications.
Firstly, we assume that ∆pval (t) is negligible with respect to ∆pvav (t), since
∆pvav (t) includes the pressure drop of pipes, balancing valves and the heat
exchanger. Equation (A.44) can then be solved towards ∆pvav (t) = −∆ppum (t)
such that (A.45) and (A.46) can be evaluated without algebraic loop. The
remaining equations still require an algebraic loop to be solved. This can
still cause problems. Due to the causality of the equations, ∆pval (t) must
be an iteration variable since it is only used as an input to functions (unless
function inverses are used by the Modelica translator). Assume now that,
using iteration variable ∆pval (t), ṁval,1 (t) is solved from (A.47). Variable
ṁval,2 (t) can then either be solved from (A.48) or from (A.49). In the first
case, the residual equation is conservation of mass equation (A.49). Since the
residual equation typically returns a non-zero during iterations, the mass in
the system, and therefore also energy, are not conserved until convergence. In
the second case, ṁval,2 (t) can be negative, which introduces discontinuities in
the equations that compute conservation of energy.
Note also that ∆pvav (t) should be positive to avoid negative flow rates.
Fortunately, iteration variables of algebraic loops are optimisation variables of
the optimisation problem and can therefore be bounded. The bound values
of iteration variables are automatically fetched by the toolchain from the min
and max attributes of the corresponding variables in the Modelica model.
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The three-way valve pressure drop is not simply removed from the model,
since the valve would then be unable to control the flow rate, and this would
lead to a singular system of equations. Instead, we reconfigured the flow
circuit such that the pump prescribes the differential pressure between the
three-way valve inlet and the pump outlet, instead of the default: between the
pump inlet and outlet. This is illustrated using the differential pressure sensor
in the top left of Figure A.4. This functionality is explained in more detail for
air flow networks in Section 8.3.3.2.
Secondly, to avoid convergence problems for large optimisation problems, the
model equations are modified further to avoid the remaining algebraic loop,
which distributes the total flow rate over the two three-way valve inlets. We
could reuse the analysis of paragraph A.3.3.5 and use explicit equation (A.43).
However, in this case we use a different approach. The reason is that, for
a valve opening of 100 %, nearlyd 100 % of the flow will pass through the
first branch and vice versa. The optimisation variable that controls the valve,
therefore indirectly determines what flow rate fraction passes through each
leg. To remove the non-linear relation between the control variable and the
flow rate fraction, we propose to change the causality of this model. Instead of
computing the flow fraction from the optimised control variable, we optimise
the flow fraction and compute the required control variable from this fraction.
The model equations are then
f vav (t)ṁvav,pum (t) = M(∆pval (t), kval,1 (t), ∆pt,val ),

(A.50)

[1 − f vav (t)] ṁvav,pum (t) = M(∆pval (t), kval,2 (t), ∆pt,val ),

(A.51)

where f vav (t) is the optimisation variable. The inverse of M(·, ·, ·) is used and
∆pval (t) is eliminated. This leads to an equation in kval,1 (t) and kval,2 (t). For
a three-way valve with a linear opening characteristic we further have
kval,1 (t) = k v,1 yval (t),

(A.52)

kval,2 (t) = k v,2 (1 − yval (t)).

(A.53)

This set of equations can be solved for
yval (t) =

(1 − f vav (t))k v,1
.
(1 − f vav (t))k v,1 + f vav (t)k v,2

(A.54)

For the three-way valve with an equal-percentage characteristic, as described
using Equation (8.43) a polynomial approximation for yval (t) is used that
equals
yval (t) = 2.2724 f vav (t) − 2.6189 f vav (t)2 + 1.3465 f vav (t)3 .
d The

model includes a valve leakage when the valve is closed.

(A.55)
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This functionality is implemented in the existing three-way valve models and
can be activated by changing a single parameter value. The existing threeway valve control input is then used to set f vav (t), from which the presented
equations are used to compute yval (t).
The same two changes are used for the computation of the flow rates of the
south and north concrete core activation slabs. These model adjustments thus
cause the optimisation model to have no non-linear algebraic loops related to
its HVAC models or flow circuits, using only minor simplifications.
A.3.6.2 Enthalpy equations
However, linear algebraic loops are required for computing the specific
enthalpies in the hydronic components. Due to the use of parameters allowFlowReversal=false, and parameters portFlowDirection of the
Junctions, the total number of iteration variables o a (t) is limited to 6.
A.3.6.3

Valves, pumps and collectors

The real HVAC system has four two-way valves that connect the CCA collector
inlet and outlet either to the heat pump collector or to the borefield heat
exchanger. These valves are either fully opened or fully closed. Since integer
decision variables are not yet supported by JModelica, the valves are removed
and replaced by two junctions and the pump in the right of the ‘Condenser
side HP’ block in Figure A.3. This pump prescribes the pump flow rate
towards the CCA inlet as
ṁcca,hp (t) = f hp (t)ṁcca (t)

(A.56)

where f hp (t) is a fraction of the CCA inlet flow rate ṁcca (t). This is illustrated
and implemented using the product and the flow rate sensor symbols in
Figure A.3. Since mass is conserved in the junctions, the remaining part of the
flow rate (ṁcca,pc (t)) is drawn from the passive cooling section. Note that we
optimise fraction f hp (t) instead of directly optimising ṁcca,hp (t). The reason
is that, since f hp (t) is an optimisation variable, it can be bounded between
zero and one, such that
ṁcca,pc (t) = ṁcca (t) − ṁcca,hp (t) = (1 − f hp (t))ṁcca (t)

(A.57)

does not become negative. I.e. the flow cannot reverse, which would invalidate
the model equations and would lead to discontinuities.
The pump in the middle of the free cooling section is a frequency-controlled
pump. As explained in Section A.3.4.1, an algebraic loop can be avoided by
prescribing the flow rate ṁpc (t) instead of the pump speed. The flow rate is
again prescribed indirectly as
ṁpc (t) = f pc (t)ṁcca,pc (t)

(A.58)

to avoid flow reversal in the two junctions to the left of the pump.
The pump in the right of the free cooling section is also a frequency-controlled
pump. In this case the flow rate is prescribed directly to ṁbf (t).
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We assume that the pump at the evaporator side of the heat pump has a fixed
flow rate of 4 kg/s, since this pump represents the four on/off-controlled
pumps at the evaporators of the heat pumps, which cannot be controlled
continuously.

A.3.7

Concrete core activation

We use the model of Koschenz and Lehmann 86 to compute heat transfer
between the concrete slabs and the embedded pipe. In the simulation model,
it is discretised into three parts such that the model takes into account the
temperature drop along the embedded pipe sufficiently accurately. In the
optimisation model the whole embedded pipe is modelled using a single
discretisation, since this leads to fewer equations and optimisation variables
in the optimisation code.

A.3.8

Borefield model

The borefield model 110 is implemented using algorithm sections and therefore
cannot be optimised directly. A thermal resistance-capacitance network could
be used to model the thermal dynamics of the borefield. This is a suggestion
for further work. In the current version of the optimisation model the borefield
is modelled using a fluid source with a fixed temperature of 16 ◦ C, which is
an estimated average of the borefield outlet temperature.

Appendix B
Solarwind model: optimal design results
This appendix lists the results of all design cases that were evaluated for
Chapter 11. The results are formatted in .csv format using semicolon
delimiters such that they can be copied directly from this .pdf. The columns
have the following meanings:
1. Index
2. AHU type, see Table 11.1.
3. HP stages, see Table 11.1.
4. Glazing type, see Table 11.1.
5. VAV type, see Table 11.1.
6. Heating coil, see Table 11.1.
7. Operational cost c NPV,o [EUR], see Equation (11.3)
8. Total investment cost c NPV,i [EUR], see Equation (11.1)
9. Mean annual cold discomfort per zone [Kh/y], see Equation (10.16)
10. Mean annual heat discomfort per zone [Kh/y], see Equation (10.17)
11. Mean annual air quality discomfort per zone [1000 ppmh/y], see
Equation (10.18)
12. Design case identifier
13. Flags:
- Asterisk (*): This case is a duplicate of previous row.
- W: Design case evaluated on workstation.
- C: Design case evaluated on cluster.
- S: Solarwind design case
- O: Cost-optimal design case
Sometimes, the same case was evaluated at the same time by the Dell
workstation and/or the cluster. These cases are indicated in the last column
using an asterisk. When the cluster evaluated the same case twice, then
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the operational cost and the investment cost are identical, which shows
the reproducibility of our results. When the cluster and the workstation
evaluate the same case, then the operational costs can be different since both
machines use different hardware and different software versions (of e.g. GCC).
Consequently the solver may converge differently, which explains the results.
However, the operational cost differences between these duplicates is usually
less than 1 %. The computed investment costs are exactly the same.
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